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Preface

What began a long time ago as a comprehensive book on optimization of
queueing systems has evolved into two books: this one on optimal design and
a subsequent book (still in the works) on optimal control of queueing systems.

In this setting, “design” refers to setting the parameters of a queueing sys-
tem (such as arrival rates and service rates) before putting it into operation.
By contrast, in “control” problems the parameters are control variables in the
sense that they can be varied dynamically in response to changes in the state
of the system.

The distinction between design and control, admittedly, can be somewhat
artificial. But the available material had outgrown the confines of a single
book and I decided that this was as good a way as any of making a division.

Why look at design models? In principle, of course, one can always do
better by allowing the values of the decision variables to depend on the state
of the system, but in practice this is frequently an unattainable goal. For
example, in modern communication networks, real-time information about the
buffer contents at the various nodes (routers/switches) of the network would,
in principle, help us to make good real-time decisions about the routing of
messages or packets. But such information is rarely available to a centralized
controller in time to make decisions that are useful for the network as a whole.
Even if it were available, the combinatorial complexity of the decision problem
makes it impossible to solve even approximately in the time available. (The
essential difficulty with such systems is that the time scale on which the system
state is evolving is comparable to, or shorter than, the time scale on which
information can be obtained and calculations of optimal policies can be made.)
For these and other reasons, those in the business of analyzing, designing, and
operating communication networks have turned their attention more and more
to flow control, in which quantities such as arrival (e.g., packet-generation)
rates and service (e.g., transmission) rates are computed as time averages over
periods during which they may be reasonably expected to be constant (e.g.,
peak and off-peak hours) and models are used to suggest how these rates can
be controlled to achieve certain objectives. Since this sort of decision process
involves making decisions about rates (time averages) and not the behavior of
individual messages/packets, it falls under the category of what I call a design
problem. Indeed, many of the models, techniques, and results discussed in
this book were inspired by research on flow and routing control that has been
reported in the literature on communication networks.

Of course, flow control is still control in the sense that decision variables can

ix
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change their values in response to changes in the state of the system, but the
states in question are typically at a higher level, involving congestion averages
taken over time scales that are much longer than the time scale on which
such congestion measures as queue lengths and waiting times are evolving at
individual service facilities. For this reason, I believe that flow control belongs
under the broad heading of design of queueing systems.

I have chosen to frame the issues in the general setting of a queueing system,
rather than specific applications such as communication networks, vehicular
traffic flow, supply chains, etc. I believe strongly that this is the most appro-
priate and effective way to produce applicable research. It is a belief that is
consistent with the philosophy of the founders of operations research, who had
the foresight to see that it is the underlying structure of a system, not the
physical manifestation of that structure, that is important when it comes to
building and applying mathematical models.

Unfortunately, recent trends have run counter to this philosophy, as more
and more research is done within a particular application discipline and is
published in the journals of that discipline, using the jargon of that discipline.
The result has been compartmentalization of useful research. Important re-
sults are sometimes rediscovered in, say, the communication and computer
science communities, which have been well known for decades in, say, the
traffic-flow community.

I blame the research funding agencies, in part, for this trend. With all the
best intentions of directing funding toward “applications” rather than “the-
ory,” they have conditioned researchers to write grant proposals and papers
which purport to deal with specific applications. These proposals and papers
may begin with a detailed description of a particular application in which
congestion occurs, in order to establish the credibility of the authors within
the appropriate research community. When the mathematical model is intro-
duced, however, it often turns out to be the M/M/1 queue or some other old,
familiar queueing model, disguised by the use of a notation and terminology
specific to the discipline in which the application occurs.

Another of my basic philosophies has been to present the various models in
a unified notation and terminology and, as much as possible, in a unified ana-
lytical framework. In keeping with my belief (expressed above) that queueing
theory, rather than any one or several of its applications, provides the appro-
priate modeling basis for this field, it is natural that I should have adopted
the notation and terminology of queueing theory. Providing a unified ana-
lytical framework was a more difficult task. In the literature optimal design
problems for queueing systems have been solved by a wide variety of analyt-
ical techniques, including classical calculus, nonlinear programming, discrete
optimization, and sample-path analysis. My desire for unity, together with
space constraints, led me to restrict my attention to problems that can be
solved for the most part by classical calculus, with some ventures into elemen-
tary nonlinear programming to deal with constraints on the design variables.
A side benefit of this self-imposed limitation has been that, although the book



PREFACE xi

is mathematically rigorous (I have not shied away from stating results as the-
orems and giving complete proofs), it should be accessible to anyone with a
good undergraduate education in mathematics who is also familiar with el-
ementary queueing theory. The downside is that I have had to omit several
interesting areas of queueing design, such as those involving discrete decision
variables (e.g., the number of servers) and several interesting and powerful
analytical techniques, such as sample-path analysis. (I plan to include many
of these topics in my queueing control book, however, since they are relevant
also in that context.)

The emphasis in the book is primarily on qualitative rather than quanti-
tative insights. A recurring theme is the comparison between optimal designs
resulting from different objectives. An example is the (by-now-classical) result
that the individually optimal arrival rate is typically larger than the socially
optimal arrival rate.∗ This is a result of the fact that individual customers,
acting in self-interest, neglect to consider the external effect of their decision
to enter a service facility: the cost of increased congestion which their decision
imposes on other users (see, e.g., Section 1.2.4 of Chapter 1). As a general
principle, this concept is well known in welfare economics. Indeed, a major
theme of the research on queueing design has been to bring into the language
of queueing theory some of the important issues and qualitative results from
economics and game theory (the Nash equilibrium being another example).
As a consequence this book may seem to many readers more like an economics
treatise than an operations research text. This is intentional. I have always felt
that students and practitioners would benefit from an infusion of basic eco-
nomic theory in their education in operations research, especially in queueing
theory.

Much of the research reported in this book originated in vehicular traffic-
flow theory and some of it pre-dates the introduction of optimization into
queueing theory in the 1960s. Modeling of traffic flow in road networks has
been done mainly in the context of what someone in operations research might
call a “minimum-cost multi-commodity flow problem on a network with non-
linear costs”. As such, it may be construed as a subtopic in nonlinear pro-
gramming. An emphasis in this branch of traffic-flow theory has been on com-
putational techniques and results. Chapters 7 and 8 of this book, which deal
with networks of queues, draw heavily on the research on traffic-flow networks
(using the language and specific models from queueing theory for the behavior
of individual links/facilities) but with an emphasis on qualitative properties
of optimal solutions, rather than quantitative computational methods.

Although models for optimal design of queueing systems (using my broad
definition) have proliferated in the four decades since the field began, I was
surprised at how often I found myself developing new results because I could
not find what I wanted in the literature. Perhaps I did not look hard enough.
If I missed and/or unintentionally duplicated any relevant research, I ask for-

∗ But see Section 7.4.4 of Chapter 7 for a counterexample.
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bearance on the part of those who created it. The proliferation of research
on queueing design, together with the explosion of different application ar-
eas each with its own research community, professional societies, meetings,
and journals, have made it very difficult to keep abreast of all the important
research. I have tried but I may not have completely succeeded.

A word about the organization of the book: I have tried to minimize the use
of references in the text, with the exception of references for “classical” results
in queueing theory and optimization. References for the models and results
on optimal design of queues are usually given in an endnote (the final section
of the chapter), along with pointers to material not covered in the book.
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CHAPTER 1

Introduction to Design Models

Like the descriptive models in “classical” queueing theory, optimal design
models may be classified according to such parameters as the arrival rate(s),
the service rate(s), the interarrival-time and service-time distributions, and
the queue discipline(s). In addition, the queueing system under study may be
a network with several facilities and/or classes of customers, in which case
the nature of the flows of the classes among the various facilities must also be
specified.

What distinguishes an optimal design model from a traditional descriptive
model is the fact that some of the parameters are subject to decision and
that this decision is made with explicit attention to economic considerations,
with the preferences of the decision maker(s) as a guiding principle. The basic
distinctive components of a design model are thus:

1. the decision variables,

2. benefits and costs, and

3. the objective.

Decision variables may include, for example, the arrival rates, the service
rates, and the queue disciplines at the various service facilities. Typical benefits
and costs include rewards to the customers from being served, waiting costs
incurred by the customers while waiting for service, and costs to the facilities
for providing the service. These benefits and costs may be brought together
in an objective function, which quantifies the implicit trade-offs. For example,
increasing the service rate will result in less time spent by the customers
waiting (and thus a lower waiting cost), but a higher service cost. The nature
of the objective function also depends on the horizon (finite or infinite), the
presence or absence of discounting, and the identity of the decision maker
(e.g., the facility operator, the individual customer, or the collective of all
customers).

Our goal in this chapter is to provide a quick introduction to these ba-
sic components of a design model. We shall illustrate the effects of different
reward and cost structures, the trade-offs captured by different objective func-
tions, and the effects of combining different decision variables in one model. To
keep the focus squarely on these issues, we use only the simplest of descriptive
queueing models – primarily the classical M/M/1 model. By further restricting
attention to infinite-horizon problems with no discounting, we shall be able to
use the well-known steady-state results for these models to derive closed-form

1



2 INTRODUCTION TO DESIGN MODELS

expressions (in most cases) for the objective function in terms of the decision
variables. This will allow us to do the optimization with the simple and famil-
iar tools of differential calculus. Later chapters will elaborate on each of the
models introduced in this chapter, relaxing distributional assumptions and
considering more general cost and reward structures and objective functions.
These more general models will require more sophisticated analytical tools,
including linear and nonlinear programming and game theory.

We begin this chapter (Sections 1.1 and 1.2) with two simple examples
of optimal design of queueing systems. Both examples are in the context of
an isolated M/M/1 queue with a linear cost/reward structure, in which the
objective is to minimize the expected total cost or maximize the expected
net benefit per unit time in steady state. In the first example the decision
variable is the service rate and in the second, the arrival rate. The simple
probabilistic and cost structure makes it possible to use classical calculus to
derive analytical expressions for the optimal values of the design variables.

The next three sections consider problems in which more than one design
parameter is a decision variable. In Section 1.3, we consider the case where
both the arrival rate and service rate are decision variables. Here a simple
analysis based on calculus breaks down, since the objective function is not
jointly concave and therefore the first-order optimality conditions do not
identify the optimal solution. (This will be a recurring theme in our study of
optimal design models, and we shall explore it at length in later chapters.)
Section 1.4 revisits the problem of Section 1.2 – finding optimal arrival rates
– but now in the context of a system with two classes of customers, each with
its own reward and waiting cost and arrival rate (decision variable). Again
the objective function is not jointly concave and the first-order optimality
conditions do not identify the optimal arrival rates. Indeed, the only interior
solution to the first-order conditions is a saddle-point of the objective function
and is strictly dominated by both boundary solutions, in which only one class
has a positive arrival rate. Finally, in Section 1.5, we consider the simplest of
networks – a system of parallel queues in which each arriving customer must
be routed to one of several independent facilities, each with its own queue.

A final word before we start. In a design problem, the values of the decision
variables, once chosen, cannot vary with time nor in response to changes
in the state of the system (e.g., the number of customers present). Design
problems have also been called static control problems, in contrast to dynamic
control problems in which the decision variables can assume different values
at different times, depending on the observed state of the system. In the
literature a static control problem is sometimes called an open-loop control
problem, whereas a dynamic control problem is called a closed-loop control
problem. We shall simply use the term design for the former and control for
the latter type of problem.
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1.1 Optimal Service Rate

Consider an M/M/1 queue with arrival rate λ and service rate µ. That is,
customers arrive according to a Poisson process with parameter λ. There is a
single server, who serves customers one at a time according to a FIFO (First-
In-First-Out) queue discipline. Service times are independent of the arrival
process and i.i.d. with an exponential distribution with mean µ−1. Suppose
that λ is fixed, but µ is a decision variable.

Examples

1. A machine center in a factory: how fast a machine should we install?

2. A communication system: what should the transmission rate in a com-
munication channel be (e.g., in bits/sec.)?

Performance Measures and Trade-offs.
Typical performance measures are the number of customers in the system

(or in the queue) and the waiting time of a customer in the system (or in the
queue). If the system operates for a long time, then we might be interested
in the long-run average or the expected steady-state number in the system,
waiting time, and so forth. All these are measures of the level of congestion. As
µ increases, the congestion (as measured by any of these quantities) decreases.
(Of course this property is not unique to M/M/1 systems.) Therefore, to
minimize congestion, we should choose as large a value of µ as possible (e.g.,
µ = ∞, if there is no finite upper bound on µ). But, in all real systems,
increasing the service rate costs something. Thus there is a trade-off between
decreasing the congestion and increasing the cost of providing service, as µ
increases. One way to capture this trade-off is to consider a simple model with
linear costs.

1.1.1 A Simple Model with Linear Service and Waiting Costs

Suppose there are two types of cost:

(i) a service-cost rate, c (cost per unit time per unit of service rate); and

(ii) a waiting-cost rate h (cost per unit time per customer in system).

In other words, (i) if we choose service rate µ, then we pay a service cost c · µ
per unit time; (ii) a customer who spends t time units in the system accounts
for h · t monetary units of waiting cost, or equivalently, the system incurs h · i
monetary units of waiting cost per unit time while i customers are present.
Suppose our objective is to minimize the long-run average cost per unit time.
Now it follows from standard results in descriptive queueing theory (or the
general theory of continuous-time Markov chains) that the long-run average
cost equals the expected steady-state cost, if steady state exists (which is true
if and only if µ > λ). Otherwise the long-run average cost equals∞. Therefore,
without loss of generality let us assume µ > λ.
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Figure 1.1 Total Cost as a Function of Service Rate

Let C(µ) denote the expected steady-state total cost per unit time, when
service rate µ is chosen. Then

C(µ) = c · µ+ h · L(µ) ,

where L(µ) is the expected steady-state number in system. For a FIFO M/M/1
queue, it is well known (see, e.g., Gross and Harris [79]) that

L(µ) = λW (µ) =
λ

µ− λ
, (1.1)

where W (µ) is the expected steady-state waiting time in system.∗ Thus our
optimization problem takes the form:

min
{µ:µ>λ}

C(µ) = c · µ+ h ·
(

λ

µ− λ

)
. (1.2)

Note that
C ′′(µ) =

2hλ
(µ− λ)3

> 0 , for all µ > λ ,

so that C(µ) is convex in µ ∈ (λ,∞). Moreover, C(µ) → ∞ as µ ↓ λ and as
µ ↑ ∞. (See Figure 1.1.) Hence we can solve this problem by differentiating
C(µ) and setting the derivative equal to zero:

C ′(µ) = c− hλ

(µ− λ)2
= 0 . (1.3)

∗ The expression (1.1) holds more generally for any work-conserving queue discipline that
does not use information about customer service times. See, e.g., El-Taha and Stid-
ham [60].
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This yields the following expression for the unique optimal value of the
service rate, denoted by µ∗:

µ∗ = λ+

√
λh

c
. (1.4)

The optimal value of the objective function is thus given by

C(µ∗) = c
(
λ+

√
λh/c

)
+ λh/

√
λh/c = cλ+

√
λhc+

√
λhc .

This expression has the following interpretation. The term c · λ represents
the fixed cost of providing the minimum possible level of service, namely,
µ = λ. The next two terms – both equal to

√
λhc – represent, respectively,

the service cost and the waiting cost associated with the optimal “surplus”
service level, µ∗ − λ. Note that an optimal solution divides the variable cost
equally between service cost and waiting cost.

More explicitly, if one reformulates the problem in equivalent form with the
surplus service rate, µ̃ := µ−λ, as the decision variable and removes the fixed-
cost term, cλ, from the objective function, then the new objective function,
denoted by C̃(µ̃), takes the form

C̃(µ̃) = cµ̃+ hλ/µ̃ . (1.5)

The optimal value of µ̃ is given by

µ̃∗ =

√
λh

c
,

and the optimal value of the objective function by

C̃(µ̃∗) = c
√
λh/c) + λh/

√
λh/c =

√
λhc+

√
λhc .

It is the particular structure of the objective function (1.5) – the sum of a term
proportional to the decision variable and a term proportional to its reciprocal
– that leads to the property that an optimal solution equates the two terms,
a property that of course does not hold in general when one is minimizing
the sum of two cost terms. The general condition for optimality (cf. equation
(1.3)) is that the marginal increase in the first term should equal the marginal
decrease in the second term, not that the terms themselves should be equal.
It just happens in this case that the latter property holds when the former
does.

Readers familiar with inventory theory will note the structural equiva-
lence of the objective function (1.5) to the objective function in the classical
economic-lot-size problem and the resulting similarity between the formula for
µ̃∗ and the economic-lot-size formula.

1.1.2 Extensions and Exercises

1. Constraints on the Service Rate. Suppose the service rate is constrained
to lie in an interval, µ ∈ [µ, µ̄]. Characterize the optimal service rate, µ∗,
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in this case. Do the same for the case where the feasible values of µ are
discrete: µ ∈ {µ1, µ2, . . . , µm}.

2. Nonlinear Waiting Costs. Suppose in the above model that the cus-
tomer’s waiting cost is a nonlinear function of the time spent by that
customer in the system: h · ta, if the time in system equals t, where
a > 0. (Note that for a < 1 the waiting cost h · ta is concave in t, whereas
for a > 1 it is convex in t.) Set up and solve the problem of choosing
µ to minimize the expected steady-state total cost per unit time, C(µ).
For what values of a is C(µ) convex in µ?

3. General Service-Time Distribution. Consider an M/GI/1 model, in which
the generic service time S has mean E[S] = 1/µ and second moment
E[S2] = 2β/µ2, where β ≥ 1/2 is a given constant and µ is the decision
variable. (Thus the coefficient of variation of service time is given by√
var(S)/E[S] =

√
2β − 1, which is fixed.) In this case the Pollaczek-

Khintchine formula yields

W (µ) =
1
µ

+
λβ

µ(µ− λ)
.

Set up the problem of determining the optimal service rate µ∗, with linear
waiting cost rates. For what values of β is C(µ) convex? If possible, find
a closed-form expression for µ∗ in terms of the parameters, λ, c, h, and β.
(The easy cases are when β = 1 (e.g., exponentially distributed service
time) and β = 1/2 (constant service time, S ≡ 1/µ).)

1.2 Optimal Arrival Rate

Now consider a FIFO M/M/1 queue in which the service rate µ is fixed and
the arrival rate λ is a decision variable.

Examples

1. A machine center: at what rate λ should incoming parts (or subassem-
blies) be admitted into the work-in-process buffer?

2. A communication system: at what rate λ should messages (or packets)
be admitted into the buffer before a communication channel?

Performance Measures and Trade-offs
As λ increases, the throughput (number of jobs served per unit time) in-

creases. (For λ < µ, the throughput equals λ; for λ ≥ µ, the throughput
equals µ.) This is clearly a “good thing.” On the other hand, the congestion
also increases as λ increases, and this is just as clearly a “bad thing.” Again a
simple linear model offers one way of capturing the trade-off between the two
performance measures.
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1.2.1 A Simple Model with Deterministic Reward and Linear Waiting Costs

Suppose there is a deterministic reward r per entering customer and (as in
the previous model) a waiting cost per customer which is linear at rate h per
unit time in the system. Let B(λ) denote the expected steady-state net benefit
per unit time. Then

B(λ) = λ · r − h · L(λ) , (1.6)
where L(λ) is the steady-state expected number of customers in the system,
expressed as a function of the arrival rate λ. As in the previous section, we
have L(λ) = λW (λ), where W (λ) is the steady-state expected waiting time in
the system, and (assuming a first-in, first-out (FIFO) queue discipline) W (λ)
is given by

W (λ) =
1

µ− λ
, 0 ≤ λ < µ ,

withW (λ) =∞ for λ ≥ µ. Again it follows from standard results in descriptive
queueing theory that the long-run average cost equals the expected steady-
state cost, if steady state exists (which is true if and only if λ < µ). Otherwise
the long-run average cost equals ∞. Therefore, without loss of generality we
assume λ < µ.

For the M/M/1 model, the problem thus takes the form:

max
{λ∈[0,µ)}

r · λ− h ·
(

λ

µ− λ

)
. (1.7)

The presence of the constraint, λ ≥ 0, makes this problem more complicated
than the example of the previous section. Since B(λ) → −∞ as λ ↑ µ, we
do not need to concern ourselves about the upper limit of the feasible region.
But we must take into account the possibility that the maximum occurs at
the lower limit, λ = 0.

Let λ∗ denote the optimal arrival rate. Note that

B′′(λ) =
−2hµ

(µ− λ)3
< 0 , for all µ > λ ,

so that B(λ) is strictly concave and differentiable in 0 ≤ λ < µ. Therefore its
maximum occurs either at λ = 0 (if B′(0) ≤ 0) or at the unique value of λ > 0
at which B′(λ) = 0 (if B′(0) > 0).

It then follows from (1.6) that λ∗ is the unique solution in [0, µ) to the
following conditions:

(Case 1) λ = 0 , if r ≤ hL′(0) ; (1.8)
(Case 2) r = hL′(λ) , if r > hL′(0) . (1.9)

Now for the M/M/1 queue,

L′(λ) =
µ

(µ− λ)2
,

so that B′(0) ≤ 0 if r ≤ h/µ and B′(0) > 0 if r > h/µ. Therefore

(Case 1) λ∗ = 0 , if r ≤ h/µ ;
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Figure 1.2 Optimal Arrival Rate, Case 1: r ≤ h/µ

Figure 1.3 Optimal Arrival Rate, Case 2: r > h/µ

(Case 2) λ∗ = µ−
√
µh/r , if r > h/µ ;

The two cases are illustrated in Figures 1.2 and 1.3, respectively.
Since µ −

√
µh/r > 0 if and only if r > h/µ, we can combine Cases 1 and

2 as follows:

λ∗ =
(
µ−

√
µh/r

)+

,



OPTIMAL ARRIVAL RATE 9

where x+ := max{x, 0}. Note that in Case 1 we have h/µ ≥ r; that is, the
expected waiting cost is at least as great as the reward even for a customer
who enters service immediately. Hence it is intuitively clear that λ∗ = 0: there
is no economic incentive to admit any customer. If r > h/µ, then it is optimal
to allocate λ so that the surplus capacity, µ − λ, equals the square root of
µh/r.

1.2.2 Extensions and Exercises

1. Constraints on the Arrival Rate. Suppose the feasible set of values for λ
is the interval, [λ, λ̄], where 0 ≤ λ < λ̄ ≤ ∞. The problem now takes the
form:

max
{λ∈[λ,λ̄]}

{λ · r − hL(λ)} . (1.10)

Since B(λ) = −∞ for λ ≥ µ, we can rewrite the problem in equivalent
form as

max
{λ∈[λ,min{λ̄,µ}]}

{
λ · r − h

(
λ

µ− λ

)}
. (1.11)

(Note that the feasible region reduces to [λ, µ) when λ̄ ≥ µ.) Characterize
the optimal arrival rate, λ∗, for this problem.

2. General Service-Time Distribution. Consider an M/GI/1 model, in which
the generic service time S has mean E[S] = 1/µ and second moment
E[S2] = 2β/µ2, where β ≥ 1/2 is given. The Pollaczek-Khintchine for-
mula yields

W (λ) =
1
µ

+
λβ

µ(µ− λ)
.

Set up the problem of determining the optimal arrival rate, λ∗, with
deterministic reward and linear waiting cost. Show that λ∗ is again char-
acterized by (1.8) and (1.9), and use this result to derive an explicit
expression for λ∗, in terms of the parameters, µ, β, r, and h.

1.2.3 An Upper Bound on the Optimal Arrival Rate

Note that
B(λ) = λr − hλW (λ) = λ(r − hW (λ)) , (1.12)

so that B(λ) > 0 for positive values of λ such that r > hW (λ) and B(λ) ≤ 0
for values of λ such that r ≤ hW (λ). If r ≤ hW (0) then r ≤ hW (λ) for all
λ ∈ [0, µ), since W (·) is an increasing function. In this case λ∗ = 0. Otherwise,
we can restrict attention, without loss of optimality, to values of λ such that
r > hW (λ). In the M/M/1 case, W (λ) = 1/(µ − λ), so that r ≤ hW (0) if
and only if r ≤ h/µ. Moreover, r = hW (λ) if and only if λ = µ− h/r. These
observations motivate the following definition.
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Define λ̄ by:

(Case 1) λ̄ = 0 , if r ≤ h/µ ; (1.13)
(Case 2) λ̄ = µ− h/r , if r > h/µ ; (1.14)

Since B(λ) ≥ 0 for 0 ≤ λ ≤ λ̄, and B(λ) ≤ 0 for λ̄ < λ < µ, it follows that λ̄
is an upper bound on λ∗. Moreover, in some contexts λ̄ can be interpreted as
the individually optimal (or equilibrium) arrival rate, as we shall see presently.

1.2.4 Social vs. Individual Optimization

In our discussion of performance measures and trade-offs, we have been implic-
itly assuming that the decision maker is the operator of the queueing facility,
who is concerned both with maximizing throughput and minimizing conges-
tion. Our reward/cost model assumes that each entering customer generates
a benefit r to the facility and that it costs the facility h per unit time per
customer in the system. In this section we offer alternative possibilities for
who the decision maker(s) might be. But first we must resolve another issue.

We have also been implicitly assuming that the decision maker (whoever
it is) can freely choose the arrival rate λ from the interval [0, µ). How might
such a choice be implemented? Here is one possibility.

Suppose that potential customers arrive according to a Poisson process with
mean rate Λ (Λ ≥ µ). A potential customer joins (or is accepted) with prob-
ability a and balks (or is rejected) with probability 1 − a. The accept/reject
decisions for successive customers are mutually independent, as well as inde-
pendent of the number of customers in the system. That is, it is not possible
to observe the contents of the queue before the accept/reject decision is made.
As a result, customers enter the system according to a Poisson arrival process
with mean rate λ = aΛ.† Moreover, a customer who enters with probability a
when the arrival rate equals λ receives an expected net benefit equal to

a(r − hW (λ)) + (1− a)0 = a(r − hW (λ)) .

Now let us consider the possibility that the decision makers are the cus-
tomers themselves, rather than the facility operator. We discuss this possibil-
ity in the next two subsections.

1.2.4.1 Socially Optimal Arrival Rate

Suppose now that benefits and costs accrue to individual customers and the
decision maker represents the collective of all customers. In this case, a reason-
able objective for the decision maker is to maximize the expected net benefit
received per unit time by the collective of all customers: B(λ) = λ(r−hW (λ)).
This is precisely the objective function that we have been considering. In this

† Note that the assumption that Λ ≥ µ ensures that the feasible region for λ is the interval
[0, µ), as in our original formulation.
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context, our probabilistic interpretation of the choice of λ still makes sense.
That is, the decision maker, acting on behalf of the collective of all customers,
admits each potential arrival with probability a = λ/Λ.

The optimal arrival rate λ∗ can now be interpreted as socially optimal,
since it maximizes social welfare, that is, the expected net benefit received
per unit time by the collective of all customers, namely B(λ). To emphasize
this interpretation, we shall henceforth write “λs” instead of “λ∗”. In the
M/M/1 case, then, the socially optimal arrival rate is given by

λs = (µ−
√
µh/r)+ . (1.15)

The system controller can implement λs by admitting each potential arrival
with probability as := λs/Λ and rejecting with probability 1− as.

1.2.4.2 Comparison with Individually Optimal Arrival Rate

This interpretation of λs as the socially optimal arrival rate suggests the fol-
lowing question: how does the socially optimal arrival rate compare to the
individually optimal arrival rate that results if each individual potential ar-
rival, acting in its own interest, decides whether or not to join?

Suppose (as above) that potential customers arrive according to a Poisson
process with arrival rate Λ (Λ ≥ µ) and each joins the system with probability
a and balks with probability 1−a. Each customer who enters the system when
the arrival rate is λ receives a net benefit r − hW (λ). A customer who balks
receives nothing. As is always the case with design (static control) models, we
assume that the decision (a = 0, 1) must be made without knowledge of the
actual state of the system, e.g., the number of customers present.

Now, however, the criterion for choice of a is purely selfish: each customer
is concerned only with maximizing its own expected net benefit. Since a sin-
gle individual’s action has a negligible effect on the system arrival rate λ,
each potential customer can take λ as given. For a given λ, the individually
optimizing customer seeks to maximize its expected net benefit,

a(r − hW (λ)) + (1− a) · 0 ,

by an appropriate choice of a, 0 ≤ a ≤ 1. Thus, the customer will join with
probability a = 1, if r > hW (λ); join with probability a = 0, if r < hW (λ);
and be indifferent among all a, 0 ≤ a ≤ 1, if r = hW (λ).

Motivated by the concept of a Nash equilibrium, we define an individually
optimal (or equilibrium arrival rate, λe (and associated joining probability
ae = λe/Λ), by the property that no individual customer trying to maximize
its own expected net benefit has any incentive to deviate unilaterally from λe

(ae). From the above observations, it follows that λe = 0 (ae = 0) if r ≤ hW (0)
(Case 1), whereas if r > hW (0) (Case 2) then λe = aeΛ is the (unique) value
of λ ∈ (0, µ) such that

r = hW (λ) . (1.16)

To see this, first note that in Case 1 the expected net benefit from choosing a



12 INTRODUCTION TO DESIGN MODELS

positive joining probability, a > 0, is a(r−hW (0)), which is less than or equal
to zero, the expected net benefit from the joining probability ae = λe/Λ = 0.
Hence, in Case 1 there is no incentive for a customer to deviate unilaterally
from ae = 0. In Case 2, since r − hW (λe) = 0, the expected net benefit is

a(r − hW (λe)) + (1− a) · 0 = 0 ,

and hence does not depend on the joining probability a. Thus, customers are
indifferent among all joining probabilities, 0 ≤ a ≤ 1, so that once again there
is no incentive to deviate from ae = λe/Λ.

Since W (λ) = 1/(µ − λ) in the M/M/1 case, we see that the individually
optimal arrival rate λe coincides with λ̄ as defined by (1.13) and (1.14). But
we have shown that λ∗ = λs ≤ λ̄ = λe. In other words, the socially optimal
arrival rate, λs, is less than or equal to the individually optimal arrival rate,
λe.

The following theorem summarizes these results:
Theorem 1.1 The socially optimal arrival rate is no larger than the individ-
ually optimal arrival rate: λs ≤ λe . Moreover, λs = λe = 0 , if r ≤ h/µ , and
0 < λs < λe , if r > h/µ .

A review of our arguments above will show that this property is not re-
stricted to M/M/1 systems and is in fact quite general. In fact, this theorem
is valid for any system (for example, a GI/GI/1 queue) in which the following
conditions hold:

1. W (λ) is strictly increasing in 0 ≤ λ < µ ;

2. W (λ) ↑ ∞ as λ ↑ µ ;

3. W (0) = 1/µ .

1.2.5 Internal and External Effects

Suppose r > h/µ. It follows from (1.12) that

B′(λ) = r − [h ·W (λ) + h · λW ′(λ)] ,

and that λs is found by equating h·W (λ)+h·λW ′(λ) to r, whereas (cf. (1.16))
λe is found by equating h ·W (λ) to r. We can interpret h ·W (λ) as the internal
effect and h ·λW ′(λ) as the external effect of a marginal increase in the arrival
rate. The quantity h ·W (λ) is the waiting cost of the marginal customer who
joins when the arrival rate is λ. It is “internal” in that it is a cost borne only by
the customer itself. On the other hand, the quantity h ·λW ′(λ) is the marginal
increase in waiting cost incurred by all the customers as a result of a marginal
increase in the arrival rate. It is “external” to the marginal joining customer,
since it is a cost which that customer does not incur. The fact that λs ≤ λe

(that is, customers acting in their own interest join the system more frequently
than is socially optimal) is due to an individually optimizing customer’s failure
to take into account the external effect of its decision to enter. The formula
for λe only takes into account the internal effect of the decision to enter, that
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is the customer’s own waiting cost, hW (λ). By contrast, the formula for λs

takes into account both the internal effect, hW (λ), and the external effect,
hλW ′(λ).

It follows that individually optimizing customers can be induced to behave
in a socially optimal way by charging each entering customer a fee or con-
gestion toll equal to the external effect, hλW ′(λ). In this way arrival control
can be decentralized, in the sense that each individual customer can be left
to make its own decision. (Again, note that these results hold for any system
in which W (λ) is a well defined function satisfying conditions (1)–(3). See
Chapter 2 for further analysis and generalizations.)

1.3 Optimal Arrival Rate and Service Rate

Now let us consider an M/M/1 queue in which both the arrival rate λ and
the service rate µ are decision variables. We shall use a reward/cost model
that combines the features of the models of the last two sections. There is a
reward r per entering customer, a waiting cost h per unit time per customer
in the system, and a service cost c per unit time per unit of service rate. The
objective function (to be maximized) is the steady-state expected net benefit
per unit time, B(λ, µ), that is,

B(λ, µ) = λ · r − h · L(λ, µ)− c · µ , 0 ≤ λ < µ ,

with B(0, 0) = 0. (Note that B(λ, µ) has a discontinuity at (0, 0).) If c ≥ r,
then obviously the optimal solution is λ∗ = µ∗ = 0, with net benefit B(0, 0) =
0, since for all 0 ≤ λ < µ we have B(λ, µ) < 0. Henceforth we shall assume
that c < r, in which case we can exclude the point (0, 0) and restrict attention
to the region {(λ, µ) : 0 ≤ λ < µ}, since it contains pairs (λ, µ) for which
B(λ, µ) > 0. Note that B(λ, µ) is continuously differentiable over this region.

Following the program of the previous two sections, let us use the first-order
optimality conditions to try to identify the optimal pair, (λ∗, µ∗). Differenti-
ating B(λ, µ) with respect to λ and µ and setting the derivatives equal to zero
leads to the equations,

∂

∂λ
B(λ, µ) = r − h · ∂

∂λ
L(λ, µ) = 0 ,

∂

∂µ
B(λ, µ) = −h · ∂

∂µ
L(λ, µ)− c = 0 .

Since L(λ, µ) = λ/(µ− λ), for 0 ≤ λ < µ, we have

∂

∂λ
L(λ, µ) =

µ

(µ− λ)2
,
∂

∂µ
L(λ, µ) =

−λ
(µ− λ)2

,

from which we obtain the following two simultaneous equations for λ and µ,

h · µ
(µ− λ)2

= r ,
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h · λ

(µ− λ)2
= c ,

the unique solution to which is

λ =
h · c

(r − c)2
, µ =

h · r
(r − c)2

. (1.17)

Note that this solution is feasible (that is, λ < µ) since c < r.
To recapitulate, under the assumption that c < r, we have identified a

unique interior point of the feasible region (0 < λ < µ) that satisfies the
first-order optimality conditions. Surely this must be the optimal solution.
After all, we have simply brought together the two models and analyses of
the previous sections, in which µ and λ, respectively, were decision variables
and in the course of which we verified that our objective function, B(λ, µ), is
both concave in λ and concave in µ. What we have not verified, however, is
joint concavity in (λ, µ). Without joint concavity, we cannot be sure that a
solution to the first-order optimality conditions is a local (let alone a global)
maximum.

In fact B(λ, µ) is not jointly concave in (λ, µ), because L(λ, µ) = λ/(µ− λ)
is not jointly convex . To check for joint convexity, we must evaluate

∆ :=
(
∂2L

∂λ2

)(
∂2L

∂µ2

)
−
(
∂2L

∂λ∂µ

)2

and check whether ∆ is nonnegative. Since

∂2L

∂λ2
=

2µ
(µ− λ)3

,

∂2L

∂µ2
=

2λ
(µ− λ)3

,

∂2L

∂λµ
=
−(λ+ µ)
(µ− λ)3

,

we have

∆ =
(

2µ
(µ− λ)3

)(
2λ

(µ− λ)3

)
−
(
−(λ+ µ)
(µ− λ)3

)2

=
1

(µ− λ)6

[
4λµ− (λ2 + 2λµ+ µ2)

]
=

1
(µ− λ)6

[
−(λ2 − 2λµ+ µ2)

]
=

1
(µ− λ)6

[
−(µ− λ)2

]
=

−1
(µ− λ)4

< 0

Thus L(λ, µ) is not jointly convex and therefore B(λ, µ) is not jointly concave
in (λ, µ).
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It follows that the stationary point (1.17) identified by the first-order con-
ditions does not necessarily yield the global maximum net benefit. To gain
further insight, let us evaluate B(λ, µ) at this stationary point. Substituting
the expressions from (1.17) into the formula for B(λ, µ) and simplifying, we
obtain (after simplifying)

B(λ, µ) = − h · c
r − c

< 0 = B(0, 0) .

So the proposed solution in fact yields a negative net benefit! It is therefore
dominated by the point (0, 0) (do nothing) and we know that we can do even
better than that when c < r.

To see how much better, let us examine the problem from a slightly different
perspective. Define the traffic intensity ρ (as usual) by ρ := λ/µ and rewrite
the net benefit as a function of λ and ρ:

B̃(λ, ρ) := r · λ− h · ρ
1− ρ

− c · λ
ρ

.

Now fix a value of ρ such that
c

r
< ρ < 1 .

Then we have

B̃(λ, ρ) = λ · (r − c

ρ
)− h · ρ

1− ρ
.

The second term is constant and the first term is positive and can be made
arbitrarily large by choosing λ sufficiently large. Thus B(λ, ρ)→∞ as λ→∞
and hence there is no finite optimal solution to the problem. Rather, one can
obtain arbitrarily large net benefit by judiciously selecting large values of both
λ and µ.

Of course these observations raise serious questions about the realism of our
model. We shall address these questions later (in Chapter 5). In the meantime,
we need to understand what went wrong with our approach based on finding
a solution to the first-order optimality conditions.

As we saw, the net-benefit function in this model fails to be jointly concave
because it contains a congestion-cost term that is proportional to L(λ, µ), the
expected steady-state number of customers in the system, which fails to be
jointly convex. This congestion-cost term can be written as

h · L(λ, µ) = λ(h ·W (λ, µ)) ,

where W (λ, µ) is the expected steady-state waiting of a customer in the sys-
tem. In other words, we have a congestion cost per unit time that takes the
form

(no. customers arriving per unit time) × (congestion cost per customer) .

While the congestion cost per customer (in this case, h/(µ − λ)) is jointly
convex, the result of multiplying by λ is to destroy this joint convexity.
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As we shall see in later chapters, this type of congestion cost and its as-
sociated non-joint-convexity are not an anomaly but in fact are typical in
queueing optimization models. As a result one must be very careful when ap-
plying classical economic analysis based on first-order optimality equations.
It is not enough to simply assume that the values of the parameters are such
that there exists a finite optimal solution in the interior of the feasible region,
which then must satisfy the first-order conditions (because they are necessary
for an interior maximum). We have seen in the present example that there
may be no such interior optimal solution, no matter what the parameter val-
ues are. Moreover, there may be an easily identified solution to the first-order
conditions which one is tempted to identify as optimal but which may in fact
be far from optimal.

The literature contains a surprising number of examples in which these
kinds of mistakes have been made.

1.4 Optimal Arrival Rates for a Two-Class System

Now suppose we have an M/M/1 queue in which there are two classes of
customers. The service rate µ is fixed but the arrival rates of the two classes
(denoted λ1 and λ2) are decision variables. Customers are served in order of
arrival, regardless of class, so that the expected steady-state waiting time in
the system is the same for both classes and is a function, W (λ), of the total
arrival rate, λ := λ1 + λ2. Recall that in the M/M/1 case W (λ) is given by

W (λ) =
1

µ− λ
, λ < µ ; W (λ) =∞ , λ ≥ µ . (1.18)

We shall assume a reward/cost model like that of Section 1.2, but with
class-dependent rewards and waiting cost rates. Specifically, there is a reward
ri per entering customer of class i, and a waiting cost hi per unit time per
customer of class i in the system. The objective is to maximize the steady-state
expected net benefit per unit time:

max
{λ,λ1,λ2}

B(λ1, λ2) = r1λ1 + r2λ2 − (λ1h1 + λ2h2)W (λ)

s.t. λ1 + λ2 = λ

λ1 ≥ 0 , λ2 ≥ 0

As in the single-class model considered in Section 1.2, if all rewards and costs
accrue to the customers, a solution (λs1, λ

s
2) to this optimization problem will

be socially optimal, in the sense of maximizing the aggregate net benefit ac-
cruing to the collective of all customers. Moreover, if potential customers of
class i arrive according to a Poisson process with mean rate Λi ≥ µ, then
a socially optimal allocation can be implemented by admitting each class-i
arrival with probability asi = λsi/Λi.

The following Karush-Kuhn-Tucker (KKT) first-order conditions are nec-
essary for (λ1, λ2, λ) to be optimal for this problem (see, e.g., Bazaraa et
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al. [16]):

ri = hiW (λ) + δ and λi > 0 (1.19)
or ri ≤ hiW (λ) + δ and λi = 0 (1.20)

for i = 1, 2, and

λ = λ1 + λ2 , (1.21)
δ = (λ1h1 + λ2h2)W ′(λ) . (1.22)

Now consider this system from the perspective of individual optimization.
Suppose a fixed, arbitrary toll, δ, is charged to each entering customer. Each
customer of class i takes W (λ) as given and chooses the probability ai of
joining to maximize

ai · (ri − hiW (λ)− δ) + (1− ai) · 0 , ai ∈ [0, 1] .

In other words, a class-i customer who joins receives the net benefit, ri −
hiW (λ), minus the toll, δ, paid for the use of the facility. A customer who balks
receives (pays) nothing. Then it is easy to see that arrival rates, λi = ai · Λi,
that satisfy equations (1.19) and (1.20) will be individually optimal for the
customers of both classes. Moreover, for the given toll δ, a solution to (1.19),
(1.20), and (1.21) is a Nash equilibrium.

As expected, equation (1.22) reveals that the socially optimal toll is just the
external effect, defined (as usual) as the marginal increase in the total delay
cost incurred as a result of a marginal increase in the flow, λ. By charging this
socially optimal toll, the system operator can induce individually optimizing
customers to behave in a socially optimal way, thereby making the Nash-
equilibrium allocation coincide with the socially optimal allocation (λs1, λ

s
2, λ

s)
(cf. Section 1.2).

1.4.1 Solutions to the Optimality Conditions: the M/M/1 Case

Let us now examine the properties of the solution(s) to the KKT conditions,
using the explicit expression (1.18) for W (λ) for an M/M/1 system. The prob-
lem of finding a socially optimal allocation of flows takes the form

max
{λ1,λ2}

r1λ1 −
h1λ1

µ− λ1 − λ2
+ r2λ2 −

h2λ2

µ− λ1 − λ2

s.t. λ1 + λ2 < µ

λ1 ≥ 0 , λ2 ≥ 0

Without loss of generality, we may assume that µ = 1. (Equivalently, measure
flows in units of fraction of the service rate µ.) Let a := r1/h1, b := r2/h2,
c := h1/h2. Then an equivalent form for the above problem is

max
{λ1,λ2}

c

(
aλ1 −

λ1

1− λ1 − λ2

)
+ bλ2 −

λ2

1− λ1 − λ2
(1.23)

s.t. λ1 + λ2 < 1



18 INTRODUCTION TO DESIGN MODELS

λ1 ≥ 0 , λ2 ≥ 0

For an interior optimal solution, equation (1.19) must be satisfied for i = 1, 2.
The unique solution to these equations is given by

λ̃1 =
b(c− 1)
(ca− b)2

− 1
c− 1

λ̃2 =
c

c− 1
− ca(c− 1)

(ca− b)2

It can be shown that this pair (λ̃1, λ̃2) is an interior point (λ̃1 > 0, λ̃2 > 0,
λ̃1 + λ̃2 < 1) if the parameters satisfy the following conditions:

b > a > 1 ;

c >
b− 1
a− 1

;

a <
(ca− b)2

(c− 1)2
< b .

So, for an M/M/1 system in which the parameters satisfy these condi-
tions, we have established that the first-order optimality conditions have a
unique interior-point solution. This result tempts us to conclude that this so-
lution is indeed optimal. But the model of Section 1.3, in which the unique
interior-point solution to the optimality conditions turned out to be nonop-
timal, should serve as a warning to proceed more cautiously. The question
remains whether there are other, non-interior-point solutions to the KKT
conditions and whether one of these could yield a higher value of the objec-
tive function. Put another way: are the KKT conditions sufficient as well as
necessary for an optimal solution to our problem?

1.4.2 Are the KKT Conditions Sufficient?

To answer this question, let us return to the problem in its original form. The
objective function takes the following form (after substituting for λ from the
equality constraint),

B(λ1, λ2) = r1λ1 + r2λ2 − f(λ1, λ2) ,

where f(λ1, λ2) := (λ1h1 + λ2h2)W (λ1 + λ2). That is, f(λ1, λ2) is the total
delay cost per unit time expressed as a function of λ1 and λ2. The KKT
conditions will be sufficient for social optimality if B(λ1, λ2) is jointly concave
in (λ1, λ2), which is true if and only if f(λ1, λ2) is jointly convex in (λ1, λ2).
It is easily verified that f(λ1, λ2) is convex in λ1 and convex in λ2. To check
for joint convexity, we evaluate

∆ :=
(
∂2f

∂λ2
1

)(
∂2f

∂λ2
2

)
−
(

∂2f

∂λ1∂λ2

)2
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and find that ∆ = −((h1−h2)W ′(λ1 +λ2))2, which is strictly negative unless
h1 = h2, that is, unless the customer classes are homogeneous with respect
to their sensitivity to delay. Thus f(λ1, λ2) is not in general a jointly convex
function of λ1 and λ2. Indeed, the conditions for joint convexity fail at every
point in the feasible region if the customer classes are heterogeneous, that is,
if h1 6= h2. It follows that B(λ1, λ2) fails to be jointly concave unless h1 = h2.

Remark 1 Note that we did not use the specific functional form (1.18)
of W (λ) in our demonstration of the nonconvexity of f(λ1, λ2). The only
properties that we used were that the delay W (λ) for each customer is an
increasing, convex, and differentiable function of the sum of the flows, and
that the delay cost per unit time for each class i is the product of the flow,
λi, and the delay cost per customer, hiW (λ). All these properties are weak
and hold for many queueing models, not just for the M/M/1 case. As we shall
see in Chapters 4 and 5, nonconvexity is a widely encountered phenomenon
in models for the design of queues with more than one decision variable.

The nonconcavity of the objective function, B(λ1, λ2), leads one to suspect
that the first-order KKT conditions, (1.19)–(1.22), may not be sufficient for an
optimal allocation. In particular, an interior-point solution to these conditions
– such as the one found in the previous subsection – might not be optimal.
Let us now examine that question. First observe that such a solution must lie
on the line λ1 + λ2 = λ, where λ satisfies

r1 − h1W (λ) = r2 − h2W (λ) . (1.24)

Along this line both the total flow λ and the net benefit, B(λ1, λ2), are con-
stant: B(λ1, λ2) = B, say. In particular, the two extreme points on this line,
namely, (λ, 0), and (0, λ), share this net benefit; that is,

B(λ, 0) = B(0, λ) = B .

But

B(λ, 0) ≤ B(λ∗1, 0) ,
B(0, λ) ≤ B(0, λ∗2) ,

where λ∗i is the optimal flow allocation to class i when only that class receives
positive flow (i = 1, 2).

Thus we see that any interior solution to the first-order KKT conditions
is dominated by both the optimal single-class allocations. In other words, the
system achieves at least as great a net benefit by allocating all flow to a single
class, regardless of which class, than by using an interior allocation satisfying
the first-order conditions!

Our next observation has to do with external effects, congestion tolls, and
equilibrium properties. First note that charging each user a toll δ (per unit of
flow) equal to the external effect, that is,

δ = (λ1h1 + λ2h2)W ′(λ1 + λ2) ,
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makes (λ̃1, λ̃2) a Nash equilibrium for individually optimizing customers: no
customer of either class has an incentive to deviate from this allocation, as-
suming that all other customers make no change. Thus, we see that, even by
charging the “correct” toll (namely, a toll equal to the external effect), we can-
not be certain that the customers will be directed to a socially optimal flow
allocation. Rather, the resulting allocation, even though it is a Nash equilib-
rium, may be dominated by both of the optimal single-class allocations.

Thus we have a dramatic example of the pitfalls of marginal-cost pricing
(that is, pricing based on first-order optimality conditions) when the customer
classes are heterogeneous in their sensitivities to congestion.

As an example, let us return to the M/M/1 example of Section 1.4.1. Let
a = 4, b = 9, and c = 4. In this case, the solution to the first-order conditions
is

λ̃1 = 0.218 ; λ̃2 = 0.354 .

The optimal single-user flow allocations are λs1 = 0.500 and λs2 = 0.667. The
objective function values of these three flow allocations are:

B(λ̃1, λ̃2) = 3.81
B(λs1, 0) = 4.00
B(0, λs2) = 4.00

Thus we have an illustration of the general result derived above: the interior-
point equilibrium flow allocation is dominated by both optimal single-user
allocations.

For this example, Figure 1.4 and Figure 1.5 show, respectively, a contour
plot and graph of the response surface of the net benefit function, B(λ1, λ2).

Figure 1.4 Net Benefit: Contour Plot
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Figure 1.5 Net Benefit: Response Surface

1.5 Optimal Arrival Rates for Parallel Queues

Now let us consider n independent M/M/1 queues, with service rates µj and
arrival rates λj , j = 1, . . . , n. Suppose that the µj are fixed and that the λj
are design variables. Our objective is to minimize the steady-state expected
number of customers in the system, subject to a constraint that the total
arrival rate should equal a fixed value, λ. Thus the problem takes the form

min
n∑
j=1

λj
µj − λj

s.t.
n∑
j=1

λj = λ (1.25)

0 ≤ λj < µj , j = 1, . . . , n .

We can interpret this problem as follows. Suppose customers arrive to the
system according to a Poisson process with mean arrival rate λ. We must
decide how to split this arrival process among n parallel exponential servers,
each with its own queue. The splitting is to be done probabilistically, inde-
pendently of the state and past history of the system. That is, each arriving
customer is sent to queue j with probability aj = λj/λ, so that the arrival
process to queue j is Poisson with mean arrival rate λj .

We shall use a Lagrange multiplier to eliminate the constraint on the total
arrival rate. The Lagrangean problem is:

min
n∑
j=1

λj
µj − λj

− α
n∑
j=1

λj (1.26)

s.t. 0 ≤ λj < µj , j = 1, . . . , n .
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The solution is parameterized by α, which can be interpreted as the imputed
reward per unit time per unit of arrival rate. Problem (1.26) is separable, so
we can minimize the objective function separately for each facility. For facility
j, the problem takes the form of the single-facility arrival-rate-optimization
problem of Section 1.2, with r = α, h = 1. The solution is:

λj = λsj(α) := (µj −
√
µj/α)+ , j = 1, . . . , n . (1.27)

This solution will be optimal for the original problem if α is chosen so that∑n
j=1 λ

s
j(α) = λ.

Thus an optimal allocation satisfies the following conditions (j = 1, . . . , n):

L′j(λj) =
µj

(µj − λj)2
= α , if λj > 0 , (1.28)

L′j(λj) =
1
µj
≥ α , if λj = 0 , (1.29)

for some α such that
∑n
j=1 λj = λ.

These results can be used to solve the original problem (1.25) graphically.
First, plot each λsj(α) as a function of α, as shown in Figure 1.6. Define

λs(α) :=
n∑
j=1

λsj(α) ,

so that λs(α) is the total arrival rate in an optimal solution of problem (1.26)
corresponding to Lagrange multiplier α. We can now find the optimal solution
to the original problem for a particular value of λ by drawing a horizontal line
from the vertical axis at level λ and finding its intersection with the graph of
λs(α), then drawing a vertical line to the α axis. Where this line intersects the
graph of λsj(α), we obtain λsj = λsj(λ), the optimal value of λj for the original
problem with total arrival rate λ.

We can derive an explicit solution for the λsj in terms of the parameter λ
(denoted λsj(λ), j = 1, . . . , n) in the following way. First, order the µj so that
µ1 ≥ µ2 ≥ · · · ≥ µn. From (1.27) it can be seen that λs(α) is a continuous,
strictly increasing function of α, for α ≥ µ−1

1 . In this range, therefore, λs(α)
has an inverse, which we denote by α(λ). We solve for α(λ) separately over
the intervals induced by µ−1

1 ≤ α ≤ µ−1
2 , µ−1

2 ≤ α ≤ µ−1
3 ,. . . . In particular,

for µ−1
1 ≤ α ≤ µ−1

2 ,

λs1(α) = µ1 −
√
µ1/α ,

λsj(α) = 0 , j = 2, . . . , n .

Thus λs1(α) = λ in this range, so that√
1
α

=
µ1 − λ√

µ1
, (1.30)
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Figure 1.6 Arrival Control to Parallel Queues: Parametric Socially Optimal Solution

and hence

λs1(λ) = µ1 −
√
µ1√
µ1

(µ1 − λ) = λ .

But it follows from (1.30) that µ−1
1 ≤ α ≤ µ−1

2 if and only if 0 ≤ λ ≤
µ1 −

√
µ1µ2.

Summarizing, for r1 := 0 ≤ λ ≤ r2 := µ1 −
√
µ1µ2, we have

λs1(λ) = λ ,
λsj(λ) = 0 , j = 2, . . . , n .

Continuing this argument, we can deduce the general form of the solution for
λsj(λ), j = 1, . . . , n. In general, define rk :=

∑k
i=1(µi −

√
µiµk), k = 1, . . . , n,

rn+1 :=
∑n
i=1 µi. Then, for k = 1, . . . , n, if rk ≤ λ ≤ rk+1,

λsj(λ) = µj −

( √
µj∑k

i=1

√
µi

)(
k∑
i=1

µi − λ

)
, j = 1, . . . , k ,

= 0 , j = k + 1, . . . , n .

Note that each λsj is piecewise linear in λ. Figure 1.7 gives a typical illus-
tration. Note that, once λsj(λ) is positive, its rate of increase is nonincreasing
in λ (thus λsj(λ) is concave in λ ≥ rj) and that the rates of increase of the
λsj(λ) for fixed λ are nondecreasing in j.

Individually Optimal Allocation

The allocation described above assumes that the allocation of total “de-
mand,” λ, to the various facilities is made in accordance with the system-wide
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Figure 1.7 Arrival Control to Parallel Queues: Explicit Socially Optimal Solution

objective of minimizing the total rate of waiting per unit time:
∑n
j=1 Lj(λj) =∑n

j=1 λj/(µj − λj). An equivalent way of viewing this problem is to visual-
ize each arriving customer having a probability, aj = λj/λ, of joining facility
j, j = 1, . . . , n, where the a′js are to be chosen (by an omnipotent system
designer) to minimize the steady-state expected waiting time of an arbitrary
customer:

n∑
j=1

(
λj
λ

)(
1

µj − λj

)
=

1
λ

n∑
j=1

Lj(λj)

Now let us consider an allocation (λ1, . . . , λn) (equivalently, a set of joining
probabilities (a1, ..., an)) from the point of view of an individual customer who
wishes to minimize his expected waiting time. Under the allocation in question,
an arriving customer chooses facility j with probability aj = λj/λ; conditional
on joining facility j, the expected waiting time is (µj − λj)−1. (As is always
the case in design models, we assume that the fixed mean service rates µj and
the arrival rates λj associated with the given allocation are known and the
system is in steady state, but the exact number of customers at each facility
cannot be observed.) The customer’s unconditional expected waiting time is
therefore

∑n
j=1 aj(µj − λj)−1. As usual we call an allocation (λ1, . . . , λn) (or

a set of joining probabilities (a1, . . . , an)) individually optimal if no customer,
acting in its own interest, has an incentive to deviate unilaterally from the
allocation. This will be the case if and only if (µj − λj)−1 = (µk − λk)−1 for
all j, k such that λj > 0 and λk > 0, and (µj − λj)−1 ≤ µ−1

k , if λj > 0 and
λk = 0. Otherwise, e.g., if (µj − λj)−1 > (µk − λk)−1 for some j, k such that
λj > 0, an arriving customer could strictly reduce its expected waiting time
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Figure 1.8 Arrival Control to Parallel Queues: Parametric Individually Optimal So-
lution

by joining facility j with probability a′j := 0 and facility k with probability
a′k := aj + ak, rather than aj = λj/λ and ak = λk/λ, respectively.

In other words, an individually optimal allocation satisfies the following
conditions, for j = 1, . . . , n:

Wj(λj) =
1

µj − λj
= α , if λj > 0 ; (1.31)

Wj(λj) =
1
µj
≥ α , if λj = 0 ; (1.32)

for some α > 0 such that
∑n
j=1 λj = λ.

We would like to compare such an allocation, denoted λej(α), or λej(λ), to
the socially optimal allocation, λsj(α), or λsj(λ). First observe from (1.31) and
(1.28) that an individually optimal allocation equates average costs, 1/(µj−λj)
(internal effects), whereas a socially optimal allocation equates marginal costs,
µj/(µj − λj)2 = 1/(µj − λj) + λj/(µj − λj)2 (internal plus external effects),
at all open facilities j.

In terms of α, the individually optimal allocation can be written as

λej(α) = (µj − 1/α)+ , j = 1, . . . , n .

Figure 1.8 illustrates the behavior of λej(α), assuming µ1 ≥ µ2 ≥ · · · ≥ µn.
Now α must be chosen so that

∑n
j=1 λ

e
j(α) = λ, in order to find λej(λ) , j =

1, . . . , n. This can be done in the same way as for socially optimal allocations.
(The details are left to the reader.) In general, define sk :=

∑k
i=1(µi − µk) ,

k = 1, . . . , n , sn+1 :=
∑n
i=1 µi. Then the individually optimal allocation is as
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Figure 1.9 Arrival Control to Parallel Queues: Explicit Individually Optimal Solu-
tion

follows: for k = 1, . . . , n, if sk ≤ λ ≤ sk+1, then

λej(λ) = µj − [
k∑
i=1

µi − λ]/k , j = 1, . . . , k ,

= 0 , j = k + 1, . . . , n .

Figure 1.9 illustrates the behavior of the individually optimal facility arrival
rates as a function of the total arrival rate. Note that the positive λej(λ) are
piecewise linear in λ, with nonincreasing slope. The slopes of all positive λej(λ)
are equal in this case.

In Figure 1.10, the individually optimal allocation is superimposed on the
socially optimal allocation, for purposes of comparison. As a general observa-
tion, we can say that the individually optimal allocation assigns more (fewer)
customers to faster (slower) servers than the socially optimal allocation. More
specifically, for the example in Figure 1.10, the individually optimal allocation
always assigns more arrivals to facility 1, the fastest one, and fewer arrivals
to facility 3, the slowest one, than the socially optimal allocation does. As λ
increases, facility 2 first receives fewer, then more, arrivals in the individually
optimal than in the socially optimal allocation. Thus, facility 2 plays the role
of a “slower” server in light traffic and a “faster” server in heavy traffic.

1.6 Endnotes

Over the past forty years, there have been a number of survey papers and
books that discuss optimal control of queues, including Sobel [181], Stid-
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Figure 1.10 Arrival Control to Parallel Queues: Comparison of Socially and Indi-
vidually Optimal Solutions

ham and Prabhu [191], Crabill, Gross, and Magazine [46], Serfozo [174], Stid-
ham [184], [185], [186], Kitaev and Rykov [111], and Hassin and Haviv [86].
Optimal design is touched on in some of these references but, to the best of my
knowledge, the present book is the first to provide a comprehensive treatment
of optimal design of queues.

Section 1.1

The model and results in this section were introduced in a pioneering paper
by Hillier [93]. Indeed, the emergence of optimization of queueing systems
(both design and control) as a legitimate subject for research owes a great deal
to Hillier and his PhD students in operations research at Stanford University,
beginning in the mid 1960s.

Section 1.2

Edelson and Hildebrand [59] introduced the basic model of this section.
They compared the socially optimal toll with the facility optimal toll, that is,
the toll that maximizes revenue to the toll collector (e.g., the facility oper-
ator). They showed that the two are equal when all customers received the
same reward, r, from joining and receiving service. When customers are het-
erogeneous – that is, the reward is a random variable, R – the facility optimal
toll (arrival rate) is in general larger (smaller) than the socially optimal toll
(arrival rate) (see Chapter 2).

Section 1.3

Surprisingly, I could find no published reference in which exactly this model
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is considered. The material in this section is taken largely from my class notes
for a course on Optimization of Queueing Systems which I have taught, in
various versions, since the early 1970s. Dewan and Mendelson [54] consid-
ered a model for combined choice of the arrival and service rate, but with
heterogeneous rewards only. They examined only the solution to the neces-
sary first-order optimality conditions, without considering the possibility that
these conditions might not be sufficient. (In the examples they presented, the
conditions were, fortuitously, always sufficient.) Stidham [187] considered es-
sentially the same model as Dewan and Mendelson [54] and pointed out the
possible failure of the objective function to be jointly concave and the resulting
insufficiency of the first-order conditions.

Section 1.4

The model and results of this section come primarily from Stidham [189],
which considered a more general model for a multiclass network of queues.
Chapter 4 expands on the material in this section and Chapter 8 considers
the extension to networks.

Section 1.5

This model was introduced in an unpublished paper (Stidham [182]) and
then elaborated and extended in Bell and Stidham [18]. We return to the topic
of parallel queues in Chapter 6.



CHAPTER 2

Optimal Arrival Rates in a Single-Class
Queue

The model we study in this chapter is a generalization of the model introduced
in Section 1.2 of the introductory chapter. We observed there that many of
the salient features of the optimal arrival-rate model with deterministic reward
and linear waiting cost do not depend on the system being an M/M/1 queue
operating in steady state. For example, the individually optimal arrival rate
λe is an upper bound on the socially optimal arrival rate λs for any queueing
system satisfying the following conditions:

1. W (λ) is strictly increasing in 0 ≤ λ < µ ;

2. W (λ) ↑ ∞ as λ ↑ µ ;

3. W (0) = 1/µ .
Moreover, an individually optimizing customer who enters the system should
be charged a toll equal to the external effect in order to render its behavior
optimal for the system as a whole.

To what extent do properties like these continue to hold when one relaxes
the assumptions that the system is operating in steady state and that all
entering customers earn the same reward r and incur a waiting cost at the
same constant rate h while in the system? We shall address these questions,
and many others, in this chapter.

2.1 A Model with General Utility and Cost Functions

We consider a service facility operating over a finite or infinite time interval.
At this stage, rather than specify a particular queueing model (we shall later
consider specific examples), we prefer to describe the system in general terms,
keeping structural and stochastic assumptions at a minimum.

The essential ingredients are:
• the arrival rate λ – the average number of customers entering the system

per unit time during the period (the decision variable);

• the average (gross) utility per unit time, U(λ), during the period;

• the average waiting cost per customer, G(λ), during the period;

• the admission fee or toll, δ, paid by each entering customer.
The meaning of the word “average” depends on the specific model context.

For example, it may mean a sample-path time average or (in the case of an

29
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infinite time period) the expectation of a steady-state random variable. These
ingredients are now discussed in more detail.

The arrival rate λ measures the average number of customers arriving and
joining the system per unit time during the period of interest. As indicated, λ
is a decision variable. The set of feasible values for λ is denoted A. Our default
assumption will be that A = [0,∞). Alterations to our model and results to
allow for more general feasible sets are usually straightforward and will be left
to the reader.

To capture the benefit of having a higher throughput, there is a utility
function, U(λ), which measures the average gross value received per unit time
as a function of the arrival rate λ. For example, in the model considered in
Section 1.2 with a deterministic reward, r, per entering customer, U(λ) = r ·λ,
so that the utility function is linear. Our default assumption is that U(λ) is
nondecreasing, differentiable, and concave in λ ≥ 0. We allow U ′(0) = ∞. In
Section 2.3 we show how a value function of this form can arise when there
is a renewal process of potential arriving customers (with rate Λ < ∞) and
a probabilistic joining rule is followed. We can accommodate a finite upper
bound, Λ, on λ by defining U(λ) = U(Λ) for λ > Λ. But this definition may
not be compatible with the differentiability assumption, unless U ′(Λ) = 0.
Later (in Section 2.2) we shall examine the effects of relaxing some of the
regularity conditions satisfied by U(λ), including differentiability.

Balanced against the benefit of throughput is the cost to customers caused
by the time they spend in the system. For a given λ, G(λ) denotes the average
waiting cost of a job, averaged over all customers who arrive during the period
in question. Our default assumption is that G(λ) takes values in [0,∞] and is
strictly increasing and differentiable in λ ≥ 0. We allow G(λ) to equal ∞ in
order to accommodate, for example, a single-server system with service rate
µ, in which we typically have G(λ) =∞ for λ ≥ µ. This convention makes it
unnecessary to include the constraint λ < µ explicitly in our formulation.

For example, in the case of an infinite time period, it might be that

G(λ) = E[h(W (λ))] , (2.1)

where h(t) is the waiting cost incurred by a job that spends a length of time
t in the system and, for each λ ≥ 0, W (λ) is the steady-state random waiting
time in the system for the queueing system induced by λ. In the case of a
linear waiting cost, h(t) = h · t,

G(λ) = h ·W (λ) ,

where W (λ) := E[W (λ)]. For the example of an M/M/1 queue operating in
steady state considered in Section 1.2 of Chapter 1, we have

G(λ) =
h

µ− λ
.

Let H(λ) = λG(λ). Then H(λ) is a measure of the average waiting cost
incurred by the system per unit time, inasmuch as it equals the product of the
average number of customers arriving per unit time and the average waiting
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cost per customer.∗ We shall assume that H(λ) is a convex function of λ ≥ 0.
(Note that the assumption that G(λ) is strictly increasing and differentiable
implies that H(λ) is also strictly increasing and differentiable.)

All these properties are weak and common in the queueing literature. A
sufficient condition for H(λ) to be convex is that G(λ) is convex, which is
simply an assumption that each customer’s marginal cost of waiting does not
decrease as the arrival rate increases. As an illustration this property holds in
our canonical example: an M/M/1 queue with linear waiting costs and FIFO
queue discipline.

Remark 1 Customers might be sensitive to losses rather than (or in addition
to) delays. (This situation can arise in a system with a finite buffer, in which
an arriving customer who finds the buffer full is lost.) In this case, G(λ) might
measure the cost incurred if a customer is lost because of buffer overflow. In
the special case in which G(λ) = h · P (λ), P (λ) might measure the steady-
state probability that a customer is lost (or the fraction of customers lost)
and h the sensitivity of customers to such a loss. Although we shall continue
to refer to “delay sensitivity” or “waiting costs” throughout the discussion of
this model, the reader should keep in mind that the results also apply to other
measures of congestion, such as losses.

In addition to incurring the waiting cost G(λ), an entering customer may
have to pay an admission fee (or toll) δ. In the present model, the sum of
the toll and the waiting cost constitutes the full price of admission, which we
denote in general by π, or π(λ), when we want to emphasize its dependence
on λ for a fixed δ. Thus we have

π(λ) = δ +G(λ) .

Remark 2 The concept of the full price of admission is common to many
models for arrival-rate selection, as we shall see. In more complicated systems,
such as a set of parallel facilities (Chapter 6) or a network of queues (Chap-
ters 7 and 8), the derivation of the full price is more complicated, as it may
involve choices among alternate facilities or routes. But the analysis of the
arrival-rate selection problem is basically the same as in the single-facility,
single-class model considered in this chapter. Consequently we shall develop
much of the theory for the present model in a general framework that will
allow our results to be carried over to the more complicated models in subse-
quent chapters without unnecessary repetition. When we are operating in this
general framework, we shall simply assume that π = π(λ) is a given strictly
increasing and differentiable function of λ.

As noted, the arrival rate λ is a decision variable. The solution to the

∗ In queueing terms, the relation – waiting cost per unit time = (arrival rate) × (waiting
cost per customer) – is a special case of H = λG, the generalization of L = λW , which
holds under weak assumptions. (See El-Taha and Stidham [60], Chapter 6. In the case of
linear waiting cost, it just follows from L = λW itself.)
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decision problem depends on who is making the decision. The decision may be
made by the individual customers, each concerned only with its own net utility
(individual optimality), or by a system operator, who might be interested in
maximizing the aggregate net utility to all customers (social optimality) or in
maximizing profit (facility optimality).

2.1.1 Individually Optimal (Equilibrium) Arrival Rate

We first consider the decision problem from the point of view of an arriving
customer concerned only with its own net utility, which it wishes to maxi-
mize (individual optimality). Suppose we are given the full price of admission,
π(λ), as a function of λ ≥ 0. We assume that π(·) is strictly increasing and
differentiable.

For a particular value π of the full price of admission, an arriving customer
concerned only with maximizing its own net utility will join if the value it
receives from joining exceeds π, balk if it is lower, and be indifferent between
joining and balking if it equals π. The marginal utility, U ′(λ), may be inter-
preted as the value received by the marginal user when the arrival rate is λ.
(See below for more discussion and motivation of this interpretation.) At an
individually optimal arrival rate, the marginal user will be indifferent between
joining and balking, so that

U ′(λ) = π , (2.2)
if this equation has a solution in A = [0,∞). If U ′(0) < π, then there is no
solution to (2.2) in A; in this case no user has any incentive to join and we set
λ = 0. If U ′(0) ≥ π, then since U ′(λ) is continuous and nonincreasing in λ,
there is a solution to (2.2) in A. (We assume that limλ→∞ U ′(λ) < π, in order
to avoid trivialities.) Thus for a fixed price π an individually optimal arrival
rate is characterized by the following equations:

U ′(λ) ≤ π , and λ ≥ 0 (2.3)
U ′(λ) = π , if λ > 0 (2.4)

Now if π = π(λ) for a value of λ satisfying these conditions, then the system
is in equilibrium: no individually optimizing customer acting unilaterally will
have any incentive to deviate from its current action. In this case we have

U ′(λ) ≤ π(λ) , and λ ≥ 0 (2.5)
U ′(λ) = π(λ) , if λ > 0 (2.6)

These are the equilibrium conditions which uniquely define the individually
optimal arrival rate, which we shall denote by λe. (To avoid trivialities we
shall assume that limλ→∞ U ′(λ) < limλ→∞ π(λ). The equilibrium conditions
then have a unique solution since π(λ) is strictly increasing and continuous.)

Equivalent equilibrium conditions are the following:

π(λ)− U ′(λ) ≥ 0
λ ≥ 0
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Figure 2.1 Characterization of Equilibrium Arrival Rate

λ(π(λ)− U ′(λ)) = 0

Note that the equality constraint takes the form of a complementary-slackness
condition. This form of the equilibrium conditions will facilitate comparison
of individual optimization with social optimization.

For the present case, in which π(λ) = δ +G(λ), the equilibrium conditions
(2.5) and (2.6) take the form

U ′(λ) ≤ δ +G(λ) , and λ ≥ 0 (2.7)
U ′(λ) = δ +G(λ) , if λ > 0 (2.8)

Figure 2.1 illustrates the case of a solution to the equilibrium condition (2.8).
Equivalent equilibrium conditions are the following:

δ +G(λ)− U ′(λ) ≥ 0
λ ≥ 0

λ(δ +G(λ)− U ′(λ)) = 0

Note that if U ′(0) = ∞, then the equilibrium conditions reduce to the single
equation,

U ′(λ) = δ +G(λ) .

In this case the individually optimal arrival rate, λe, is the unique solution to
this equation and λe > 0.

We have characterized a positive individually optimal arrival rate by equat-
ing the marginal utility to the full price of entering the system. Here is an
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informal motivation for this definition. (A formal justication in terms of the
Nash equilibrium is contained in Section 2.3 on probabilistic joining rules.)

Suppose the current arrival rate is λ and one must decide whether to increase
it to λ + ∆. Think of this decision from the perspective of the increment in
flow, ∆. An additional value per unit time, U(λ+ ∆)−U(λ), will result from
this increment in flow. On the other hand, the increment in flow will pay a
price per unit time approximately equal to ∆ ·π. It will therefore be profitable
for this increment in flow to add itself to the total flow if and only if

U(λ+ ∆)− U(λ) ≥ ∆ · π .

From this perspective, increments of flow will continue to add themselves to
the total flow until an equilibrium, that is, a point of indifference, is reached,
at which

U(λ+ ∆)− U(λ) = ∆ · π .
Dividing both sides of this equality by ∆ and letting ∆→ 0 leads to (2.2).

Of course, this characterization depends on the assumption that the decision
about increasing the flow is based on the benefits and costs to the increment
in flow, without taking account of the effect of the increment on the costs
incurred by the existing flow, λ. It is this effect – the external effect – that
must be considered in order to find a value of the arrival rate that is optimal
from the perspective of the total flow, that is, from the perspective of the
collective of all customers. We turn our attention to this socially optimal flow
in the next subsection.

2.1.2 Socially Optimal Arrival Rate

Now consider the decision problem of the system operator, who wishes to
select an arrival rate that maximizes the average net benefit earned per unit
time by the collective of all customers. We call such an arrival rate socially
optimal. The problem is formulated as follows:

max
{λ≥0}

U(λ) := U(λ)− λG(λ) (2.9)

(Since the toll is simply a transfer fee, it does not appear in the objective
function for social optimality.)

The first-order necessary condition for an interior maximum is:

U ′(λ) = G(λ) + λG′(λ) (2.10)

Let λs denote the optimal arrival rate for this problem. The assumed concavity
of U(λ) and convexity of H(λ) = λG(λ) imply that the maximum net benefit
occurs at λs = 0, if U ′(0) < G(0). Otherwise, λs is the solution to the first-
order necessary condition (2.10) and λs ≥ 0.

Now suppose that the facility operator wishes to implement the socially
optimal arrival rate by charging a toll and allowing the arriving customers,
who are individual optimizers, to decide whether or not to enter the system.
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In this case it follows from (2.7) and (2.10) that

δs = λsG′(λs) . (2.11)

That is, the optimal toll equals the external effect. If the system operator
charges entering customers the toll δs, then λe = λs: the individually optimal
arrival rate is also socially optimal.

Note that, by requiring that G(0) < U ′(0), one can guarantee the existence
of a (unique) solution to (2.10) in A = [0,∞), so that the constraint λ ≥ 0
can effectively be ignored. In particular, this is the case if U ′(0) =∞.

2.1.3 Facility Optimal Arrival Rate

Now consider the system from the point of view of a facility operator whose
goal is to set a toll δ that will maximize its revenue. We call such a toll
(and the associated arrival rate) facility optimal. Assuming that the arriving
customers are individual optimizers, choosing a value δ for the toll will result
in an arrival rate λ that (uniquely) satisfies the equilibrium conditions,

U ′(λ) ≤ δ +G(λ) , and λ ≥ 0
U ′(λ) = δ +G(λ) , if λ > 0 ,

or equivalently,

λ(δ +G(λ)− U ′(λ)) = 0
δ +G(λ)− U ′(λ) ≥ 0

λ ≥ 0

Thus, the facility optimization problem may be written in the following form:

max
{δ,λ}

λδ

s.t. λ(δ +G(λ)− U ′(λ)) = 0
δ +G(λ)− U ′(λ) ≥ 0
λ ≥ 0

Subtracting the term λ(δ + G(λ) − U ′(λ)) (which equals zero by the first
constraint) from the objective function and simplifying leads to the following
equivalent formulation:

max
{δ,λ}

λU ′(λ)− λG(λ)

s.t. δ ≥ U ′(λ)−G(λ)
δ = U ′(λ)−G(λ) , if λ > 0
λ ≥ 0

To avoid technical difficulties we shall assume for now that limλ→0 λU
′(λ) = 0.

(See below for further discussion of this point.)
The first two constraints now serve simply to define δ (nonuniquely), given
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λ. Therefore, it suffices to solve the following problem with λ as the only
decision variable:

max
{λ≥0}

Ũ(λ) := λU ′(λ)− λG(λ) ,

and then choose δ to satisfy

δ ≥ U ′(λ)−G(λ)
δ = U ′(λ)−G(λ) , if λ > 0 .

Now if G(0) ≥ U ′(0), then G(λ) > U ′(λ), for all λ > 0. In this case the facility-
optimal arrival rate, λf , equals zero (along with the individually optimal ar-
rival rate, λe, and the socially optimal arrival rate, λs). On the other hand, if
G(0) < U ′(0), then the first-order necessary condition for a positive value of
λ to be optimal for this problem is

U ′(λ) + λU ′′(λ)−G(λ)− λG′(λ)) = 0 . (2.12)

Note that (2.12) may not be sufficient for λ > 0 to be optimal, since the
objective function may not be concave (or even unimodal), because λU ′(λ)
may not be concave.

Remark 3 Note that the objective function for facility optimization, Ũ(λ) =
λU ′(λ) − λG(λ), takes the same form as the objective function for social
optimization, but with a modified utility function, Ũ(λ) := λU ′(λ). This ob-
servation suggests that we can directly apply the results from our analysis of
social optimization to the facility optimization problem (at least under the
technical assumption that limλ→0 λU

′(λ) = 0). A crucial difference, however,
is that the modified utility function, Ũ(λ), need not be concave (as we just
observed). Indeed, it need not even be nondecreasing (see Section 2.1.3.5). So,
to treat the facility optimal problem as a special case of the socially optimal
problem, we would first have to extend the formulation and analysis of the
latter to allow for utility functions that fail to be concave and nondecreas-
ing. Instead of doing this, however, we prefer to deal directly with the facility
optimization problem.

Recall that we allow U ′(0) = ∞. In this case, λU ′(λ) is undefined at
λ = 0. However, the only reasonable value for the objective function, Ũ(λ) =
λU ′(λ) − λG(λ), to assume at λ = 0 is zero, since λ = 0 corresponds to a
decision on the part of the facility operator not to operate the facility at all.
Indeed, it was to ensure the continuity of the objective function at λ = 0
that we made the technical assumption above that limλ→0 λU

′(λ) = 0. Other
limits are possible, however, including limλ→0 λU

′(λ) = κ, 0 < κ ≤ ∞. (We
shall consider this situation in detail when we return to the topic of facility
optimality in Section 2.3.3.)

Let us briefly consider each of these possibilities in turn.

Case 1. Suppose λU ′(λ)→ 0 as λ→ 0. Then the value of λ that maximizes
Ũ(λ) may be λ = 0. This will be the case if and only if Ũ(λ) ≤ 0 = Ũ(0)
for all λ > 0 (which is true if and only if U ′(0) ≤ G(0)). If this is not the
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case, then the maximum will occur at a positive value of λ which must satisfy
the first-order necessary condition, (2.12). As noted above, if λU ′(λ) is not
concave, then this equation may have multiple solutions, some of which are
local maxima or minima, and only one of which can be the global maximum.

Case 2. Suppose λU ′(λ) → κ as λ → 0, where 0 < κ < ∞. In this case,
Ũ(λ) has a discontinuity at λ = 0, since (by convention) Ũ(0) = 0, whereas
Ũ(0+) = κ > 0. Now the maximum can no longer occur at λ = 0, but it may
occur at λ = 0+. More precisely, if Ũ(λ) < κ for all λ > 0, then supλ>0 Ũ(λ) =
κ, but this supremum is not attained. Instead, the facility operator can attain
a profit arbitrarily close to κ by choosing an arbitrarily small positive arrival
rate λ. We shall use the notation, λf = 0+, as a shorthand for this property.
On the other hand, if there exists a positive value of λ such that Ũ(λ) ≥ κ,
then (as in Case 1) the (positive) maximizing value of λ is a solution to the
first-order necessary condition, (2.12).

Case 3. Suppose limλ→0 λU
′(λ) = ∞. In this case the facility optimization

problem has an unbounded objective function, Ũ(λ), which approaches ∞ as
λ approaches zero. In other words a profit-maximizing facility operator can
earn an arbitrarily large profit by charging an arbitrarily large toll, resulting
in an arbitrarily small arrival rate. So again we have λf = 0+. Note that,
by contrast, the individually and socially optimal arrival rates, λe and λs,
still exist and are positive and the associated values of the objective function
are still finite. In Section 2.3.3 we analyze facility optimization in the con-
text of probabilistic joining rules, and there we are able to give a behavioral
interpretation of the property, limλ→0 λU

′(λ) =∞.

2.1.3.1 Comparison of Facility Optimal and Socially Optimal Arrival Rates

What is the relationship between λf and the socially optimal arrival rate, λs?
The following theorem shows that λf ≤ λs. In other words, a facility operator
concerned only with maximizing the revenue received from tolls will choose a
toll that results in fewer customers joining the system than is optimal from
the point of view of the total welfare of all customers. This result is a direct
consequence of the concavity of U(λ) and is consistent with classical results
from welfare economics.

The proof of this result depends on the following lemma, which is of indepen-
dent interest. (In this section we shall again assume that limλ→∞ λU ′(λ) = 0,
unless otherwise noted.)
Lemma 2.1 Let d(λ) := U(λ)− λU ′(λ), λ ≥ 0. The function d(λ) is nonde-
creasing in λ ≥ 0 if (and only if) U(λ) is concave in λ ≥ 0.
Proof Differentiating d(λ) yields

d′(λ) = U ′(λ)− U ′(λ)− λU ′′(λ)
= −λU ′′(λ) .

Since λ ≥ 0, we conclude that d′(λ) ≥ 0 if and only if U ′′(λ) ≤ 0.
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Theorem 2.2 The facility optimal arrival rate is bounded above by the so-
cially optimal arrival rate: λf ≤ λs. If U ′(0)−G(0) ≤ 0, then λf = λs = 0. If
U ′(0)−G(0) > 0, then 0 < λf ≤ λs. The inequality is strict if U(λ) is strictly
concave.

Proof First consider the case U ′(0) − G(0) ≤ 0. In this case λs = 0 (see
Section 2.1.2). Let ψ(λ) := U ′(λ) − G(λ) − λG′(λ) and note that ψ(0) =
U ′(0) − G(0) ≤ 0. But ψ(λ) is nonincreasing in λ and λU ′′(λ) ≤ 0 for all
λ ≥ 0. Hence

Ũ ′(λ) = U ′(λ)−G(λ)− λG′(λ) + λU ′′(λ) = ψ(λ) + λU ′′(λ) ≤ 0 ,

for all λ ≥ 0. It follows that Ũ(λ) is nonincreasing in λ ≥ 0 and hence is
maximized by λ = 0. In other words, λf = 0.

Now consider the case U ′(0) − G(0) > 0. In this case λs > 0 and is the
unique solution to ψ(λ) = 0. But λf is also positive (since λf = 0 only if
U ′(0)−G(0) ≤ 0) and therefore is a solution to

ψ(λ) = −λU ′′(λ) ≥ 0 .

(There may, of course, be multiple such solutions.) Since ψ(λ) is nonincreasing
and ψ(λs) = 0, we conclude that 0 < λf ≤ λs. If U(λ) is strictly concave,
then −λU ′′(λ) > 0 for all λ > 0, which implies that λf < λs.

Remark 4 Let f(1, λ) := U(λ), f(2, λ) := λU ′(λ). That is, f(1, λ) and
f(2, λ) are the (gross) utility functions for social optimization and facility
optimization, respectively. Then d(λ) = U(λ) − λU ′(λ) = f(1, λ) − f(2, λ)
and the condition (in Lemma 2.1) that d(λ) is nondecreasing is equivalent
to submodularity of the function f(i, λ) in (i, λ). It then follows from basic
properties of submodularity (see, e.g., Topkis [193], Heyman and Sobel [92])
that the maximizing value of λ is a nonincreasing function of i; in other words,
the socially optimal arrival rate is larger than the facility optimal arrival rate.
This property, which (as we have already indicated) is a familiar result in
welfare economics, is thus seen (via Lemma 2.1) to be a basic and immediate
consequence of the concavity of U(·).

We now give conditions and examples of utility functions U(λ) for which
the function λU ′(λ) is concave. The condition for concavity is that the second
derivative be nonpositive, that is,

d2

dλ2
λU ′(λ) = 2U ′′(λ) + λU ′′′(λ) ≤ 0 , for all λ ∈ [0,Λ] . (2.13)

Let us now consider some examples.

2.1.3.2 Example 1: Logarithmic Utility Function

Suppose U(λ) = a ln(1 + bλ), where a > 0, b > 0. Then U(0) = 0 and for
λ > 0 we have

U ′(λ) = ab(1 + bλ)−1 > 0 ,



A MODEL WITH GENERAL UTILITY AND COST FUNCTIONS 39

U ′′(λ) = −ab2(1 + bλ)−2 < 0 ,
U ′′′(λ) = 2ab3(1 + bλ)−3 > 0 .

Thus U(λ) is nonnegative, strictly increasing, and strictly concave, and hence
satisfies our general requirements for a utility function. Moreover,

d2

dλ2
λU ′(λ) = −2ab2(1 + bλ)−2 + 2ab3λ(1 + bλ)−3

= −2ab2(1 + bλ)−3 < 0 ,

so that condition (2.13) is satisfied and hence λU ′(λ) is always (strictly) con-
cave for this example.

2.1.3.3 Example 2: Power Utility Function

Suppose U(λ) = aλb, where a > 0, 0 < b < 1. Then U(0) = 0 and for λ > 0
we have

U ′(λ) = abλb−1 > 0 ,
U ′′(λ) = ab(b− 1)λb−2 < 0 ,
U ′′′(λ) = ab(b− 1)(b− 2)λb−3 > 0 .

Thus U(λ) is nonnegative, strictly increasing, and strictly concave, and hence
satisfies our general requirements for a utility function. Moreover,

d2

dλ2
λU ′(λ) = 2ab(b− 1)λb−2 + λab(b− 1)(b− 2)λb−3

= ab(b− 1)λb−2(2 + b− 2)
= ab2(b− 1)λb−2 < 0 ,

so that condition (2.13) is satisfied and hence λU ′(λ) is always (strictly) con-
cave for this example. Note that for this example we have U ′(0) = ∞, but
limλ→0 λU

′(λ) = 0.

2.1.3.4 Example 3: Exponential Utility Function

Suppose U(λ) = a(1 − e−bλ), where a > 0, b > 0. Then U(0) = 0 and for
λ > 0 we have

U ′(λ) = abe−bλ > 0 ,
U ′′(λ) = −ab2e−bλ < 0 ,
U ′′′(λ) = ab3e−bλ > 0 .

Thus U(λ) is nonnegative, strictly increasing, and strictly concave, and hence
satisfies our general requirements for a utility function. In this case,

d2

dλ2
λU ′(λ) = −2ab2e−bλ + ab3λe−bλ

= ab2e−bλ(−2 + bλ) ,
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Figure 2.2 Graph of the Function U ′(λ)

which is negative for λ < 2b−1 and positive for λ > 2b−1. Thus λU ′(λ) is
(strictly) concave over the interval [0, 2b−1] and strictly convex over the inter-
val [2b−1,∞). If the feasible set of values for λ is [0,Λ] with Λ ≤ 2b−1, then
condition (2.13) is satisfied; otherwise, not. In particular, if Λ =∞, that is, if
λ has no finite upper bound, then condition (2.13) is not satisfied and λU ′(λ)
is not concave in λ ∈ [0,Λ].

2.1.3.5 Example with Multiple Local Maxima

When the utility function U(λ) fails to satisfy the condition that λU ′(λ) be
concave, the objective function for facility optimization may also fail to be
concave. As a result, the first-order optimality conditions may not have a
unique solution and there may be several local maxima.

To indicate what can happen qualitatively, suppose U ′(λ) takes the form of
a “smoothed step function,” as illustrated in Figure 2.2. In this case, Figure 2.3
illustrates the form taken by the function λU ′(λ). As a result, the objective
function, λU ′(λ) − λG(λ), for the profit-maximizing facility operator has a
graph that looks like Figure 2.4. In this example, the objective function has
two local maxima and one local minima, each of which is a solution to the
necessary condition for optimality,

U ′(λ) + λU ′′(λ)−G(λ)− λG′(λ)) = 0 .

Note that in this case λU ′(λ) not only is not concave, but fails to be nonde-
creasing.
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Figure 2.3 Graph of the Function λU ′(λ)

Figure 2.4 Graph of the Objective Function: λU ′(λ)− λG(λ)
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As we shall see, such a situation is particularly likely to occur when the
arriving customers tend to be heterogeneous with respect to the value they
place on being served. The extreme case is when they belong to a finite number
of classes, with customers in the same class all sharing the same value and
the values of different classes being distinct. In this case the smoothed step
function, U ′(λ), pictured in Figure 2.2 is replaced by an actual step function.
Since this form for U ′(·) violates our assumption that U(·) is continuously
differentiable, we do not yet have the machinery to deal with this model.
We shall therefore pick up this thread again after we have generalized our
model to allow for a discontinuous U ′(·) (in the next section) and introduced
a behavioral model based on probabilistic joining rules (in Section 2.3), into
which context the multiclass model fits more naturally.

2.2 Generalizations of Basic Model

In this section we examine the effects of relaxing some of the assumptions of
the basic model considered in the last section.

2.2.1 Nondifferentiable Utility Function

Suppose the utility function U(λ) is concave but not differentiable. From the
concavity of U(λ) it follows that the derivative U ′(λ) exists a.e. on [0,∞).
Moreover, U(λ) has a right-hand and a left-hand derivative at all points λ ∈
[0,∞). We can extend the definition of U ′(λ) to all λ ∈ [0,∞) by letting
U ′(λ) denote the right-hand derivative at λ. Since U(λ) is concave, U ′(λ) is
a nonincreasing function of λ which is RCLL (Right-Continuous with Left
Limits). The left-hand derivative of U(λ) is the left-limit of U ′(λ), denoted
U ′(λ−) and we have

U ′(λ−) ≥ U ′(λ) , λ ∈ [0,∞) ,

with equality at all points where U(λ) is differentiable.
Figure 2.5 illustrates the behavior of the function U ′(λ) for the extreme

case in which U ′(λ) is piecewise constant (i.e., a step function). As we shall
see (cf. Section 2.3.4 below), this case corresponds to the situation when the
arriving customers belong to a finite number of classes, with customers in the
same class all sharing the same value and the values of different classes being
distinct.

Now consider how the definition of the individually optimal arrival rate
changes in this generalized setting. Again, our intuition is based upon inter-
preting U ′(λ) as the utility received by the marginal user when the arrival
rate is λ. Suppose the full price equals π. As long as this marginal utility is
greater than π, there is an incentive to increase λ. Thus, in the generalized
setting, the individually optimal arrival rate associated with this particular
full price π is characterized by the following condition:

U ′(λ−) ≥ π ≥ U ′(λ) . (2.14)
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Figure 2.5 Graph of the Function U ′(λ)

(Note that the case where the individually optimal rate equals zero is accom-
modated by defining U ′(0−) := ∞.) If π = π(λ) for a value of λ satisfying
these conditions, then the system is in equilibrium: no individually optimizing
customer acting unilaterally will have any incentive to deviate from its current
action. In this case we have

U ′(λ−) ≥ π(λ) ≥ U ′(λ) . (2.15)

This is the equilibrium condition which uniquely defines the individually
optimal arrival rate, λe. The equilibrium conditions have a unique solution
since π(λ) is strictly increasing and continuous. (To avoid trivialities we again
assume that limλ→∞ U ′(λ) < limλ→∞ π(λ).) Figures 2.6 and 2.7 illustrate the
possibilities.

2.2.2 Upper Bound on Arrival Rate

Now suppose the feasible set for λ takes the form A = [0,Λ], where Λ < ∞.
As we suggested in a comment following the definition of the utility function
U(·), we can accommodate a finite upper bound on λ by defining U(λ) =
U(Λ) (equivalently, U ′(λ) = 0) for λ ≥ Λ, at the possible cost of violating
the assumption that U(·) is differentiable. Now that we have a mechanism
for dealing with a nondifferentiable U(·), we can use this approach without
additional conditions. In particular, we see that the system is in equilibrium
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Figure 2.6 Equilibrium Arrival Rate. Case 1: U ′(λ−) > π(λ) > U ′(λ)

Figure 2.7 Equilibrium Arrival Rate. Case 2: U ′(λ−) = π(λ) = U ′(λ)
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with λe = Λ if and only if

U ′(Λ−) ≥ π(Λ) ≥ U ′(Λ) = 0 . (2.16)

2.3 GI/GI/1 Queue with Probabilistic Joining Rule

In this section we consider a special case of our general model, in which we
are able to give a precise behavioral interpretation of the individually optimal
allocation of flow. This interpretation is based on the assumption that we
have individually optimizing customers with heterogeneous utilities (random
rewards). The customers behave like players in a noncooperative game, and
we show that the individually optimal arrival rate (as defined in Section 2.1.1)
is in fact the arrival rate corresponding to the (unique) Nash equilibrium of
this game.

We first provide an informal description of the behavior of the customers.
Later, we shall give a more formal development.

We assume that there is a stream of potential arriving customers with a
fixed rate Λ. Each potential customer may either join the system or balk. The
customers who join the system constitute the actual arriving customers (or
more simply the arrivals). Each potential arriving customer has an associated
reward which it will receive if it joins the system and receives service.

Customers are self-optimizing. They cannot observe the congestion in the
system, however, before deciding whether or not to join. Hence, they do not
know the actual full price of admission before entering. We assume that cus-
tomers form an estimate or prediction, π̂, of the admission price, π, and base
their join/balk decision on this predicted price. (We shall discuss possible
mechanisms for forming this prediction presently.) A potential arriving cus-
tomer, seeking to maximize its net benefit, has an incentive to join the system
if its reward exceeds the predicted price, π̂. If its reward is less than the pre-
dicted price, then the customer has an incentive to balk. If the reward equals
the predicted price, then the customer will be indifferent between joining and
balking. The resulting actual arrival (or entrance) rate λ will then be the
product of Λ and the proportion of potential arrivals that enter the system.

A predicted price π̂ is individually optimal (a Nash equilibrium) if no cus-
tomer has an incentive to deviate unilaterally from the join/balk decision
based on π̂. This will be the case if and only if π̂ = π = π(λ), that is, the
predicted price equals the actual price.

Here is a formal description of the system. Consider a single-server queue-
ing facility. Customers are served according to a FIFO queue discipline, with
i.i.d. service times distributed as a generic random variable S. The service
rate is µ := (E[S])−1. Potential arrivals occur according to a renewal process
with rate Λ. Suppose that each potential arriving customer places a certain
value on entering the system and that the values of successive customers are
independent and identically distributed random variables with distribution
function, F (r) = P{R ≤ r}, r ≥ 0. Thus the generic random variable R
represents the value (or reward) associated with an arbitrary potential ar-
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riving customer. This reward becomes known (realized) at the instant of the
customer’s potential arrival, but not before.

A customer with realized reward r may either join the system (and receive
r) or balk (and receive nothing). We assume that a customer with reward
r (called a type-r customer) joins the system with probability p(r), where
p(r), r ≥ 0, is a measurable function. These joining probabilities are decision
variables. The decisions may be made by the customers themselves (individual
optimality: see Section 2.3.1), by an agent operating on behalf of the collective
of all customers (social optimality: see Section 2.3.2), or by the operator of
the system (facility optimality: see Section 2.3.3). In each case the objective
function is the appropriate one for the decision maker in question, as will
become clear below.

Given a joining rule, {p(r), r ≥ 0}, the unconditional probability that a po-
tential arriving customer enters is

∫∞
0
p(r)dF (r). The result is that customers

enter the system according to a renewal process with mean rate

λ = Λ
∫ ∞

0

p(r)dF (r) . (2.17)

We call λ the actual arrival rate or simply the arrival rate. The gross value or
utility earned per unit time is given by

U = Λ
∫ ∞

0

rp(r)dF (r) .

Balanced against this value received is the (full) price of admission, π, which
customers must pay for use of the system. In the models considered in this
chapter, the full price of admission is the sum of the admission fee and the
waiting cost, which is a function of λ. For the time being, however, we shall
develop our results in the context of a general formulation, in which π is an
arbitrary function of λ:

π = π(λ) .
(Unless otherwise noted, we assume that π(λ) is continuous and strictly in-
creasing in λ ≥ 0.) This will facilitate our use of the results of this section
in the analysis of more complicated models which we shall consider in later
chapters. Later we shall return to the special case, π = δ +G(λ) and develop
this case in more detail.

Among probabilistic joining rules, p(r), r ≥ 0, we shall be particularly inter-
ested in probabilistic reward-threshold rules. A rule of this type is characterized
by a threshold value x and a probability p such that a type-r customer will
enter:

with probability p(r) = 0 if r < x ;
with probability p(r) = p if r = x ;
with probability p(r) = 1 if r > x .

The joining rate associated with the rule (x, p) is given by

λ = Λ[F̄ (x) + p(F̄ (x−)− F̄ (x))] , (2.18)
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where F̄ (x) := 1 − F (x). Note that distinct joining rules can have the same
associated joining rate. For example, if F̄ (x) = F̄ (x + h), the joining rules
(x, 0) and (x+ h, 0) both have associated joining rate λ, where

λ = Λ[F̄ (x)] = Λ[F̄ (x+ h)] .

Similarly, if F̄ (x−) = F̄ (x) (that is, if F̄ is continuous at x), then all joining
rules of the form (x, p) have the same joining rate, λ = ΛF̄ (x). In both ex-
amples, the point is that changing the joining probability p(r) for any or all
r ∈ B, where B is a set of F -measure zero, has no effect on the arrival rate.

2.3.1 Individual Optimality

We first consider the system from the point of view of individually optimizing
customers. That is, we assume that each arriving customer makes a decision
whether or not to enter and that the decision is based only on the rewards and
costs that accrue to that customer if it joins. In the language of game theory,
the customers are players and the decision of each player takes the form of
a randomized strategy, that is, a probability that the customer will join the
system. We assume that all customers have the same information about the
parameters of the system. It follows that all type-r customers will follow the
same strategy; that is, each will choose the same probability, p(r), of entering
the system. Since there may be an uncountably infinite number of types of
customers (one for each r ∈ [0,∞)), we have an example of what is sometimes
called a nonatomic game.

The resulting set of strategies, {p(r), r ≥ 0}, therefore constitutes a prob-
abilistic joining rule as defined above, with associated arrival rate λ given
by (2.17). The full price paid for entrance, π(λ), is a given continuous and
strictly increasing function of λ. The payoff (expected net benefit) to a type-r
customer who uses the randomized strategy p(r) is therefore

p(r)(r − π(λ)) .

Borrowing again from the language of game theory, a joining rule (set of
strategies) is said to be a Nash equilibrium if no player has any incentive to
deviate from its strategy, assuming that all other players continue to follow
their strategies. Thus, a joining rule, {p(r), r ≥ 0}, will be a Nash equilibrium
if and only if no customer of any type r can increase its payoff by choosing
an entrance probability different from p(r), assuming that the arrival rate
remains equal to λ.

Now, since all customers have the same information about the system, they
will all form the same estimate or prediction, denoted π̂, of the price they will
pay if they enter the system. Since the goal of a type-r customer is to maximize
its expected net benefit, the joining rule based on π̂ will be a probabilistic
reward-threshold rule, (x, p), with x = π̂ and 0 ≤ p ≤ 1. That is, a type-r
customer will join

i. with probability p(r) = 0 , if r < π̂ ;
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ii. with probability p(r) = p , if r = π̂ ;
iii. with probability p(r) = 1 , if r > π̂ .

The arrival rate associated with this joining rule is

λ = Λ[F̄ (π̂) + p(F̄ (π̂−)− F̄ (π̂))] . (2.19)

It follows that a joining rule will be a Nash equilibrium if and only if it is a
probabilistic reward-threshold rule, (π̂, p), and the prediction of the entrance
price coincides with the actual price, that is, π̂ = π(λ), where λ is given by
(2.19). To see this, consider first the case of a type-r customer with r > π̂ =
π(λ). The proposed strategy for such a customer is p(r) = 1, with expected
net benefit equal to r − π(λ) > 0. If this customer were to deviate from this
strategy by choosing a probability 0 ≤ p < 1 of joining, it would receive an
expected net benefit equal to

p(r − π(λ)) < r − π(λ) ,

that is, a strictly smaller expected net benefit. Hence, such a customer has no
incentive to deviate from its current strategy. Conversely, if such a customer
were following a strategy p(r) with p(r) < 1, it would find that it could
increase its expected net benefit by joining with probability one. A similar
argument shows that a type-r customer with r < π̂ = π(λ) would also receive
a strictly smaller expected net benefit by deviating from the proposed strategy,
namely, p(r) = 0. Now consider a type-r customer with expected net benefit
equal to r − π(λ) = 0. Such a customer currently joins with probability p,
0 ≤ p ≤ 1. Deviating from this strategy would not change the expected net
benefit: it would still be zero. Therefore, such a customer also has no incentive
to deviate from its current strategy.†

These results are summarized in the following theorem.

Theorem 2.3 A joining rule, {p(r), r ≥ 0}, is a Nash equilibrium if and only
if it is a probabilistic reward-threshold rule, (π̂, p), with

λ = Λ[F̄ (π̂) + p(F̄ (π̂−)− F̄ (π̂))]
π̂ = π(λ) .

An arrival rate λ satisfying these equations is called an individually optimal
(or equilibrium) arrival rate.

To relate these results to those derived in Section 2.1.1, we first define the
inverse of the complementary cumulative distribution function F̄ as follows:

F̄−1(y) := sup{x : F̄ (x) > y} , 0 ≤ y ≤ 1 .

Note that F̄−1(y) is a nonincreasing, right-continuous function of y ∈ [0, 1],
which takes values in [0,∞]. The following lemma is immediate.

† It also has no incentive not to deviate. For this reason, one might call such a joining rule
a weak Nash equilibrium.
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Lemma 2.4 The following are equivalent:

y = F̄ (x) + p(F̄ (x−)− F̄ (x)) , 0 ≤ p ≤ 1
F̄−1(y−) ≥ x ≥ F̄−1(y) .

From this lemma and Theorem 2.3 we obtain the following equivalent char-
acterization of the individually optimal arrival rate.
Theorem 2.5 An arrival rate λ is an individually optimal arrival rate if and
only if

F̄−1

(
λ

Λ
−
)
≥ π(λ) ≥ F̄−1

(
λ

Λ

)
. (2.20)

Recall that in the previous section we provided a characterization of the
individually optimal arrival rate based on the derivative of the utility function.
The next lemma provides the connection between the two characterizations
and shows that in fact they are equivalent.
Lemma 2.6 For all probabilistic reward-threshold rules, (x, p), the utility U
is a function only of the associated arrival rate,

λ = Λ[F̄ (x) + p(F̄ (x−)− F̄ (x))] , (2.21)

and is given by

U = U(λ) :=
∫ λ

0

F̄−1
( ν

Λ

)
dν . (2.22)

Proof (Note that (2.21) is just (2.18), which we have rewritten here for
convenience.) First observe that, for any probabilistic reward-threshold rule
(x, p), U is independent of p and is given by

U = λx+ Λ
∫ ∞
x

F̄ (r)dr . (2.23)

To see this, first note that

U = Λ
∫ ∞

0

rp(r)dF (r)

= Λ
[
p · x(F̄ (x−)− F̄ (x)) +

∫ ∞
x+

rdF (r)
]
.

Suppose F̄ (x−) 6= F̄ (x). Solving (2.21) for p in terms of λ and x yields

p =
λ− ΛF̄ (x)

Λ(F̄ (x−)− F̄ (x))
.

Substituting this expression for p in the above equation for U , we obtain

U = (λ− ΛF̄ (x))x+ Λ
∫ ∞
x+

rdF (r)

= λx+ Λ
∫ ∞
x

(r − x)dF (r)

= λx+ Λ
∫ ∞
x

F̄ (r)dr .
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Figure 2.8 Graphical Interpretation of U(λ) as an Integral: Case 1

On the other hand, if F̄ (x−) = F̄ (x), then λ = ΛF̄ (x) and

U = Λ
∫ ∞
x

rdF (r)

= Λ
(
xF̄ (x) +

∫ ∞
x

(r − x)dF (r)
)

= λx+ Λ
∫ ∞
x

F̄ (r)dr .

But, for any λ ∈ [0,Λ], it follows by a change of variable that

λx+ Λ
∫ ∞
x

F̄ (r)dr =
∫ λ

0

F̄−1(ν/Λ)dν = U(λ) , (2.24)

where x is any threshold value such that (2.21) holds for some p. Thus, U
depends only on λ and is given by (2.22). This completes the proof of the
lemma.

Figures 2.8 and 2.9 illustrate (2.24) for the extreme case in which U ′(λ) is
piecewise constant, which corresponds to a discrete reward distribution (see
Section 2.3.4).

Theorem 2.7 A probabilistic reward-threshold rule, (x, p), is an individually
optimal joining rule if and only if its associated arrival rate, given by (2.21),
satisfies the condition

U ′(λ−) ≥ π(λ) ≥ U ′(λ) . (2.25)
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Figure 2.9 Graphical Interpretation of U(λ) as an Integral: Case 2

Proof Recall from the previous section that U ′(λ) is defined as the right-
hand derivative of U(λ), which exists for all λ ∈ [0,Λ], provided that U(λ) is
concave. In the present context, in which U(λ) is given by (2.22), concavity
follows from the fact that F̄−1(ν/Λ) is nonincreasing in ν. Moreover,

U ′(λ) = F̄−1(
λ

Λ
)

U ′(λ−) = F̄−1(
λ

Λ
−) .

But we showed in Theorem 2.5 that λ is an individually optimal arrival rate
if and only if

F̄−1

(
λ

Λ
−
)
≥ π(λ) ≥ F̄−1

(
λ

Λ

)
.

It follows that λ is an individually optimal arrival rate if and only if (2.25)
holds.

2.3.2 Social Optimality

Recall that the social optimization problem takes the form,

max
{λ≥0}

U(λ) = U(λ)− λG(λ) .
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The socially optimal arrival rate, λs, is the unique solution to the KKT con-
ditions,

G(λ) + λG′(λ)− U ′(λ) ≥ 0
λ ≥ 0

λ(G(λ) + λG′(λ)− U ′(λ)) = 0 .

When we relax the assumption that U(λ) is differentiable, we can rewrite
these conditions in equivalent form as

U ′(λ−) ≥ π(λ) ≥ U ′(λ) ,

where, in the case of social optimality,

π(λ) = G(λ) + λG′(λ) .

Thus, as we have observed, the socially optimal arrival rate λs can be induced
by charging customers (who are individual optimizers) the toll,

δs = λsG′(λs) .

We have shown (cf. Theorems 2.3 and 2.7) that an alternate characterization
of the individually optimal arrival rate corresponding to a given toll, δ, is

F̄−1

(
λ

Λ
−
)
≥ π(λ) ≥ F̄−1

(
λ

Λ

)
,

or equivalently,

λ = Λ[F̄ (π̂) + p(F̄ (π̂−)− F̄ (π̂))]
π̂ = π(λ)

for some 0 ≤ p ≤ 1, where π(λ) = δ+G(λ). It follows that the socially optimal
arrival rate, λs, satisfies the following conditions:

λ = Λ[F̄ (π̂) + p(F̄ (π̂−)− F̄ (π̂))]
π̂ = G(λ) + λG′(λ) .

In the case of a continuous reward distribution, F , these conditions simplify
to

λ = ΛF̄ (G(λ) + λG′(λ)) .

2.3.3 Facility Optimality

Recall that one possible formulation of the facility optimization problem is
the following:

max
{λ≥0}

Ũ(λ) = λ(U ′(λ)−G(λ)) .

The facility optimal arrival rate, λf , is a solution (not necessarily unique)
to the KKT conditions,

G(λ) + λG′(λ)− U ′(λ)− λU ′′(λ) ≥ 0
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λ ≥ 0
λ(G(λ) + λG′(λ)− U ′(λ)− λU ′′(λ)) = 0 .

(assuming the first and second derivatives of U(λ) exist). The optimality con-
ditions can be written equivalently as

U ′(λ−) ≥ π(λ) ≥ U(λ) ,

where, in the case of facility optimality,

π(λ) = −λU ′′(λ) +G(λ) + λG′(λ) .

Thus, as we have observed, the facility optimal arrival rate λf can be induced
by charging customers (who are individual optimizers) the toll,

δf = −λfU ′′(λf ) + λfG′(λf ) .

We have shown (cf. Theorems 2.3 and 2.7) that an alternate characterization
of the individually optimal arrival rate corresponding to a given toll, δ, is

F̄−1

(
λ

Λ
−
)
≥ π(λ) ≥ F̄−1

(
λ

Λ

)
,

or equivalently,

λ = Λ[F̄ (π̂) + p(F̄ (π̂−)− F̄ (π̂))]
π̂ = π(λ)

for some 0 ≤ p ≤ 1, where π(λ) = δ+G(λ). It follows that the facility optimal
arrival rate, λf , satisfies the following conditions:

λ = Λ[F̄ (π̂) + p(F̄ (π̂−)− F̄ (π̂))]
π̂ = −λU ′′(λ) +G(λ) + λG′(λ) .

In the case of a continuous reward distribution, F , these conditions simplify
to

λ = ΛF̄ (−λU ′′(λ) +G(λ) + λG′(λ)) .

2.3.3.1 Heavy-Tailed Rewards

In Section 2.1.3 we noted that, when λU ′(λ)→ κ as λ→ 0, where 0 < κ ≤ ∞,
the facility optimal arrival rate may be λf = 0+. That is, the maximum of
Ũ(λ) may not be attained, but instead we have

lim
λ→0+

Ũ(λ) = κ .

In particular, when λU ′(λ) → κ = ∞, the problem has an unbounded ob-
jective function and an arbitrarily large profit can be earned by charging an
arbitrarily large toll, resulting in an arbitrarily small arrival rate.

How might such a situation arise in the case of a GI/GI/1 queue with a
probabilistic joining rule? First observe that we can alternatively formulate the
profit-maximizing facility operator’s problem as one of choosing a full price, π,
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to maximize the profit, λ(π−G(λ)), where λ satisfies the equilibrium equation,
U ′(λ) = π. (The corresponding toll is δ = π−G(λ).) In the case of a GI/GI/1
queue with a probabilistic joining rule, we have U ′(λ) = F̄−1(λ/Λ). Under
the assumption that the reward distribution function, F (x), is continuous
and strictly increasing, the equilibrium equation, U ′(λ) = π, is equivalent to

λ = ΛF̄ (π) .

Therefore, the objective function for facility optimization may be rewritten as

ΛF̄ (π)(π −G(ΛF̄ (π))) .

Thus we see that the condition that limλ→0 λU
′(λ) = κ is equivalent to

lim
x→∞

xF̄ (x) = κ . (2.26)

Note that, when κ > 0, (2.26) implies that F̄ (x) ∼ κx−1 as x→∞, which in
turn implies that the reward distribution function, F , has infinite mean.

A necessary (but not sufficient) condition for a distribution function F to
satisfy (2.26) is that it be heavy tailed.

Definition Let X be a nonnegative random variable with distribution func-
tion F (x) = P{X ≤ x}, x ≥ 0. The distribution F (or the random variable
X) is said to have a heavy tail if

E
[
eνX

]
=
∫ ∞

0

eνxdF (x) =∞ ,

for all ν > 0.

Since
∫∞
x
eνydF (y) ≥ eνxF̄ (x) for all x ≥ 0, we see that (2.26) implies that

F has a heavy tail.

Example 1 Consider a Pareto reward distribution, in which

F̄ (x) =
(

κ

κ+ x

)α
, x ≥ 0 ,

where α > 0, κ > 0. It is easy to verify that

lim
x→∞

xF̄ (x) =

 ∞ , if α < 1
κ , if α = 1
0 , if α > 1

.

Thus in particular we can conclude that λU ′(λ) → ∞ as λ → 0 when
α < 1. Therefore, in this case the facility optimal value of λ is λf = 0+. That
is, the facility operator can obtain an arbitrarily large profit by selecting an
arbitrarily small (but positive) arrival rate.

Example 2 Consider a reward distribution F with a tail that is regularly
varying at ∞ of index −α (denoted F̄ ∈ R−α); that is,

lim
x→∞

F̄ (tx)
F̄ (x)

= t−α , t > 0 ,
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where 0 < α < 1. It can be shown that

lim
x→∞

xF̄ (x) =∞ .

It follows that λU ′(λ)→∞ as λ→ 0, so that again the facility optimal value
of λ is λf = 0+.

It is interesting to examine the behavior of the function, λU ′(λ), in more
detail in the case of a Pareto reward distribution. Since F̄ (x) is continuous
and strictly decreasing in x ≥ 0, we have U ′(λ) = F̄−1(λ/Λ) for all λ ∈ [0,Λ],
where Λ is the arrival rate of potential customers. We can easily evaluate
F̄−1(y) explicitly by solving the equation

y = F̄ (x) =
(

κ

κ+ x

)α
,

for x in terms of y, obtaining

x = F̄−1(y) = κ(y−β − 1) ,

where β := α−1. Thus,

λU ′(λ) = κλ

[(
Λ
λ

)β
− 1

]
.

To check whether λU ′(λ) is nondecreasing and/or concave, we evaluate its
first and second derivatives:

d

dλ
(λU ′(λ)) = U ′(λ) + λU ′′(λ)

= −κ

[
(β − 1)

(
Λ
λ

)β
+ 1

]
d2

dλ2
(λU ′(λ)) =

(
κ(β − 1)β

Λ

)(
Λ
λ

)β+1

.

Thus we see that when β > 1 (that is, when α < 1), the function λU ′(λ) is
neither nondecreasing nor concave. In fact, it is strictly decreasing and strictly
convex over its entire domain, λ ∈ [0,Λ]. Figure 2.10 illustrates the behavior
of λU ′(λ) for the case of a Pareto reward distribution with κ = 1 and α = 1/2,
with Λ = 400.

Since λG(λ) is nondecreasing in λ, it follows that the objective function,

Ũ(λ) = λU ′(λ)− λG(λ) ,

for facility optimization is strictly decreasing in λ ∈ [0,Λ] when α < 1. Thus,
in this case, not only is λf = 0+, but there are no local maxima of Ũ(λ) in
(0,Λ]. Figure 2.11 displays the graph of Ũ(λ) in the case of a steady-state
M/M/1 queue with Λ = 400, µ = 450, a linear waiting cost with h = 500,
and a Pareto reward distribution with κ = 1 and α = 1/2.



56 OPTIMAL ARRIVAL RATES IN A SINGLE-CLASS QUEUE

Figure 2.10 Graph of λU ′(λ): Pareto Reward Distribution (α < 1)

Figure 2.11 Graph of Ũ(λ): M/M/1 Queue with Pareto Reward Distribution (α < 1)
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Figure 2.12 Graph of λU ′(λ): Pareto Reward Distribution (α > 1)

On the other hand, when β < 1 (α > 1):

λU ′(λ) is concave and nondecreasing for 0 ≤ λ ≤ λ0 ;
λU ′(λ) is concave and nonincreasing for λ0 ≤ λ ≤ Λ ;

where

λ0 := Λ(1− β)1/β = Λ
(
α− 1
α

)α
.

Figure 2.12 illustrates the behavior of λU ′(λ) in the case of a Pareto reward
distribution with κ = 50 and α = 2, with Λ = 400. In this case we have
λ0 = 100.

Since H(λ) = λG(λ) is convex (by assumption), the objective function,
Ũ(λ) = λU ′(λ) − λG(λ), is concave when β < 1 (α > 1). Hence the facility
optimal arrival rate, λf , is the unique solution to the first-order optimality
condition,

U ′(λ) + λU ′′(λ) = G(λ) + λG′(λ) ,

which in this case reduces to

κ

[
(1− β)

(
Λ
λ

)β
− 1

]
= G(λ) + λG′(λ) .

Note that Ũ(λ) is decreasing for λ ≥ λ0 and therefore λf ≤ λ0. An interesting
implication of this property is that we have an upper bound on the facil-
ity optimal arrival rate which is completely independent of the waiting-cost
function, G(λ). In particular, even in a system with no congestion effects or
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Figure 2.13 Graph of Ũ(λ): M/M/1 Queue with Pareto Reward Distribution (α > 1)

a system in which the customers are completely insensitive to congestion, a
profit-maximizing facility operator will always set the arrival rate at or below
λ0. In other words, a customer whose reward from being served is below a
certain threshold will always be denied service, regardless of the waiting-cost
function.

Figure 2.13 displays the graph of Ũ(λ) in the case of a steady-state M/M/1
queue with Λ = 400, µ = 450, a linear waiting cost with h = 500, and a Pareto
reward distribution with κ = 50 and α = 2.

What is the significance of these results? Of course, in the real world, a
reward distribution with infinite support, let alone a heavy tail, does not
exist. But heavy-tailed distributions can be a useful way of capturing extreme
situations, at least as a first approximation. Let us consider a facility that
serves a population of customers whose rewards from being served follow a
heavy-tailed distribution F satisfying

lim
x→∞

xF̄ (x) =∞ .

Such a reward distribution has the property that, for a small fraction of the
population (the elite customers, if you will), the value of the service provided is
much larger than for the rest of the population. Confronted by such a situation,
a profit-maximizing facility operator will find it possible to earn an extremely
large profit by charging an extremely high admission fee, thereby restricting
service to the elite customers and denying service to everyone else. As a result,
the time interval between successive admissions of customers to the system
will be extremely large, but the reward received when an elite customer arrives
and is admitted will more than compensate for this long interval. To put it
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more graphically, the facility operator will find that profit is maximized by
reserving service for the likes of Warren Buffett and Bill Gates and ignoring
the rest of us.

We leave it to the reader to decide if this model is a realistic approximation
of the behavior of service facilities in the real world. It is interesting to note
that the Pareto distribution was introduced in the early twentieth century
by Wilfred Pareto (Pareto [153]) as a model for the observed distribution of
incomes in the population of an industrialized society. Modern economists
have confirmed that income distributions continue to tend to be heavy tailed.
If one makes a further (innocuous?) assumption – that the utility gained
from a service is proportional to one’s income – then we have an empirical
confirmation that the phenomenon,

lim
x→∞

xF̄ (x)→ κ , 0 < κ ≤ ∞ ,

is at least plausible in the real world.

2.3.4 Discrete Reward Distributions: Multiple Reward Classes

A discrete reward distribution reflects the situation when the arriving cus-
tomers are distinctly heterogeneous with respect to the value they place on
being served. The extreme case is when they belong to a finite number of
classes, with customers in the same class all sharing the same value and the
values of different classes being distinct.

Multi-class queues are an important subject of research and worthy of a
chapter to themselves (see Chapter 4). When the classes are heterogeneous
with respect to their delay costs as well as their service values, then analysis
is considerably more complicated and a separate treatment is called for. In
particular, it is appropriate to consider priority disciplines, in which classes
of customers that are more sensitive to delay receive preferential service. We
shall deal with these issues at length in Chapter 4.

But when the customers of different classes are homogeneous with respect
to delay costs and the queue discipline is FIFO (or, more generally, class
independent), we can use the techniques which we have developed in this
chapter, treating the system as a special case of our general model for a
single-class queue, with an appropriately chosen value function, U(λ).

We begin by reconsidering the model with a piecewise linear concave, non-
decreasing utility function, U(λ) (introduced above in Section 2.2.1), showing
how such a utility function can arise from a multiclass GI/GI/1 queueing sys-
tem with a probabilistic joining rule.

Let r1 < r2 < . . . < rm, 0 = νm+1 < νm < νm−1 < . . . < ν1, and suppose
U(λ) takes the following (piecewise-linear) form:

U(λ) = rmλ , 0 ≤ λ ≤ νm
U(λ) = U(νm) + rm−1(λ− νm) , νm ≤ λ ≤ νm−1

...
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Figure 2.14 U(λ) for Three-Class Example

U(λ) = U(ν2) + r1(λ− ν2) , ν2 ≤ λ ≤ ν1

U(λ) = U(ν1) =
m∑
i=1

ri(νi − νi+1) , ν1 ≤ λ .

Figure 2.14 illustrates the graph of U . Between breakpoints, νi+1 and νi, one
can increase λ by admitting customers with reward ri (class-i customers).
Customers of class i are arriving at rate Λi = νi − νi+1 (with νm+1 = 0).
When the supply of such customers is exhausted (that is, when λ reaches the
breakpoint νi = Λm + . . .+ Λi), in order to increase λ further one must admit
customers with the next lower reward, ri−1 (class-(i− 1) customers).

As the graph in Figure 2.14 clearly shows, the utility function U corresponds
to a situation in which the marginal utility of the arrival rate λ is piecewise
constant. The corresponding marginal utility function, U ′(λ), is given by

U ′(λ) = rm , 0 ≤ λ < νm

U ′(λ) = rm−1 , νm ≤ λ < νm−1

...
U ′(λ) = r1 , ν2 ≤ λ < ν1

U ′(λ) = 0 , ν1 ≤ λ .

The graph of U ′(λ) is illustrated in Figure 2.15.
It follows from the analysis in Section 2.3 that U ′(λ) = F̄−1(λ/Λ), where the

system under study is a GI/GI/1 queue with a discrete reward distribution,
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Figure 2.15 U ′(λ) for Three-Class Example

F (x) = P{R ≤ x} given by

F (x) = 0 , 0 ≤ x < r1

F (x) = p1 , r1 ≤ x < r2

F (x) = p1 + p2 , r2 ≤ x < r3

...
F (x) = p1 + p2 + . . .+ pm−1 , rm−1 ≤ x < rm

F (x) = p1 + p2 + . . .+ pm−1 + pm = 1 , rm ≤ x

Here Λ = ν1 and

pi = P{R = ri} =
Λi
Λ

=
νi − νi+1

ν1
, i = 1, . . . ,m .

This reward distribution corresponds to a situation in which potential cus-
tomers arrive at rate Λ, the rewards of successive customers are i.i.d., and
the probability that a potential customer has reward equal to ri (that is, be-
longs to class i) is pi. When the potential arrivals are from a Poisson process
with parameter Λ (an M/GI/1 queue), another interpretation is that poten-
tial customers of class i arrive from a Poisson process with parameter Λi,
i = 1, . . . ,m, and that these Poisson processes are mutually independent.

What do optimal arrival rates look like in the case of a discrete reward
distribution? In the case of individual optimality, we already observed that
the equilibrium condition can be written in either of the following equivalent
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forms:
U ′(λ−) ≥ π(λ) ≥ U ′(λ) ,

or equivalently,

λ = Λ[F̄ (π̂) + p(F̄ (π̂−)− F̄ (π̂))]
π̂ = π(λ)

for some 0 ≤ p ≤ 1, where π(λ) = δ + G(λ). In the case of a discrete reward
distribution, these equivalent conditions hold if and only if

ri+1 > π(λ) ≥ ri , (2.27)

λ =
m∑

k=i+1

Λk + p · Λi , (2.28)

for some i ∈ {1, 2, . . . ,m} and 0 ≤ p ≤ 1. In other words, in equilibrium
customers in classes k with rk > π(λ) (in this case classes m,m− 1, . . . , i+ 1)
join with probability one, customers in a class k with rk = π(λ) (in this case
possibly class i) join with probability p, 0 ≤ p ≤ 1, and customers in classes
k with rk < π(λ) (in this cases classes i− 1, . . . , 1) join with probability zero.

By appropriate choice of π(λ), we obtain individually optimal or socially
optimal solutions. If

π(λ) = G(λ) + δ ,

then the solution to the equilibrium conditions, (2.27), (2.28), is individually
optimal for the given toll, δ. If

π(λ) = G(λ) + λG′(λ) ,

then the solution to the equilibrium conditions, (2.27), (2.28), is socially
optimal.

Now consider facility optimization. Recall that, for a differentiable utility
function, U(λ), a positive facility optimal arrival rate is a solution to the
equation,

U ′(λ) + λU ′′(λ) = G(λ) + λG′(λ) .

Hence, by setting the full price, π(λ), equal to G(λ) + λG′(λ) − λU ′′(λ) and
charging the toll, δ = π(λ)−G(λ) = λG′(λ)−λU ′′(λ), one can induce facility-
optimal behavior on the part of individually optimizing customers. In the
case of a discrete reward distribution, however, U ′′(λ) does not exist so this
approach does not work. Hence, a different approach is called for.

First note that the facility optimal arrival rate is a solution to the following
optimization problem:

max
{λ≥0}

Ũ(λ) = λ(U ′(λ)−G(λ)) .

In the case of a discrete reward distribution, the function λU ′(λ) takes the
form illustrated in Figure 2.16.

In this example (Case 1), the objective function, Ũ(λ), takes the form il-
lustrated in Figure 2.17. (For this example, we have assumed that the service
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Figure 2.16 λU ′(λ) for Three-Class Example

facility is a steady-state M/M/1 queue with µ = 450 and a linear waiting cost
function with h = 1000.) The facility optimal arrival rate is λf = ν2 = Λ3+Λ2,
which corresponds to admitting all customers of class 3 and class 2, while re-
jecting all customers of class 1. This is done by charging the facility optimal
toll,

δf = r2 −G(λ) ,

which leads to the full price,

π(λ) = G(λ) + δf = r2 .

Thus, the facility optimal arrival rate λf satisfies the equilibrium equations,
(2.27), (2.28), corresponding to this choice of toll and the full price, π(λ), with
p = 1.

The other possibility (Case 2) for a facility optimal arrival rate is illustrated
in Figure 2.18, in which the parameters, νi, i = 1, 2, 3, have been perturbed
slightly. (The other parameters – ri, i = 1, 2, 3, µ, and h – are unchanged.) In
this case, the facility optimal arrival rate is λf = ν2 +p ·Λ1 = Λ3 +Λ2 +p ·Λ1,
which corresponds to admitting all customers of class 3 and class 2, while
admitting each customer of class 1 with probability p, where 0 < p < 1. This
is done by charging the facility optimal toll,

δf = r1 −G(λ) ,

which leads to the full price,

π(λ) = G(λ) + δf = r1 .
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Figure 2.17 Ũ(λ) for Three-Class Example (Case 1)

Figure 2.18 Ũ(λ) for Three-Class Example (Case 2)



GI/GI/1 QUEUE WITH PROBABILISTIC JOINING RULE 65

Figure 2.19 Ui(λ), i = 1, 2, 3, for Three-Class Example

Thus, the facility optimal arrival rate λf satisfies the equilibrium equations,
(2.27), (2.28), corresponding to this choice of toll and the full price, π(λ), with
0 < p < 1.

Note that in both Cases 1 and 2, there are three local maxima of the ob-
jective function, Ũ(λ): two at the break-points, ν3 and ν2, between classes,
and one strictly between the break-points, ν2 and ν1. In general, the facility
optimization problem with a discrete reward distribution will have local max-
ima at νm, νm−1, . . . , νi+1, and at some λ ∈ (νi+1, νi], for some i ∈M . There
is no way of identifying which of these local maxima is the global maximum
without evaluating the objective function at each.

Remark 5 Another way of looking at the case of a discrete reward distribution
is to look first at the net utility function, Ui(λ), for a problem in which all
customers belong to the single class i and there is no upper bound on λ. That
is,

Ui(λ) := ri · λ− λG(λ) .

(This is the objective function for both social and facility optimization, since
the reward is deterministic.) For the three-class example we have been consid-
ering, the functions, Ui(λ), i = 1, 2, 3, are displayed in Figure 2.19. Obviously,
with no upper bound on the arrival rate in class m, an optimal solution will
admit only customers of class m (since rm > ri, i 6= m). The optimal value of λ
in this case will be the optimal arrival rate for the problem with deterministic
reward (linear utility function) (first considered in Section 1.2 of Chapter 1)
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with r = rm, that is, the unique solution to

rm = G(λ) + λG′(λ)

(assuming rm ≥ G(0)). The introduction of an upper bound, Λi, on the arrival
rate of each class i creates the break-points, νi =

∑m
k=i Λk, at which the net

utility function, Ũ(λ), for facility optimization “drops down” from the graph
of Ui(λ) to Ui−1(λ). As we saw in the three-class example, the placement
of the break-points determines which of the local maxima will be the global
maximum.

2.3.4.1 Infinite Number of Reward Classes

We can extend this model to a discrete-reward distribution with an infinite
number of classes. That is, the reward R has a probability mass function,
pi := P{R = ri}, where 0 < r1 < r2 < . . . < rm < . . ., and

∑∞
i=1 pi = 1.

Of particular interest in this case are discrete reward distributions with
a heavy tail. We shall start with the Peter and Paul distribution, which is
based on the St. Petersburg paradox (cf. Embrechts et al. [61]). The model
is as follows. Peter tosses a fair coin. If the first head appears on the k-th
toss, then Peter pays Paul 2k dollars. Since the probability that the first head
appears on the k-th toss is 2−k, k = 1, 2, . . ., the c.d.f. for amount of money
paid to Paul is F (x) =

∑
k:2k≤x 2−k. Suppose we use this as the c.d.f. for

the reward received by an entering customer in our queueing model. Then for
x = 2n we have

2nF̄ (2n) = 2n
(

1−
n∑
k=1

2−k
)

= 2n2−n = 1 ,

for all n ≥ 1 and thus, a fortiori, limn→∞ 2nF̄ (2n) = 1. Note also that for
all 2n ≤ x < 2n+1 we have xF̄ (x) = x2−n, so that limx↑2n+1 xF̄ (x) = 2. It
follows that

lim inf
x→∞

xF̄ (x) = 1 , lim sup
x→∞

xF̄ (x) = 2 .

By appropriate modifications of the reward that Paul receives if the first
head occurs on the n-th trial, we can construct examples with a range of finite
nonzero limits for xF̄ (x), as well as examples in which the limit is 0 or ∞.

Example 1 Suppose rn = 2n+k and (as before) pn = P{R = rn} = 2−n,
n ≥ 1, where k is a positive integer. Then 2n+kF̄ (2n+k) = 2n+k2−n = 2k for
all n ≥ 1. In this case, for all 2n+k ≤ x < 2n+1+k we have xF̄ (x) = x2−n, so
that limx↑2n+1+k xF̄ (x) = 2k+1. It follows that

lim inf
x→∞

xF̄ (x) = 2k , lim sup
x→∞

xF̄ (x) = 2k+1 .
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Figure 2.20 λU ′(λ) for Example 3

Example 2 Suppose rn = 2n/2 and (as before) pn = P{R = rn} = 2−n,
n ≥ 1. Then 2n/2F̄ (2n/2) = 2n/22−n = 2−n/2 for all n ≥ 1. In this case, for
all 2n/2 ≤ x < 2(n+1)/2 we have xF̄ (x) = x2−n, so that limx↑2(n+1)/2 xF̄ (x) =
2−(n−1)/2. It follows that

lim sup
x→∞

xF̄ (x) = lim
n→∞

2−(n−1)/2 = 0 .

Example 3 Suppose rn = 22n and (as before) pn = P{R = rn} = 2−n,
n ≥ 1. Then 22nF̄ (22n) = 22n2−n = 2n for all n ≥ 1. In this case, for all
22n ≤ x < 22(n+1) we have xF̄ (x) = x2−n, so that limx↑22(n+1) xF̄ (x) = 2n+2.
It follows that

lim inf
x→∞

xF̄ (x) = lim
n→∞

2n =∞ .

Figure 2.20 illustrates the behavior of the function λU ′(λ) in the case of
Example 3 with Λ = 1024. In this example, the objective function, Ũ(λ),
takes the form illustrated in Figure 2.21. (For this example, we have assumed
that the service facility is a steady-state M/M/1 queue with µ = 1200 and a
linear waiting cost function with h = 1200.)

In particular, Example 3 provides another instance in which F has a heavy
tail and limx→∞ xF̄ (x) =∞.
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Figure 2.21 Ũ(λ) for Example 3

2.4 Uniform Value Distribution: Stability

In this section we consider a system in which the value of service has a uniform
distribution, F (r) = r/a, 0 ≤ r ≤ a, F (r) = 1, r > a. In this case U ′(λ) =
a(1 − λ/Λ), 0 ≤ λ ≤ Λ. The service facility is an M/M/1 queue with linear
delay cost.

The individually optimal arrival rate λe satisfies

U ′(λ) = G(λ) + δ ,

which in this case reduces to

a(1− λ/Λ) = h/(µ− λ) + δ , (2.29)

where δ is the toll charged for admission. (We assume that δ + h/µ < a.
Otherwise no customer has an incentive to join the system.) Since a(1−λ/Λ)
is strictly decreasing and h/(µ−λ) is strictly increasing in λ, λe is the unique
solution in [0, µ) to (2.29). We can interpret S(λ) := δ+h/(µ−λ) and D(λ) :=
a(1−λ/Λ) as supply and demand curves, respectively, so that λe is the point at
which the supply and demand curves intersect, as illustrated in Figure 2.22.
We can use (2.29) to derive an explicit expression for λe in terms of the
problem parameters. First we note that (2.29) is equivalent to

a′(1− λ/Λ′) = h/(µ− λ) , (2.30)

where a′ := a− δ, and Λ′ := [(a− δ)/a]Λ. Thus λe is a root of the quadratic
equation

a′(Λ′ − λ)(µ− λ) = hΛ′ .
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Figure 2.22 Supply and Demand Curves: Uniform Value Distribution

The two roots of this equation are

λ = (Λ′ + µ± [(Λ′ + µ)2 − 4Λ′(µh/a′)]1/2)/2 .

Since λe < µ, the desired root is the one with the minus sign. That is,

λe = (Λ′ + µ− [(Λ′ + µ)2 − 4Λ′(µh/a′)]1/2)/2 . (2.31)

2.4.1 Stability of the Equilibrium Arrival Rate

In economic theory a supply-demand equilibrium may be stable or unstable.
Roughly speaking, an equilibrium is stable if the system tends to return to
equilibrium after a perturbation. To give a precise interpretation of stability
and instability in the present context, let us consider a dynamic version of our
problem. The service rate µ is fixed, as before, but now the system operates
over a succession of time periods, labeled n = 0, 1, . . .. During time period
n the arrival rate is fixed at a particular value λn and each time period is
assumed to last long enough for the system to attain steady state (approxi-
mately). The arrival rate λn induces a cost per customer equal to h/(µ−λn)+δ
during period n. The customers react collectively to this perceived cost by ad-
justing the arrival rate during the next period so as to equate this cost with
the marginal value received per unit time. That is, λn+1 is the unique solution
in [0, µ) of the equation a(1− λn+1/Λ) = h/(µ− λn) + δ, or, equivalently,

a′(1− λn+1/Λ′) = h/(µ− λn) . (2.32)
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Figure 2.23 An Unstable Equilibrium

If λn+1 = λn, then λn = λe and the individually optimal arrival rate has been
attained. Otherwise, the process repeats itself, with n replaced by n + 1. If
λn → λe as n → ∞, for every starting value λ0, 0 ≤ λ0 ≤ λe, then we call
the individually optimal arrival rate λe stable. Otherwise, it is called unstable.
(In economic theory and the theory of dynamical systems, our definition of
stability corresponds to global stability. By contrast, local stability would refer
to the situation where convergence occurs only for λ0 in some neighborhood
of λe. Our next result, however, shows that λn converges to λe for some λ0 if
and only if it converges to λe for every λ0, 0 ≤ λ0 ≤ Λ. That is, local stability
and global stability coincide for our problem.)

The following theorem is proved in Stidham [187].

Theorem 2.8 The individually optimal arrival rate λe is stable if and only
if µ > Λ′ = [(a− δ)/a]Λ.

Hence, for any starting value λ0, when µ < Λ′ the sequence {λn,n ≥ 0} di-
verges (Figure 2.23), whereas when µ > Λ′, the sequence {λn, n ≥ 0} converges
to λe, as illustrated in Figure 2.24. The “cobweb” diagrams of Figures 2.23
and 2.24 are familiar from microeconomic theory, but this sort of analysis has
not often been applied to queueing models.

An implication of Theorem 2.8 is that a service facility may not have a stable
individually optimal arrival rate if the service capacity µ is too low relative
to the “adjusted” maximal arrival rate, Λ′ = [(a − δ)/a]Λ. Put another way,
a particular service capacity µ may give rise to a stable individually optimal
arrival rate when the toll δ is high, but not when it is low.

In our discussion so far, we have allowed the toll δ to be arbitrary (subject
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Figure 2.24 Convergence to a Stable Equilibrium

to δ + h/µ < a). In the social optimization problem, however, the system
operator’s objective is to maximize the net benefit,

U(λ)− hλ/(µ− λ) ,

over 0 ≤ λ < µ, λ ≤ Λ. In the case of an interior maximum, this objective is
achieved by setting the toll equal to the external effect (cf. equation (2.11)),

δs = hλs/(µ− λs)2 , (2.33)

where λs, the socially optimal arrival rate, is the unique solution to the opti-
mality condition (2.10), which in this case reduces to

a(1− λ/Λ) = hµ/(µ− λ)2 . (2.34)

We would like to see if the necessary and sufficient condition for steady
state, µ > Λ′, is satisfied when δ = δs. The following theorem is also proved
in Stidham [187].

Theorem 2.9 The optimal arrival rate λs is a stable equilibrium with δ =
δs = hλs/(µ− λs)2 if and only if µ > [Λ + (hΛ/a)1/2]/2.

Recall that we have assumed that h/µ < a, in order to ensure that λs > 0.
Suppose Λ ≤ h/a. Then since µ > h/a, we have µ > [Λ + (hΛ/a)1/2]/2
(> Λ), so that λs is a stable equilibrium. Now suppose Λ > h/a. Then µ >
[Λ + (hΛ/a)1/2]/2 implies that µ > h/a; that is, the steady-state condition is
stronger than the condition for λs > 0. In this case, if

h/a < µ ≤ [Λ + (hΛ/a)1/2]/2 ,
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then the optimal arrival rate λs is strictly positive, but an unstable equilibrium
with δ = δs.

2.5 Power Criterion

We have presented a model with net benefit as the objective to be maximized,
arguing that this objective is a reasonable mechanism for capturing the trade-
off between throughput and delay (waiting time). As an alternative, consider
the following performance measure (to be maximized):

P (λ) :=
λ

W (λ)
. (2.35)

We call P (λ) the power of the arrival rate, λ. Note that P (λ) is the ratio of
a benefit (the throughput, λ) to a cost (the waiting time, W (λ)). Benefit/cost
ratios have frequently been proposed as a decision-making tool for reconciling
conflicting objectives, but their use is not without controversy and pitfalls.
(See Remark 7 below.)

Let the optimal arrival rate for the power criterion be denoted by λp. That
is, λp solves the problem:

max
{λ:0≤λ<µ}

P (λ) . (2.36)

Suppose W (λ) is differentiable and satisfies conditions (1) – (3), which we
repeat here for convenience:

1. W (λ) is strictly increasing in 0 ≤ λ < µ ;
2. W (λ) ↑ ∞ as λ ↑ µ ;
3. W (0) = 1/µ .

Since P (λ) > 0 for all 0 < λ < µ and P (λ) → 0 as λ → 0 and as λ → µ, an
optimal solution always lies in the interior of the feasible region: 0 < λp < µ.
The necessary condition for an interior solution is, of course, that P ′(λ) = 0
for λ = λp. Since

P ′(λ) =
W (λ)− λW ′(λ)

(W (λ))2
,

P ′(λ) = 0 if and only if

W (λ)− λW ′(λ) = 0 . (2.37)

Remark 6 It follows from equation (2.37) that maximum power is achieved
at a point where the external effect equals the internal effect for the case of
a linear waiting-cost function, G(λ) = h ·W (λ). Although this characteristic
is interesting, its economic significance is not clear.

An equivalent form for the necessary condition for optimality is

W (λ)
λ

= W ′(λ) ;

that is, the average waiting time per unit of flow equals the marginal waiting
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time. That this should be the case is also clear from the fact that, since λp
maximizes P (λ) = λ/W (λ), it also minimizes W (λ)/λ, the average waiting
cost per unit of arrival rate.

Is the necessary condition for maximum power also sufficient? If P (λ) were
concave, then the answer would be “yes.” Without additional conditions on
W (λ), however, we cannot conclude that P (λ) is concave. (It is concave in
the special case of an M/GI/1 queue, in which

W (λ) =
1
µ

+
λβ

µ(µ− λ)
, where β :=

E[S2]
2(E[S])2

.

See Exercise 1 at the end of this section.)
Although P (λ) is not concave in general, if we make the additional assump-

tion that W (λ) is strictly convex, we can show that P (λ) is unimodal, which
implies that the necessary condition (2.37) has a unique solution and is in fact
sufficient for maximum power.

Theorem 2.10 Suppose that W (λ) is differentiable and strictly convex and
satisfies conditions (1) – (3). Then λp is the unique solution in [0, µ) to the
optimality condition (2.37).

Proof We have already observed that λp must satisfy (2.37). To verify uni-
modality of P (λ), note that strict convexity of W (λ) implies that the numer-
ator of P ′(λ), namely, W (λ)− λW ′(λ), is strictly decreasing in λ. Therefore,
P ′(λ) > 0 for λ < λp, P ′(λ) = 0 for λ = λp, and P ′(λ) < 0 for λ > λp. Thus,
P (λ) is strictly increasing for λ < λp and strictly decreasing for λ > λp; that
is, P (λ) is unimodal and its maximizer, λp, is therefore the unique solution
to (2.37).

The assumption that W (λ) is strictly convex is satisfied in many queue-
ing models, including the M/GI/1 queue. (See Exercise 2 at the end of this
section.)

Figure 2.25 graphically illustrates these facts. Since λp maximizes λ/W (λ),
it also minimizes W (λ)/λ, which is the slope of the chord connecting the origin
to the point (λ,W (λ)) on the graph of W (λ). But this slope is minimized over
λ ∈ [0, µ) when the chord is tangent to the graph of W (λ), that is when
W (λ)/λ = W ′(λ). (In Figure 2.25, α := minλ∈[0,µ)W (λ)/λ = 1/P (λp).)

It is interesting to compare the arrival rate, λp, dictated by the power
criterion, to the system-optimal and individually optimal arrival rates, λs

and λe, respectively, for the model based on deterministic reward and linear
waiting cost. In particular, for an M/M/1 queue, note that λp = µ/2, so that
λp = λs = µ −

√
µh/r if and only if h/r = µ/4 , and λp = λe = µ − h/r if

and only if h/r = µ/2.

Remark 7 The power criterion takes the form of a benefit-cost ratio. It is
well known in economic theory that maximizing the ratio of benefit to cost
can lead to decisions that are inconsistent with intuition and common sense
in certain problem contexts. This is particularly true when, as in the present
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Figure 2.25 Graphical Illustration of Power Maximization

context, the benefits and costs do not accrue to the same entity. For note that
λ is a measure of benefit (per unit time) to the system operator or (in the case
of social optimality) to the collective of all customers, whereas W (λ) is a cost
incurred by each customer. By contrast, a benefit-cost ratio in which both
benefit and cost are measured per unit time and accrue to the same entity
would be

throughput per unit time
waiting cost per unit time

=
λ

L(λ)
=

λ

λW (λ)
=

1
W (λ)

,

which is maximized by setting λ = 0: a not-very-interesting result.

2.5.0.1 Exercises

1. Show that P (λ) is strictly concave in the case of a steady-state M/GI/1
queue.

2. Show that W (λ) is strictly convex in the case of a steady-state M/GI/1
queue.

2.5.1 Generalized Power Criterion

The definition of power (2.35) implies a specific trade-off between throughput
and delay. Different system operators, however, may have different relative
sensitivities to throughput and delay. In order to accommodate such differ-
ences, several authors have proposed a generalized power criterion, in which
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the original definition of power is replaced by

P (λ) :=
λα

W (λ)
. (2.38)

Here the parameter α > 0 is a weighting factor that may be used by the
system manager to achieve a desired trade-off between throughput and average
waiting time.

As in the special case, α = 1, already considered above, we have P (λ) > 0
for all 0 < λ < µ and P (λ) → 0 as λ → 0 and as λ → µ. Hence, an optimal
solution always lies in the interior of the feasible region: 0 < λp < µ. The
necessary condition for an interior solution is P ′(λ) = 0 for λ = λp. Since

P ′(λ) =
λα−1

(W (λ))2
(αW (λ)− λW ′(λ)) ,

P ′(λ) = 0 if and only if

αW (λ)− λW ′(λ) = 0 . (2.39)

Remark 8 The maximum generalized power is achieved at a point where
the external effect equals α times the internal effect for the case of a linear
waiting-cost function, G(λ) = h ·W (λ). Thus, in choosing the parameter α in
the generalized power criterion, we are in effect choosing the ratio of external
effect to internal effect for the case of a linear waiting-cost function.

Again, we would like to know if and when the necessary condition (2.37) is
also sufficient. Note that if W (λ) is convex and α < 1, then αW (λ)− λW ′(λ)
is strictly decreasing in λ and hence (2.37) has a unique solution, λ = λp.
When α > 1, however, we cannot establish sufficiency without further making
assumptions about W (λ).

As an example, consider the special case of an M/M/1 queue with service
rate µ, for which

P (λ) = λα(µ− λ) ,
so that

P ′(λ) = λα−1(αµ− (α+ 1)λ) ,
and hence the necessary condition P ′(λ) = 0 has a unique solution,

λ =
(

α

α+ 1

)
µ , (2.40)

which is ipso facto the optimal arrival rate, λp. Note that in this special case
the necessary condition always has a unique solution, regardless of the value
of α, even though P (λ) is not concave unless α ≤ 1.

2.5.2 Generalized Power Criterion as Special Case of Net-Benefit Criterion

Note that maximizing P (λ), as defined in (2.38), is equivalent to maximizing

ln(P (λ)) = α ln(λ)− ln(W (λ)) . (2.41)
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This objective function is in the general form of our net-benefit model, with
logarithmic utility function

U(λ) = α ln(λ) , (2.42)

and waiting cost per unit time

H(λ) = λG(λ) = ln(W (λ)) . (2.43)

Thus the waiting cost per customer takes the form

G(λ) =
ln(W (λ)

λ
.

Since ln(·) is concave, increasing, and differentiable, the utility function defined
by (2.42) satisfies our default conditions. The default assumptions for the
waiting-cost function, G(λ) = H(λ)/λ, are that it be differentiable and strictly
increasing. This will be true if and only if

ln(W (λ)) <
λW (λ)
W ′(λ)

, λ ≥ 0 . (2.44)

Hence, under condition (2.44), the (generalized) power criterion may rightly
be considered as a special case of our net-benefit criterion.

Note, however, that the assumption that H(λ) = λG(λ) is convex, which we
needed for many of our results in the net-benefit model, will not necessarily
hold. Convexity of H(λ) = ln(W (λ)) is equivalent to log-convexity of W (λ)
– a stronger property than just convexity of W (λ). As an example in which
W (λ) is log-convex, consider again the M/M/1 queue with service rate µ, in
which

ln(W (λ)) = ln((µ− λ)−1) = − ln(µ− λ) ,

which is convex in λ.
Note that, since H(0) = 0, convexity of H(λ) (that is, strict log-convexity

of W (λ)) implies that G(λ) = H(λ)/λ is strictly increasing, that is, condition
(2.44) holds.

Thus, if W (λ) is log-convex, all of our default assumptions hold for the net-
benefit maximization problem (2.41) equivalent to the power-maximization
problem. The question remains:

Viewed from the perspective of the net-benefit criterion, how realistic are the
specific utility and waiting-cost functions implied by the power criterion (cf.
(2.42) and (2.43))?

The requirement of a logarithmic utility function is, of course, very specific,
but it does satisfy our default assumptions for utility functions. The assump-
tion that H(λ) = ln(W (λ)) is quite restrictive, however. Note that it implies
that G(λ) = f(W (λ), λ), where

f(w, λ) :=
lnw
λ

, w > 0 , 0 < λ < µ .

Thus, for a fixed λ, a customer’s sensitivity to delay is a function only of its
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average waiting time, W (λ). Higher moments of the waiting time are irrele-
vant. Moreover, the marginal sensitivity decreases as the average waiting time
increases (since the logarithm is a concave function). Finally, for a fixed w,
the sensitivity to delay decreases as λ increases. Again, these assumptions are
quite restrictive and even counterintuitive.

Our conclusion is that, before adopting the power criterion, one should be
aware of its unorthodox behavioral implications, when viewed through the
lens of standard utility theory.

2.6 Bidding for Priorities

Consider the following variant of the individual optimization problem. Instead
of being charged a fixed toll, δ, to enter the system, individually optimizing
customers submit bids to the system controller and are served in decreasing
order of the size of their bids. In this section we consider a special case of this
model.

We consider a steady-state M/M/1 queue with service rate µ, linear utility
function, U(λ) = r · λ, and linear waiting cost, with h = cost per unit time
spent waiting in the system. That is, each customer who joins receives a
fixed reward r and incurs a waiting cost at rate h per unit time while in the
system. Now, however, those customers who decide to join may offer a payment
to purchase priority. A joining customer is placed in the queue ahead of all
those with smaller payments, including the customer in service. That is, the
customer in service is preempted when a higher-paying customer joins. The
preempted customer’s service resumes where it left off at the next time instant
when no customers who made larger payments are in the system. As usual we
assume that the arriving customers are not able to observe the system state
(that is, the number of customers present and the payments they made), but
instead base their joining and payment decisions on knowledge of the system
parameters, µ, r, and h.

We shall characterize the individually optimal joining probability and the
associated distribution of payments and compare the resulting arrival rate to
the socially optimal arrival rate, λs. As before, λs maximizes social welfare,
that is, the overall expected net benefit per unit time, B(λ) = λ(r− hW (λ)).
Like the congestion toll discussed previously, the payments of customers act
simply as transfer payments; the facility operator collects the payments and
then redistributes them in equal shares among all potential arrivals. Thus
they have no effect on social welfare. Note also that, since the service-time
distribution is exponential, the remaining service time of each customer in the
system has the same (exponential) distribution. Hence, the order of service
has no effect on W (λ), the waiting time in the system averaged over all joining
customers, which is therefore given by

W (λ) =
1

µ− λ
,

as in the case of a FIFO queue discipline. To simplify the analysis, let us
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assume that r > h/µ, so that λs is the (unique) solution in [0, µ) to the
first-order optimality condition B′(λ) = 0, or, equivalently,

r = h(W (λ) + λW ′(λ)) =
hµ

(µ− λ)2
. (2.45)

Now let a denote the joining probability and {F (x), x ≥ 0} the cumulative
distribution function of the payment offered by a joining customer. Assume
for now that F (0) = 0 and that F (x) is continuous and strictly increasing on
an interval [0, xmax], where xmax > 0 and F (xmax) = 1. (It turns out that
these assumptions are without loss of generality, as we shall see presently.)

We seek an individually optimal pair, (a, {F (x), x ≥ 0}). First we shall
consider the equilibrium behavior of those customers who join the system,
for a given (arbitrary) value of the arrival rate, λ. The governing property
of a Nash equilibrium – that no customer shall have an incentive to deviate
unilaterally – requires that the expected net benefit should be the same for all
such customers. Let Wx(λ) denote the expected waiting time in the system of
a customer who joins and pays x. The expected net benefit for such a customer
is r − (x+ hWx(λ)). It follows that, for some constant K,

r − (x+ hWx(λ)) = K , for all x ∈ [0, xmax] . (2.46)

In particular,
r − hW0(λ) = K . (2.47)

Now let us evaluate W0(λ). Recall that λ is the rate at which customers are
joining the system. Note first that a joining customer who pays zero goes
to the end of the queue and stays there until its service is completed. (The
assumption that F (0) = 0 ensures that the probability is zero that another
customer offers a zero payment.) If there are n customers present when it joins,
then its waiting time in the system is distributed as the sum of n + 1 busy
periods, generated by the arrivals during the service of each of the n customers
as well as its own service. Each of these busy periods has expected duration
1/(µ−λ) and the expected number of customers present at the arrival (using
PASTA) is L(λ) = λ/(µ− λ). Thus

W0(λ) =
(

λ

µ− λ
+ 1
)

1
µ− λ

=
µ

(µ− λ)2
. (2.48)

To derive xmax and F̂ (x), first note that (2.46), (2.47), and (2.48) imply that

Wx(λ) = W0(λ)− x

h
=

µ

(µ− λ)2
− x

h
. (2.49)

In particular, a customer who pays x = h[µ/(µ−λ)2−1/µ] waits for Wx(λ) =
1/µ time units. But no matter what its payment, a joining customer must
wait for at least 1/µ time units, since this is its expected time in service.
Therefore, no customer will have an incentive to pay more than this amount
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and we conclude that

xmax = h

(
µ

(µ− λ)2
− 1
µ

)
. (2.50)

(Note that this is just the cost of the time spent in the queue by a customer
who pays zero, which is the maximal waiting cost that can be saved by making
a positive payment.)

Now the same argument that we used to derive an explicit expression for
W0(λ) can be applied to yield

Wx(λ) =
µ

(µ− λ(1− F (x)))2
, (2.51)

for an arbitrary arrival rate λ and payment distribution F (x). This is because
a customer who pays x must wait for all customers present who have paid
more than x and for the busy periods generated by all arrivals during their
service times who pay more than x. The arrival rate of such customers is
λ(1− F (x)). It follows from (2.51) and (2.49) that

λ(1− F (x)) = µ−
√

µ

Wx(λ)

= µ−
√

hµ
hµ

(µ−λ)2 − x
. (2.52)

Now let us turn our attention to λe, the equilibrium value of λ. In order to
have a Nash equilibrium for all customers – those who join and those who do
not – we must have K = 0, since the net benefit of a customer who does not
join is zero. Therefore, from (2.47) it follows that λe must satisfy

r = hW0(λ) .

It follows from this result and equations (2.45) and (2.48) that λs = λe.
We conclude that the individual customers, given the option of paying for

preemptive priority and then left to their own devices, attain the socially
optimal arrival rate. This result is in sharp contrast to what happens in the
system without priority payments, in which the individually optimal arrival
rate is strictly greater than the socially optimal arrival rate and it is neces-
sary to impose a congestion toll in order to induce the customers to behave
optimally.

The following is an intuitive explanation for this result. It follows from
(2.46) that λe satisfies

x+ hWx(λe) = hW0(λe) , for all x ∈ [0, xmax] . (2.53)

Now since the customer who pays zero goes to the end of the queue and stays
there until its service is completed, this customer imposes no external effect
(in the form of additional waiting costs) on other customers. That is, it bears
the entire social cost (internal plus external effect) of its decision to join. On
the other hand, since the service times are exponentially distributed and the
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queue discipline is preemptive resume, the order of service has no effect on
the social welfare. Thus, the social cost caused by each customer who joins
is independent of its payment and therefore equals hW0(λ). Now a customer
who pays x waits Wx(λ) time units and the costs it incurs contribute hWx(λ)
to the social cost. The difference, h[W0(λ) −Wx(λ)] represents the external
effect imposed by this customer on other customers. But (2.53) implies that
this expression equals x, so that in equilibrium the amount paid by each
joining customer is exactly equal to its external effect, which explains why the
customers’ individually optimizing behavior is socially optimal.

2.6.1 Explicit Solution for Distribution of Priority Payments

Equation (2.52) gives an explicit expression for the equilibrium distribution
of priority payments when the arrival rate equals λ. If the arrival rate is also
in equilbrium – that is, if λ = λe = λs – then it follows from (2.45) and (2.52)
that F (x) ≡ F̂ (x), and

F̂ (x) =

√
hµ
r−x −

√
hµ
r

µ−
√

hµ
r

, x ∈ [0, xmax] . (2.54)

Note that F̂ (0) = 0 and F̂ (x) is continuous and strictly increasing on [0, xmax]
(as we assumed). Moreover, it follows from equations (2.50) and (2.45) that

xmax = r − h/µ .

The equilibrium bid distribution, F̂ (x), is graphed in Figure 2.26, for the
case r = 50, h = 1, µ = 1. It is interesting to note that approximately 80% of
the bids are within 20% of the maximum bid, xmax.

2.7 Endnotes

Section 2.1

The basic model for arrival-rate selection introduced in this section is a
generalization of the simple M/M/1 model with deterministic reward and
linear waiting costs discussed in Section 1.2 of Chapter 1.

The assumption that utility (or value) is a concave function of the arrival
rate pervades the literature on optimization of queues. Mendelson [143] de-
veloped a queueing model for a computer facility in a firm, in which the
aggregate value of the facility to the firm is assumed to be a concave function
of the number of jobs arriving (and processed) per unit time. (See also Dewan
and Mendelson [54] and Stidham [187].) Mendelson cites Sharpe [176] as a
source for this assumption in the context of models for computer facilities.
Decreasing marginal utility (i.e., a concave utility function) is also a standard
assumption in classical decision theory and microeconomics. In models for
communication networks, it is often assumed that each user or application
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Figure 2.26 Graph of Equilibrium Bid Distribution

has a utility function which is concave in its allocated bandwidth (i.e., the
number of messages/packets/bytes transmitted per unit time). Shenker [179]
uses the term elastic demand to refer to such a user or application. See also
Kelly [105]. (But note that “elastic” in this context does not mean the same
thing as in classical microeconomics.)

The distinction between individual and social optimization was introduced
in the context of control of an M/M/1 queue with deterministic reward and
linear waiting cost in a seminal paper by Naor [151]. As mentioned in the
endnotes to Chapter 1, Edelson and Hildebrand [59] studied the same model
in a design setting and showed that the socially optimal and facility optimal
arrival rates coincide. They did not explicitly compare individual and social
optimization, however. Stidham [185] made this comparison and gave the ex-
plicit expression for the external effect. To the best of my knowledge, the
material on facility optimal arrival rates and the comparison with socially
optimal rates for a general concave utility function is new.

Section 2.3

In models for control of queues, the assumption that potential arriving
customers have i.i.d. random rewards was introduced by Miller [147] and
Cramer [47] and extended by Lippman [132], Lippman and Stidham [131],
Stidham [183], and Johansen and Stidham [100]. Random rewards in the con-
text of design models have a shorter history. The connection between a concave
utility (value) function and random rewards was pointed out by Dewan and
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Mendelson [144], under restrictive assumptions on the reward distribution.
The extension in this section to a general reward distribution is new.

The analysis of reward distributions with heavy tails and the implications
for facility optimization have not previously appeared in the literature, as far
as I know.

A good reference on heavy tails is Embrechts et al. [61]. Our definition of a
heavy-tailed distribution coincides with theirs; there are other definitions in
the literature.

For a proof that limx→∞ xF̄ (x) = ∞ for a distribution F with regularly
varying tail (Example 2), see Proposition A3.8 on p. 568 in [61].

For a reference on the Peter and Paul distribution, see Embrechts et al [61].

Section 2.4

The material in this section is based on Stidham [187].

Section 2.5

Kleinrock [114] introduced the concept of power as a measure of the trade-off
between throughput and delay in communication systems. Power and gener-
alized power have continued to be popular in the communications literature.

Section 2.6

The model and results in this section are from Hassin [85], with additional
material from Stidham [188].



CHAPTER 3

Dynamic Adaptive Algorithms:
Stability and Chaos

This chapter focuses on dynamic algorithms for finding the equilibrium or
optimal arrival rates and prices in a single-facility, single-class queueing sys-
tem. We introduced this topic in Chapter 2, proposing there a simple dynamic
algorithm for adjusting the arrival rate at discrete time points and showing
that it either converges to the equilibrium arrival rate (stability) or diverges
(instability), depending on the values of the economic and structural param-
eters in the model. In this chapter we expand on this subject and consider a
variety of dynamic algorithms in discrete and continuous time.

After introducing the basic model (in Section 3.1), we extend (in Section 3.2)
the discrete-time, dynamic-system algorithm of Chapter 2 to allow adaptive
expectations, in which customers predict the future price based on a convex
combination of the current price and the previous prediction. We give con-
ditions for local and global stability of the equilibrium flow allocation. We
show that the algorithm can lead to chaotic behavior when the equilibrium is
unstable. That is, the price and arrival rate can follow aperiodic orbits, which
appear to be completely random. Section 3.2.1 presents the basic results con-
cerning stability, instability, and chaotic behavior of the sequence of prices
and arrival rates in the multi-period model. Most of these results consist of
applications of theorems from dynamic-systems theory to our model. These
results are then illustrated in the context of a steady-state M/GI/1 queue
with uniform value distribution in Section 3.2.2. We exhibit explicit ranges of
parameter values in which the system is stable, unstable, or exhibits chaotic
behavior, and present a numerical example (an M/M/1 queue). We summarize
the results for the basic discrete-time dynamic model in Section 3.2.3.

In Section 3.3 we briefly discuss variants of the discrete-time algorithm in
which customers predict future arrival rates rather than prices and/or the
predictions are based on current arrival rates instead of prices.

Sections 3.4 and 3.5 introduce and analyze continuous-time dynamic adap-
tive algorithms, in which the prices or arrival rates evolve continuously ac-
cording to a differential rather than a difference equation. Here we use the
concept of Lyapunov functions from the theory of dynamical systems to show
that the algorithms converge to the equilibrium price or arrival rate, regard-
less of the values of the system parameters. In particular, chaotic behavior is
not possible.

83



84 DYNAMIC ADAPTIVE ALGORITHMS: STABILITY AND CHAOS

3.1 Basic Model

Our basic model is the single-facility model we introduced in Chapter 2. For
convenience we summarize the model assumptions here. We consider a service
facility defined by the following ingredients:

• the arrival rate λ – the average number of customers actually entering
the system per unit time (a decision variable);

• the (gross) utility U(λ) received per unit time when the arrival rate is λ;

• the average waiting cost per customer, G(λ);

• the admission fee or toll, δ, paid by each entering customer.

The set of feasible values for λ is denoted A. Our default assumption will be
that A = [0,∞). The utility function U(λ) is strictly increasing, differentiable,
and strictly concave in λ ∈ A. The waiting-cost function G(λ) takes values in
[0,∞] and is nondecreasing and differentiable in λ ∈ A. The sum of the toll
and the waiting cost constitutes the full price of admission: π = δ +G(λ).

Our primary interest is in the equilibrium arrival rate and the equilibrium
full price for individually optimizing customers, assuming a given, fixed toll
(or in some cases a time-varying toll). As usual we will be able to extend our
results to social and facility optimality by assuming that the facility operator
can set the toll to achieve these objectives.

Customers are self-optimizing. A potential arriving customer, seeking to
maximize its net benefit, has an incentive to join the system if its service
value exceeds the admission price. Customers cannot observe the congestion
in the system, however, before deciding whether or not to join. Hence, they do
not know the waiting cost, G(λ), nor the admission price, π = δ+G(λ), before
entering. We assume that customers form an estimate or prediction, π̂, of the
admission price, π, and base their join/balk decision on this predicted price.
(We shall discuss possible mechanisms for forming this prediction presently.)
Thus, a potential arriving customer joins the system if and only if its service
value exceeds the predicted price, π̂.

The resulting arrival rate, denoted by λ(π̂), is therefore the unique solution
in [0,∞) to the conditions,

U ′(λ) ≤ π̂ ,

U ′(λ) = π̂ , if λ > 0 .

As a result, the actual full price experienced by a joining customer is π =
δ+G(λ(π̂)). If π̂ = π – that is, if the predicted price equals the actual price –
then π is a Nash equilibrium (for individually optimizing customers) because
no customer has an incentive to deviate unilaterally from the prediction π̂ = π
(and the associated join/balk decision based on it).

The equilibrium price (denoted πe) thus satisfies the equation

πe = δ +G (λ(πe)) . (3.1)
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For λ = λ(πe), we therefore have (by the definition of λ(π̂))

U ′(λ) ≤ δ +G(λ) , (3.2)
U ′(λ) = δ +G(λ) , if λ > 0 . (3.3)

It follows that λ(πe) = λe, the unique solution to the equilibrium equations
for an individually optimal arrival rate (cf. Section 2.1.1 of Chapter 2).

3.2 Discrete-Time Dynamic Adaptive Model

Now, following the approach introduced in Chapter 2, we consider a dynamic
model in which the service facility operates over a succession of discrete time
periods labeled n = 0, 1, . . ..∗ Let π̂(n) denote the predicted price for period n,
n = 0, 1, . . .. The resulting arrival rate in period n is given by λ(n) = λ(π̂(n)).
The arrival rate λ(n) in turn induces the actual price π(n) = δ + G(λ(n)).
Observing this price, the customers then collectively form a prediction π̂(n+1)

of the price in the next period, π(n+1), using a convex combination of the
current price π(n) and the previous estimate π̂(n), viz.

π̂(n+1) = (1− ω)π̂(n) + ωπ(n), (3.4)

where ω ∈ (0, 1].
The prediction (3.4) is an exponential-smoothing forecast of π(n+1), based

on past prices π0, . . . , π
(n), under what is known as adaptive expectations in

the economics literature. In the boundary case, ω = 1, we have π̂(n+1) = π(n)

and hence
λ(n+1) = λ(π(n)) = λ(δ +G(λ(n))) ,

which is the general form of the difference equation governing the dynamic
model that we studied in Chapter 2. This is generally referred to as static
expectations in the economics literature. In the general case of adaptive ex-
pectations (ω ∈ (0, 1]) we shall find it more convenient to work with a recursion
in the predicted prices such as (3.4)) than with a recursion in the arrival rates.

Remark 1 The static-expectations model is naive in several regards. For
one it assumes that each customer ignores the presence of others acting in the
same manner. During periods when arrivals are frequent, customers predict
that the high waiting cost will persist and thus they tend to elect not to
enter during the next period, producing a period of low utilization with a
corresponding low waiting cost. This then triggers a surge of arrivals in the
subsequent period as customers overreact to the low price. Since there is no
learning process involved, this pattern tends to repeat itself in periodic swings
about the equilibrium.

In an attempt to rectify these shortcomings, the adaptive expectations
model allows customers to learn from and correct for past errors. By rewriting

∗ The material in this section is taken from Rump and Stidham [170], in which one may
find proofs of the results, which are quite technical. The reader who is interested in a
brief verbal summary of the results is referred to Section 3.2.3.



86 DYNAMIC ADAPTIVE ALGORITHMS: STABILITY AND CHAOS

(3.4) as
π̂(n+1) − π̂(n) = ω(π(n) − π̂(n)) , (3.5)

one readily sees the dampening effect that adjustments have on the observed
prediction error π(n) − π̂(n) in period n. As we shall see later, however, this
quantitative dampening may be accompanied by a qualitative destabilization,
in which the swings about the equilibrium are wildly erratic and apparently
random (chaotic).

Since each successive forecast, π̂(n), seeks to predict the price, π(n) =
δ + G(λ(π̂(n))), we can view this dynamic pricing process as an equilibrium-
seeking pricing algorithm governed by the first-order nonlinear difference equa-
tion,

π̂(n+1) = Π̂(π̂(n)) , (3.6)

where

Π̂(π̂) := (1− ω)π̂ + ωΠ(π̂) , (3.7)
Π(π̂) := δ +G(λ(π̂)) . (3.8)

Consider a fixed point solution of the map Π̂(·), that is, a value of π̂ such
that

π̂ = Π̂(π̂) .

It follows from (3.7) and (3.8) that

π̂ = Π(π̂) = δ +G(λ(π̂)) ,

that is, π̂ is also a fixed point of the map Π(·) and, by (3.1), an equilibrium
price, that is, π̂ = πe. Note that Π(π̂) is nonincreasing, since we have assumed
that U ′(λ) is nondecreasing and G(·) is nondecreasing. Thus, the equilibrium
price, πe, is the unique fixed point of both Π and Π̂.

Returning to the dynamic algorithm, observe that, based on the comparison
between the value of service and the prediction π̂(n) of the price in period n,
the customers adjust their service demand (arrival rate) for that period. The
quantity of service demanded, that is, the resulting arrival rate λ(n) is given
by

λ(n) = λ(π̂(n)) = D−1(π̂(n)) .

Here D−1(·) := λ(·) may be interpreted as the inverse demand curve from
standard economic theory. Using this relation we can rewrite the price during
period n as a function of the predicted price for period n, as follows:

π(n) = δ +G(λ(π̂(n))) = S(D−1(π̂(n))) , (3.9)

where S(·) := δ + G(·) may be interpreted as the supply curve. When the
system is in economic equilibrium, the predicted and actual prices coincide,
so that

π(n) = S(D−1(π(n))) ,

or, equivalently,
S−1(π(n)) = D−1(π(n)) .
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That is, supply equals demand.

Remark 2 Note that the behavior of the service facility is demand driven
by the customers’ decisions, as opposed to the production markets frequently
analyzed in the economic literature, which are supply driven. In a supply-
driven market the quantity supplied to the market S−1(π̂(n)) is based on the
supplier’s price predictions π̂(n). This quantity then determines demand, and
the price set by the market, π(n) = D(S−1(π̂(n))), is the marginal value at the
demand level.

3.2.1 Stability, Instability, and Chaos

We now study the asymptotic behavior of the dynamical system (3.6) about
the unique fixed-point equilibrium. In particular, we seek to develop condi-
tions for equilibrium stability, i.e., asymptotic convergence of the algorithm
to the equilibrium. More precisely, the equilibrium price, πe, is called locally
stable (or simply stable) if π̂(n) → πe for all π̂(0) in a neighborhood of πe. It is
called globally stable if the algorithm converges for all starting prices, π̂(0). We
shall also study the dynamics about an unstable equilibrium, i.e., the behavior
of the algorithm when it diverges.

In this section and the immediately following section, we shall focus at-
tention on single-server queues in which the waiting cost (and other induced
measures) depend on an additional service-capacity parameter, µ. In appli-
cations to classical queueing models, such as the M/GI/1 queue operating in
steady state (cf. the model in Section 3.2.2), µ is the service rate of the single
server (the reciprocal of the average service time). To denote explicitly the
dependence on µ, we shall often append µ as a subscript to the economic and
structural measures and write, for example, Gµ(·), Πµ(·), Π̂µ(·), πµ, and π̂µ.

We shall also restrict our attention to the special case where the utility
function, U(λ), is induced by a probabilistic reward-threshold joining rule
on the part of customers with i.i.d. service values with distribution function,
F (r) = P{R ≤ r}, r ≥ 0. (See Section 2.3 of Chapter 2.)

We make the following assumptions:

• for each fixed µ > 0, Gµ(λ) is strictly increasing in λ ∈ [0, µ), Gµ(0) > 0,
limλ↑µGµ(λ) =∞, and Gµ(λ) =∞ for λ ≥ µ;

• for each fixed λ ≥ 0, Gµ(λ) is strictly decreasing in µ > λ;

• Gµ(·, ·) ∈ C3 as a function of (λ, µ) for 0 ≤ λ < µ;

• F is strictly increasing and F ∈ C3 in its support, R = [d, a].

These assumptions are satisfied, for example, in the steady-state M/GI/1
model with linear waiting cost which we introduce in the following section.
(The last two assumptions are not required for all our results, but are imposed
here to avoid technicalities and simplify the exposition.)

Theorem 3.1 A noninterior price equilibrium, πeµ 6∈ (d, a), is globally stable.
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Moreover, global convergence to the equilibrium is monotonic after the first
step.

In light of this result, we shall henceforth focus attention on the case of an
interior equilibrium, πeµ ∈ (d, a). We make two assumptions to ensure that this
is the case. In order to have πeµ < a, we require δ+Gµ(0) < a. (That is, there
is an incentive for at least some customers to join the facility.) This implies
δ < a and imposes a lower bound, µ, on the allowable service rate, since Gµ(λ)
is decreasing in µ. (If the maximal service value a is infinite, then µ := 0.)
Likewise, in order to have πeµ > d, we require that δ+Gµ(Λ) > d, so that the
incentive is not so great that all potential arrivals decide to join. For δ < d
and µ > Λ, this requirement imposes an upper bound, µ̄, on the allowable
service capacity, since Gµ(Λ) is decreasing in µ. Otherwise, this upper bound
is not required, and we let µ̄ =∞.

Theorem 3.2 There exists a µg ≥ 0 such that, if µ > µg, then πeµ is a globally
stable equilibrium under both static and adaptive expectations (ω ∈ (0, 1]).

Remark 3 This is a sufficiency condition. It does not imply that the equi-
librium is unstable when µ < µg. It may still be stable but not globally so.

From now on we shall concern ourselves with local behavior of the algorithm
(3.6) in a neighborhood of an interior equilibrium. It is well known that the
equilibrium is locally stable (unstable) if | ∂∂π̂ Π̂µ(πeµ)| < 1 (| ∂∂π̂ Π̂µ(πeµ)| > 1).
The nonincreasing nature of Πµ(π̂) guarantees ∂

∂π̂ Π̂µ(π̂) < 1 for all π̂, yielding
the following result.

Theorem 3.3 Let v := ∂
∂πΠµ(πeµ).

• If v > (ω − 2)/ω, then the equilibrium πeµ is stable.

• If v < (ω − 2)/ω, then πeµ is unstable.

• If v = (ω − 2)/ω, then the test is inconclusive.

It is interesting to observe that the size of the stability region grows as the
smoothing coefficient ω decreases. For ω = 1 the stability region is at its small-
est. In other words, stability under static expectations implies stability under
adaptive expectations, but not vice versa. Therefore, an unstable equilibrium
under static expectations may be stable under adaptive expectations.

We now turn our attention to the region of instability. The change from
stability to instability occurs at parameter values µ̂ – called bifurcation values
– for which the stability test in Theorem 3.3 is inconclusive.

Remark 4 As indicated in Remark 3, the µg found in Theorem 3.2 need not
be a bifurcation value. This is not the case in the M/M/1 example studied in
Chapter 2 for ω = 1. In that model there is a single bifurcation value µ̂, and
the equilibrium is globally stable if and only if µ > µ̂.

The uncertainty about the equilibrium stability at these bifurcation values
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is partially removed by the following theorem which makes use of the so-called
Schwarzian derivative:

σ := −2
∂3

∂π̂3
Π̂µ(πeµ)− 3

(
∂2

∂π̂2
Π̂µ(πeµ)

)2

.

Theorem 3.4 Suppose ∂
∂π̂ Π̂µ(πeµ) = −1, i.e., ∂

∂πΠµ(πeµ) = (ω − 2)/ω.
• If σ < 0, then the equilibrium πeµ is stable.
• If σ > 0, then πeµ is unstable.

Let πeµ̂ denote the fixed-point equilibrium of the map Π̂ µ̂ corresponding to
a bifurcation value µ̂. The point (πeµ̂, µ̂) is called a bifurcation point since it is
common that the stable equilibrium will “split apart” there. More formally,
the map often undergoes a period doubling, in which stability passes from
the equilibrium fixed point πeµ (period one) to a pair of period-two points

π
(1)
µ < πeµ and π

(2)
µ > πeµ for which Π̂µ(π(1)

µ ) = π
(2)
µ and Π̂µ(π(2)

µ ) = π
(1)
µ .

In other words, the equilibrium πeµ becomes unstable, and the process cycles

between two stable fixed points of the two-fold composition Π̂
2

µ = Π̂µ ◦ Π̂µ.
The precise nature of a period-doubling bifurcation depends on the Schwarzian

derivative as well as η :=
∂Π̂µ

∂µ

∂2Π̂µ

∂π̂2
+ 2

∂2Π̂µ

∂π̂∂µ
, as specified in the following

theorem:

Theorem 3.5 If a bifurcation point (πeµ̂, µ̂) satisfies η 6= 0 and σ 6= 0, then
it is a period-doubling bifurcation. For η > 0 and σ < 0 we have the following
behavior when µ lies in a neighborhood of µ̂: the equilibrium πeµ is stable for
µ ≥ µ̂ and becomes unstable for µ < µ̂ where a stable cycle of period-two points
emerges. Reversing the sign of η reverses the stability of the equilibrium, while
reversing the sign of σ reverses the stability of the period-two cycle. Also,
reversing the sign of only one of either η or σ reverses the side of µ̂ on which
the cycle lies.

As stated in Theorem 3.5, the emerging period-two fixed points π̂(1)
µ and π̂(2)

µ

of Π2
µ(π̂) are stable only for parameters µ in a neighborhood of µ̂. Outside this

neighborhood it is possible that the period-two points, themselves being fixed
points of the map Π̂

2

µ(π̂), undergo a period-doubling bifurcation as well when

|(∂/∂π̂)Π̂
2

µ(π̂)| = 1. The chain rule implies that both points must bifurcate

at the same time since the slope of Π̂
2

µ(π̂) at each point is (∂/∂π̂)Π̂
2

µ(π̂(1)
µ ) =

(∂/∂π̂)Π̂
2

µ(π̂(2)
µ ) = (∂/∂π̂)Π̂µ(π̂(1)

µ ) · (∂/∂π̂)Π̂µ(π̂(2)
µ ).

Since the map Π̂µ(·) = Πµ(·) is nonincreasing under static expectations
(ω = 1), this additional bifurcation cannot occur in this setting. In fact,
the only possible unstable behavior in this case is divergence or a period-
2 cycle. We can readily see this by choosing without loss of generality an
initial predicted price π̂(0) > πeµ. Monotonicity implies π̂(1) = P (π̂(0)) <

P (πeµ) = πeµ and π̂(2) = P (π̂(1)) > P (πeµ) = hpieµ. Induction then implies
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that convergence, a 2-cycle or divergence depends solely on whether π̂(2) <
π̂(0), π̂(2) = π̂(0), or π̂(2) > π̂(0), respectively. Due to this limited behavior
under static expectations we focus in this chapter on the adaptive-expectations
model where ω ∈ (0, 1).

The nature of this new bifurcation will again be determined by Theorem 3.5,
with Π̂µ replaced by Π̂

2

µ If the conditions in Theorem 3.5 are met, each branch
of the formerly stable two-cycle will become unstable and split into two new
stable branches, creating a stable four-cycle. In general, this period-doubling
scenario can continue ad infinitum over a range of µ, creating regions where
price predictions follow a stable cycle of period 2n, n = 0, 1, . . ..

Typically, at a limit point of the sequence of period-doubling bifurcation
points of the parameter µ, the price predictions will begin to oscillate in an
aperiodic fashion, a telling sign of what has been coined deterministic chaos.
In fact, periodic cycles of arbitrary order k (including aperiodic cycles) will
become visible. In a somewhat weaker sense, the existence of such cycles of
arbitrary order k (including aperiodic cycles), though possibly not attracting,
is called chaos in the Li/Yorke sense. Such chaotic maps display a sensitive
dependence on initial conditions for which (i) every aperiodic trajectory comes
arbitrarily close to every other trajectory yet must eventually move away, and
(ii) every aperiodic cycle must eventually move away from any periodic cycle.
The condition for Li/Yorke chaos simply relies on the existence of a sequence
of iterates π̂0, π̂1 = Π̂µ(π̂0), π̂2 = Π̂µ(π̂1) and π̂3 = Π̂µ(π̂2) satisfying π̂2 <
π̂1 < π̂0 ≤ π̂3 (or π̂2 > π̂1 > π̂0 ≥ π̂3). For the case of linear waiting costs
and bounded service values, we can form the following Li/Yorke theorem for
our model.

Theorem 3.6 Suppose that service values are bounded above by a < ∞ and
that the waiting costs are linear, i.e., Gµ(λ) = hWµ(λ). Li/Yorke chaos exists
under adaptive expectations provided the average delay (waiting time in the
queue), Dµ(λ) = Wµ(λ)− 1/µ, satisfies

Dµ(λ2) ≥ ($ + 1)(µ−1 − µ−1), (3.10)

where $ := (1 + (1 − ω)2)/(1 − ω) > 2, λ2 := ΛF̄ (a − ωh(µ−1 − µ−1)) and
µ := h/(a− δ).

The form of the Li/Yorke condition in Theorem 3.6 motivates the following
observations.

Remark 5 For a particular service capacity µ, Li/Yorke chaos exists for
sufficient variability in the customers’ job sizes. This arises from the fact that
the mean queueing time in a system increases in the variability of the service
times.

Remark 6 The existence of Li/Yorke chaos depends on the shape of the
customer-value distribution, F (·). A distribution which is skewed to the left,
where more customers receive high rewards close to a than low rewards near
d, lends itself to chaos more than a uniform distribution. This occurs because,
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for a particular price prediction π̂2, a greater proportion of customers will have
a value that exceeds π̂2 than in the uniform case. Thus, the resulting arrival
rate λ2 = ΛF̄ (π̂2) and the associated expected queueing delay will both be
greater. For the same reason a uniform distribution realizes chaos more often
than a right-skewed distribution.

The period-doubling route to chaos has been shown to occur universally
in a variety of one-dimensional, noninvertible maps often called “generally
quadratic” in the sense that they have one critical point and a Schwarzian
derivative that is negative. In our adaptive-expectations model, the map Π̂µ(·)
often contains a minimum. This is a consequence of the fact that Πµ(π̂) is
decreasing in π̂, but asymptotic to π + hWµ(0). Thus as π̂ increases, the
increasing linear term (1 − ω)π̂ comes to dominate in the map Π̂(·). Thus,
we expect that in general our model will exhibit period-doubling behavior
towards a chaotic regime.

In the next section we shall examine the M/GI/1 queueing model with
uniform value distribution. In this setting we shall explore the issues covered
in this section, namely, equilibrium stability, bifurcation of the equilibrium,
and the rise of Li/Yorke chaos.

3.2.2 Example: M/GI/1 Queue

In this section we consider a population of customers with linear waiting-cost
functions and service values that are distributed uniformly on the interval
[d, a]. Potential arrivals come from a Poisson process with mean rate Λ. For
a price prediction π̂, therefore, customers enter the system according to a
Poisson process with mean rate λ given by

λ = ΛF̄ (π̂) =

 Λ , 0 ≤ π̂ ≤ d
Λ(a− π̂)/(a− d) , d ≤ π̂ ≤ a
0 , π̂ ≥ a

. (3.11)

For the special case π̂ = δ we denote the resulting arrival rate by Λ′ :=
Λ(a − δ)/(a − d). The sizes of customer service requirements are i.i.d. ran-
dom variables, distributed as S with first and second moments E[S] = 1
and E[S2] = 2β, respectively, where β ≥ 1/2 is a given parameter. In other
words, without loss of generality, we measure work requirements in units of
the mean requirement. For notational compactness we often use an alternative
parameter, β′ := 1− β ≤ 1/2, to capture the variation in these requests.

If λ < µ, then the facility behaves as an M/GI/1 queue in steady state. In
other words, in our dynamic-system model, we assume that the arrival rate
remains fixed throughout each time period and a period lasts long enough for
the system to attain steady state (approximately).

By the Pollaczek-Khintchine formula the average waiting times in the sys-
tem and queue are then, respectively,

Wµ(λ) = (µ− β′λ)[µ(µ− λ)]−1, and (3.12)
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Dµ(λ) = (1− β′)λ[µ(µ− λ)]−1. (3.13)

The expected delay is infinite whenever µ ≤ λ ≤ Λ, which corresponds to
price predictions π̂ ≤ π̂ := F̄−1(µ/Λ) = a− (a− d)µ/Λ.

An interior equilibrium arrival rate, λ = λeµ ∈ (0,Λ), satisfies the equilib-
rium equation (3.3), which now takes the form

a− (a− d)λ/Λ = δ + h(µ− β′λ)[µ(µ− λ)]−1 .

By subtracting δ from both sides and dividing by a− δ > 0, this becomes

1− λ/Λ′ = µ(µ− β′λ)[µ(µ− λ)]−1 .

Thus, λeµ is a root of the quadratic equation (Λ′ − λ)(µ− λ) = Λ′(µµ−1)(µ−
β′λ), which we rewrite as

λ2 + (κµ − 2µ)λ+ Λ′(µ− µ) = 0, (3.14)

with
κµ := µ− Λ′ + β′Λ′(µµ−1) .

The two roots of (3.14) are λ = (2µ − κµ ± [κ2
µ + 4τ ]1/2)/2, where τ :=

(1− β′)Λ′µ > 0. Since λeµ < µ, the desired root is the smaller one, namely,

λeµ = (2µ− κµ − [κ2
µ + 4τ ]1/2)/2 . (3.15)

An expression of the equilibrium price in terms of the equilibrium arrival rate
(3.15) is then given by

πeµ = F̄−1(λeµ/Λ) = a− (a− d)λeµ/Λ . (3.16)

3.2.2.1 Stability

For a uniform reward distribution, F̄ (·), the (sufficient) stability condition in
Theorem 3.3 takes the form

(ω − 2)/ω <
∂

∂π̂
Πµ(πeµ) = hΛF̄ ′(πeµ)

∂

∂λ
Wµ(λeµ)

= −Λ′µ
∂

∂λ
Wµ(λeµ). (3.17)

At a bifurcation point, the inequality in (3.17) is replaced with an equality,
producing the equation

ωΛ′µ
∂

∂λ
Wµ(λeµ) = 2− ω. (3.18)

We now investigate the conditions of Theorem 3.4 in order to ascertain
the behavior at a bifurcation point, i.e., when (3.18) is satisfied. From the
conditions of Theorem 3.4, the following result implies that the bifurcation
point is a stable equilibrium.

Lemma 3.7 The Schwarzian derivative is negative at the bifurcation points.
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By virtue of Theorems 3.3 and 3.4, we have the following necessary and
sufficient stability condition for our M/GI/1 setting:

(µ− λeµ)2 ≥ τω/(2− ω). (3.19)

The condition (3.19) is satisfied for λeµ < µ if and only if

λeµ ≤ µ− [τω/(2− ω)]1/2 . (3.20)

Using the closed form expression (3.15) for λeµ in this stability condition (3.20),
we obtain the following result.

Lemma 3.8 The equilibrium λeµ is stable if and only if κµ ≥ κ, where

κ := −2(1− ω)[τ/(ω(2− ω))]1/2 < 0.

Lemma 3.8 is now used to establish a stability threshold for the admission
fee δ.

Theorem 3.9 For the M/GI/1 queue with uniform distribution of service
value and linear waiting costs, the interior equilibrium (3.16) is stable if and
only if δ ≥ δ̂, where

δ̂ := a− (µ− κ)/Λ′′ − β′h/µ < a ,

with Λ′′ := Λ/(a− d).

Since µ > 0, the stability condition κµ ≥ κ of Lemma 3.8 can be written
µκµ ≥ µκ, or simply as the quadratic condition φ̂(µ) ≥ 0, where φ̂(µ) :=
µ2− (Λ′+κ)µ+β′Λ′µ. If real-valued roots for φ̂(µ) exist, then the bifurcation
values are given by

µ̂± := (Λ′ + κ± [(Λ′ + κ)2 − 4β′Λ′µ]1/2)/2 . (3.21)

The convexity of φ̂(µ) then implies that φ̂(µ) ≥ 0 if and only if µ ≤ µ̂− or
µ ≥ µ̂+, providing the following necessary and sufficient stability conditions
on the service capacity µ.

Theorem 3.10 For the M/GI/1 queue with uniform distribution of service
value and linear waiting costs, the interior equilibrium (3.16) is stable if and
only if µ 6∈ (µ̂−, µ̂+).

3.2.2.2 Period Doubling

We would like to now characterize the behavior about these bifurcation points.
Under adaptive expectations, we would like to know if a period doubling occurs
at the bifurcation point from which a stable 2-cycle emerges.

Lemma 3.11 The bifurcation values µ̂− < µ̂+ satisfy
1. µ̂2

− < β′Λ′µ < µ̂2
+.

2. ∂
∂µλ

e
µ |µ=µ̂−

> 1 and ∂
∂µλ

e
µ |µ=µ̂+

< 1.
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Theorem 3.12 For the M/GI/1 queue with uniform distribution of service
value and linear waiting costs, the bifurcation values µ̂− < µ̂+ are supercritical
period-doubling bifurcation points.

3.2.2.3 Chaotic Dynamics

Supercritical period doubling under adaptive expectations eventually leads to
a region of Li/Yorke chaos as specified in the following result.

Theorem 3.13 Using $ = (1 + (1−ω)2)/(1−ω), define µ̃± := (ωΛ′/2)(1±
ϕ1/2(ω)) where ϕ(ω) := 1 − (s/ω)($ + β′)($ + 1)−1 and s := 4µ/Λ′. Then
a service rate µ in the interval [µ̃−, µ̃+] induces Li/Yorke chaos about an
interior equilibrium.

We now examine how likely such chaotic regions are to exist. The Li/Yorke
capacities µ̃± are real-valued if and only if ϕ(ω) ≥ 0. Substitution of $ =
(1 + (1− ω)2)/(1− ω) yields

ϕ(ω) = 1− (s/ω)(ω2 − (2 + β′)ω + (2 + β′))/(ω2 − 3ω + 3).

Since ω2 − 3ω + 3 > 0 for all ω, the condition ϕ(ω) ≥ 0 is equivalent to
ϕ̃(ω) ≥ 0, where

ϕ̃(ω) := ω(ω2 − 3ω + 3)ϕ(ω)
= ω3 − (3 + s)ω2 + (3 + (2 + β′)s)ω − (2 + β′)s.

The function ϕ̃(ω) is continuous on the interval [0, 1] taking values ϕ̃(0) =
−(2 + β′)s, ϕ̃(s) = (1 − β′)s(1 − s) and ϕ̃(1) = 1 − s. Moreover, ϕ̃(ω) is
concave on [0, 1] since ϕ̃′′(ω) = −2(s + 3(1 − ω)) < 0 due to the fact that
ω < 1 < 1 + s/3.

For β′ > −2 (i.e., small variation in service requests), µ̃± ∈ < for sufficiently
large ω provided s < 1. To see why, notice that ϕ̃(0) < 0 whereas ϕ̃(s), ϕ̃(1) >
0. Thus, there exists a root of ϕ̃(ω), ωs ∈ (0, s), whereby µ̃± 6∈ < for ω ∈
(0, ωs), and µ̃± ∈ < for ω ∈ [ωs, 1).

For β′ ≤ −2 (i.e., large variation in service requests), we have ϕ̃(0) ≥ 0. In
the case of equality, ϕ̃(ω) is increasing at 0 since ϕ̃′(0) = 3+(2+β′)s = 3 > 0.
Otherwise, β′ < −2 gives ϕ̃(0) > 0. In either case, continuity ensures ϕ̃(ω) ≥ 0
for all sufficiently small ω > 0. For s ≤ 1 we have ϕ̃(1) ≥ 0 so that concavity
ensures ϕ̃(ω) ≥ 0, i.e., µ̃± ∈ <, on the entire interval ω ∈ (0, 1). Otherwise,
s > 1 implies ϕ̃(1) < 0 so that ∃ 0 < ωs < 1 such that µ̃± ∈ < for ω ∈ (0, ωs],
and µ̃± 6∈ < for ω ∈ (ωs, 1).

Remark 7 From a system-management perspective, it is interesting to
note that the chaotic behavior made possible when s < 1 corresponds, upon
expansion of s, to low admission fees, δ < δ̃, where δ̃ := a− (2/Λ)[h(a−d)]1/2.
Thus, imposing a larger fee reduces the possibility of chaos. In fact, for δ ≥ δ̃,
i.e., s ≥ 1, we can guarantee no possibility of chaos for all ω ∈ (0, 1) when
the variability of jobs is small. To wit, suppose β ≤ 2, i.e., β′ ≥ 0. Now if
s ≥ 1 then ϕ̃(ω) is increasing on ω ∈ (0, 1) by concavity and the fact that
ϕ̃′(1) = β′s ≥ 0. Thus, ϕ̃(ω) < ϕ̃(1) = 1− s ≤ 0, for all ω ∈ (0, 1).
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Figure 3.1 Period-Doubling Bifurcations

3.2.2.4 Stability, Bifurcation and Chaos: An Illustration

This section illustrates the asymptotic behavior of the price/arrival-rate dy-
namics under adaptive expectations. For simplicity, we consider the case of
an M/M/1 queue (β = 2). Since β′ = 0, the lower value µ̂− = 0 < µ in (3.21)
can be ignored. The remaining bifurcation value µ̂+ is given by

µ̂+ = Λ′ + κ = Λ′ − 2(1− ω)[Λ′µ/(ω(2− ω))]1/2 ≤ Λ′ < Λ. (3.22)

Clearly if Λ′ ≤ µ, then the equilibrium is stable for all service capacities µ > 0.
We therefore restrict attention to the more interesting case in which Λ′ > µ.

To illustrate the asymptotic behavior of prices we rescale cost and time
units by setting h = 1 and Λ = 1, respectively, and choose lower and upper
bounds on customer values equal to d = 2 and a = 5, respectively. We also let
ω = 0.7.

The bifurcation diagram in Figure 3.1 displays attracting price values π̂
over a range of service rates µ. The bifurcation diagram was constructed by
iterating the mapping Π̂µ for 200 fixed service rates in the discretized interval
from 0.2 to Λ = 1. The plotted points at each fixed service rate are the
sequence of prices experienced after a transient period of 5000 iterations.

As expected, prices converge to a single point, namely, the stable equilibrium
πeµ, when the capacity µ is at least µ̂+ ≈ 0.97. A period-doubling bifurcation
of the equilibrium occurs as µ is decreased below µ̂+. For capacities µ just
below µ̂+, prices alternate between a stable 2-cycle. Near µ = 0.86 we see
the 2-cycle split into a 4-cycle, which then in turn splits into an 8-cycle near
µ = 0.82. A period-doubling cascade then ensues as the service rate parameter
is decreased further. The band of Li/Yorke chaos begins for µ ≤ µ̃+ ≈ 0.65
and continues until µ drops below µ̃− ≈ 0.28. Notice the large window of
stable period-3 prices on the left side of this chaotic region for µ ≥ µ̃−. The
presence of such a 3-cycle is a well-known sign of a chaotic mapping [130].
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Figure 3.2 Chaotic Cobweb

In terms of the arrival rate, Figure 3.1 reveals the following dichotomy:
points lying below π̂ = a correspond to a positive arrival rate, whereas those
above indicate no arrivals. Recall from Theorem 3.1 that violating the as-
sumption µ > µ produces a stable noninterior arrival-rate equilibrium λeµ = 0,
as indicated by the single curve of prices above a for µ ≤ µ = 1/4.

Now consider the particular service capacity µ = 2/3 which lies just outside
the interval of Li/Yorke chaos. This capacity yields κµ = µ− Λ′ = −2/3 and
τ = Λ′µ = 1/3, which produce via (3.15) and (3.16), respectively, an arrival
rate equilibrium λeµ = 1/3 and corresponding price equilibrium πeµ = 4.

Figure 3.2 depicts an economic cobweb diagram about this equilibrium πeµ =
4 when µ = 2/3. The cobweb connects each price iterate π̂(n) with its mapping
π̂(n+1) = Π̂µ(π̂(n)) by reflecting π̂(n+1) back to the π̂(n)-axis via the identity
map I(·). Initial transient behavior has been removed and yet the evolution of
price iterates has not stabilized into a small order cycle. The wild trajectory
exhibits what can be described as an apparently “chaotic cobweb.”

To illustrate how this behavior affects the arrival rate process, Figure 3.3
displays a histogram of arrival rates determined from a sequence of 100,000
price iterates at the capacity µ = 2/3. The arrival-rate region (0, µ) is divided
into 200 intervals to show the frequency at which the process visits the entire
region. Low-degree periodic arrivals would tend to fill in just a few intervals
unlike the observed dense distribution in Figure 3.3. A large spike, nearly 40%
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Figure 3.3 Arrival Rate Distribution

of all iterates, occurs at λ = 0. This corresponds to the frequent transitions to
prices above the maximum reward a in the bifurcation diagram of Figure 3.1
when µ = 2/3.

3.2.3 Summary of Results

We have examined the dynamic behavior of a simple input-pricing mechanism
for self-optimizing customers using a service facility. At the equilibrium price
and arrival rate, the marginal value of service equals the price: the sum of the
admission fee and the customer waiting cost. We have used a variant of the
discrete-time dynamical-systems model of Section 2.4.1 of Chapter 2, in which
customers base their future join/balk decisions on their previous experience of
congestion. Unlike that model, in which customers expect (predict) that the
next period’s price will be the same as in the current period, we have adopted
a model with adaptive expectations from economic theory, in which the next
period’s price prediction is a convex combination of the predicted price and the
actual observed price for the current period. This simple prediction constitutes
an exponential smoothing forecast based on all previously observed prices.

The problem is formulated in terms of a dynamical system governed by the
map, Π̂µ(·), which maps the (predicted) price in the current period onto the
(predicted) price in the next period. (Here the parameter µ is a measure of
the service capacity.) The equilibrium price πeµ is the unique fixed point of this
map. The equilibrium price is globally (locally) stable if the sequence of prices
(iterates of the map Π̂µ(·)) converges to the equilibrium from every possible
initial price (from every initial price in a neighborhood of πeµ).

In this context we have shown that there exists a region of service capacities
which create an instability in the sense that the system does not return to the
equilibrium after a perturbation. We have established that using static expec-
tations creates a larger instability region than using adaptive expectations.
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This implies that stability under static expectations ensures stability under
adaptive expectations.

The inherent dampening of the amplitude of oscillations under adaptive
expectations is accompanied by very different behavior inside the instability
region. Under static expectations the loss of stability involves an immediate
and complete destabilization, in which arrival rates diverge toward an extreme
cycle involving an empty and/or full system. The initial loss of equilibrium
stability under adaptive expectations, however, is accompanied by the emer-
gence of a small, stable 2-cycle about the equilibrium.

In the literature on dynamical systems the emergence of a stable 2-cycle
at the point of change from equilibrium stability to instability is called a
period-doubling bifurcation. This period doubling may continue for a conver-
gent sequence of values of the parameter µ, as stability passes to a 2-cycle,
then a 4-cycle, then an 8-cycle, etc., eventually leading to a regime of chaotic
behavior, in which the trajectory of prices is aperiodic and apparently com-
pletely random.

Focusing attention on a M/GI/1 model with uniform value distribution, we
have shown that equilibrium does, in fact, undergo a period-doubling bifur-
cation and can become chaotic in the sense of Li and Yorke. That is, every
aperiodic trajectory of prices comes arbitrarily close to every other trajectory
yet must eventually move away. Thus the system displays sensitive dependence
on initial conditions. Hence, the quantitative stabilization under adaptive ex-
pectations brings with it a qualitative destabilization, too, characterized by
apparently random fluctuations about the equilibrium. From the perspective
of a service-facility manager we show that raising the admission fee above a
threshold reduces and possibly eliminates the presence of this chaotic insta-
bility. We also establish another threshold on the admission fee which, when
exceeded, ensures the stability of the equilibrium.

Relaxing the assumption of uniformity in the customer value distribution,
we determined from Theorem 3.6 that the possibility of this chaotic behavior
increases with the variation in job size as well as the negative skewness of
the service-value distribution. This latter result means that for two value
distributions with the same upper bound on customer value, the one with
a greater mass towards higher service values is more likely to create chaotic
behavior.

3.3 Discrete-Time Dynamic Algorithms: Variants

In this section we describe some variants of the discrete-time algorithm intro-
duced and studied in Section 3.2.

Recall that in the model of Section 3.2 the individually optimizing customers
form an estimate or prediction, π̂, of the admission price, π = G(λ) + δ,
and base their join/balk decision on this predicted price. A potential arriving
customer joins the system if and only if its service value exceeds the predicted
price, π̂. The resulting arrival rate equals ΛF̄ (π̂). If π̂ = π (equivalently,
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if ΛF̄ (π̂) = λ) then the system is in equilibrium and λ is the individually
optimal arrival rate.

In the discrete-time algorithm introduced in Section 3.2, the predicted prices
were updated sequentially according to the difference equation,

π̂(n+1) = (1− ω)π̂(n) + ωπ(n) , (3.23)

where π(n) = G(λ(n)) + δ and λ(n) = λ(π̂(n)).† The difference equation (3.23)
embodies an exponential smoothing of the previous predicted prices.

As an alternative to (3.23), one could consider an exponential smoothing
of predictions of the arrival rate, rather than the price. Let λ̂(n) denote the
prediction of the arrival rate at the nth step of the algorithm, n = 0, 1, . . . and
suppose that the predicted arrival rates are updated sequentially according to
the difference equation,

λ̂(n+1) = (1− ω)λ̂(n) + ωλ(n) , (3.24)

where again λ(n) = λ(π̂(n)) but now π̂(n) = G(λ̂(n)) + δ.
(In the extreme case where ω = 1, we have

λ̂(n+1) = λ(n) = λ(π̂(n)) = λ(G(λ̂(n)) + δ) ,

and this variant is equivalent to the original algorithm introduced in Sec-
tion 3.2.)

Note that in this version of the algorithm, stage n consists of the following
steps:

1. given the predicted arrival rate at stage n, the predicted price is calcu-
lated: π̂(n) = G(λ̂(n)) + δ;

2. given the predicted price, the actual arrival rate is calculated: λ(n) =
λ(π̂(n));

3. the predicted arrival rate at stage n+1 is calculated by smoothing, based
on the predicted and actual arrival rates at stage n.

By contrast, in the original version of the algorithm, stage n consists of the
following steps:

1. given the predicted price at stage n, the actual arrival rate is calculated:
λ(n) = λ(π̂(n));

2. given the actual arrival rate, the actual price is calculated: π(n) = G(λ(n))+
δ;

3. the predicted price at stage n + 1 is calculated by smoothing, based on
the predicted and actual prices at stage n.

In both versions, the predicted price determines the customers’ joining behav-
ior and therefore also the actual arrival rate in stage n. The difference lies in
how the predicted price is calculated: directly by smoothing in the original

† Recall that λ(π̂) is defined as the unique solution to the equilibrium condition, U ′(λ) = π̂.
In the case where the utility function, U(λ), is generated by potential arrivals at rate Λ
who join with probability F̄ (π̂), we have λ(π̂) = ΛF̄ (π̂).
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version, versus indirectly in the second version by basing the predicted price
on the predicted arrival rate, which is calculated by smoothing. Of course, in
the extreme case when ω = 1 (no smoothing), the two versions are equivalent.

In each of these variants, the prediction of a variable (price or arrival rate) is
formed by smoothing the differences between the actual and predicted values
of the variable in question. In the original version,

π̂(n+1) − π̂(n) = ω(π(n) − π̂(n)) . (3.25)

In the second version,

λ̂(n+1) − λ̂(n) = ω(λ(n) − λ̂(n)) . (3.26)

In the original version, for example, the effect of the smoothing is to increase
(decrease) the predicted price in proportion to the amount by which the actual
price is larger than (smaller than) the predicted price, and similarly for the
second version (with price replaced by arrival rate).

An alternative is to let the change in the predicted price be proportional to
the discrepancy between the predicted and actual values of the arrival rate:

π̂(n+1) − π̂(n) = ω(λ̂(n) − λ(n)) , (3.27)

where in this context

π̂(n) = G(λ̂(n)) + δ ,

λ(n) = λ(π̂(n)) .

That is, λ(n), the actual arrival rate, is the arrival rate that results from
the predicted price π̂(n), while λ̂(n), the predicted arrival rate, is the unique
value of λ that would generate a price equal to the predicted price π̂(n). In
other words, it is the arrival rate that is consistent (from the point of view of
individual optimization) with the price prediction π̂(n).

Note that in this smoothing the predicted price increases (decreases) at
stage n + 1 if the actual arrival rate is less than (greater than) the predicted
arrival rate at stage n. This is consistent with the inverse relationship between
the price and the arrival rate.

Similarly, one could let the change in the predicted arrival rate be pro-
portional to the discrepancy between the predicted and actual values of the
price:

λ̂(n+1) − λ̂(n) = ω(π̂(n) − π(n)) , (3.28)

where in this context

π(n) = G(λ̂(n)) + δ ,

λ̂(n) = λ(π̂(n)) .

That is, π(n), the actual price, is the price that results from the predicted
arrival rate, λ̂(n) (which, in this setting, is the arrival chosen by the individ-
ually optimizing customers at stage n), while π̂(n) is the unique value of π
that would generate an arrival rate equal to the predicted arrival rate λ̂(n).
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In other words, it is the price that is consistent (from the point of view of
individual optimization) with the customers’ choice, λ = λ̂(n).

Similarly to the previous variant, the predicted arrival rate increases (de-
creases) at stage n+1 if the actual price is less than (greater than) the predicted
price at stage n.

Note that (3.28) is equivalent to

λ̂(n+1) − λ̂(n) = ω
(
U ′(λ̂(n))− [G(λ̂(n)) + δ]

)
, (3.29)

since U ′(λ̂(n)) = π̂(n). Thus we see that in this variant the predicted arrival
rate increases (decreases) at stage n+ 1 if the marginal value is greater than
(less than) the full price at stage n, in other words, if the demand curve,
D(λ) = U ′(λ), lies above (below) the supply curve, S(λ) = G(λ) + δ, at
λ = λ̂(n).

3.4 Continuous-Time Dynamic Adaptive Algorithms

In the dynamic algorithms discussed so far in this chapter, (predicted) ar-
rival rates and prices change at discrete points in time and their evolution
is governed by difference equations. As we have indicated, such algorithms
may provide a model for systems in which users make decisions about system
parameters such as arrival rates and tolls on a time scale which is signifi-
cantly longer than the time scale on which the queue lengths and waiting
times evolve. In particular, they may be an appropriate model for systems in
which a steady state is reached (at least approximately) between successive
adjustments to the system parameters.

By contrast, when parameter adjustments can take place on the same time
scale as the evolution of the measures of congestion, continuous-time dynamic
algorithms may be appropriate. They are the subject of this section.

We assume the same basic model as in our discussion of discrete-time algo-
rithms and we review it here for the reader’s convenience. The arrival rate λ
is a decision variable and the feasible region for λ is a given set A ⊆ [0,∞).
Unless otherwise noted, we assume that A = [0,∞). There is a utility func-
tion, U(λ), which measures the average gross value received per unit time by
entering customers as a function of the arrival rate λ.

For a given λ, G(λ) denotes the average waiting cost of a job. In addition
to incurring the waiting cost G(λ), an entering customer may have to pay an
admission fee (or toll) δ. The sum of the toll and the waiting cost – δ +G(λ)
– constitutes the full price of admission.

As usual, our basic model will assume individually optimizing customers.
Socially or facility optimal solutions may be implemented by charging entering
customers an appropriate toll. Recall the Nash equilibrium conditions for an
individually optimal solution:

U ′(λ) ≤ G(λ) + δ ; (3.30)
U ′(λ) = G(λ) + δ , if λ > 0 . (3.31)



102 DYNAMIC ADAPTIVE ALGORITHMS: STABILITY AND CHAOS

Now suppose the arrival rate and toll evolve in continuous time. Let λ(t)
denote the arrival rate at time t ≥ 0. Let δ(t) denote the toll charged per
entering customer at time t ≥ 0. Let ω be a positive constant. Consider the
differential equation

d

dt
λ(t) = ω (U ′(λ(t))− [G(λ(t)) + δ(t)]) . (3.32)

We interpret (3.32) as follows. The facility operator charges a toll δ(t) per
entering customer. Equation (3.32) corresponds to a rate-control algorithm in
which the flow is adjusted in proportion to the current difference between the
marginal utility and the full price (the waiting cost plus the toll) of entering the
system. If this difference is positive (that is, if the marginal utility exceeds the
full price), then the flow is increased; if negative then the flow is decreased.
(If the current value of λ(t) is zero, it is understood that the rate-control
algorithm keeps this flow at zero in the latter case rather than reducing it
further and making it negative.)

It is therefore reasonable to conjecture that this algorithm will converge to a
value of λ satisfying the Nash equilibrium conditions, (3.30), (3.31), provided
that δ(t)→ δ.

Note that this version of the continuous-time dynamic algorithm is the
continuous-time analogue of the fourth variant of the discrete-time algorithm
(cf. (3.29)) governed by the difference equations,

λ̂(n+1) − λ̂(n) = ω
(
U ′(λ̂(n))− [G(λ̂(n)) + δ]

)
,

In the continuous-time setting, however, we are allowing the toll to be time
varying and we are eliminating the “hat” on the arrival rate, even though it
is appropriate to think of λ(t) as a predicted arrival rate, in the sense that it
is a prediction (or estimate) of an equilibrium arrival rate.

The stability analysis of the dynamic algorithm in the continuous-time case
differs somewhat from the discrete-time case in both the analysis and the
results. In particular, we shall see that, in contrast to the discrete-time case,
chaotic behavior cannot occur in continuous time.

The specific behavior of the algorithm depends on how we choose the toll
δ(t). If δ(t) = δ (fixed toll), then we shall see that the algorithm converges
to the individually optimal arrival rate associated with the fixed toll δ. If we
choose δ(t) equal to the external effect at time t, the algorithm converges (not
surprisingly) to the socially optimal arrival rate. Finally, we show that the
algorithm converges to a solution to the optimality conditions for the facility
optimization problem when δ(t) is equal to the dynamic counterpart of the
facility optimal toll. In this case, however, since there may be more than one
solution to the optimality conditions, the algorithm might not converge to the
global optimum for the facility optimization problem.

We shall find it convenient to consider the case of social optimization first,
since the cases of individual and facility optimization are both analyzed by
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exploiting the equivalence to a social optimization problem with a transformed
utility or waiting-cost function.

3.4.1 Algorithm with Time-Varying Toll: Social Optimality

Consider the differential equation (3.32) with

δ(t) = λ(t)G′(λ(t)) . (3.33)

That is,
d

dt
λ(t) = ω (U ′(λ(t))− [G(λ(t)) + λ(t)G′(λ(t))]) . (3.34)

In this case, the toll δ(t) equals the external effect of the flow through the
system at time t, so that the full price at time t equals the marginal cost of
waiting. As a result the r.h.s. of the differential equation is proportional to
the difference between the marginal utility and the marginal cost of waiting.
At a (positive) stationary point of the dynamical system corresponding to
the differential equation, this difference equals zero, which is precisely the
necessary and sufficient condition for a (positive) socially optimal arrival rate.
Thus we may reasonably conjecture that the dynamical system will converge
to the socially optimal arrival rate.

To prove this result formally, let U(λ) := U(λ)− λG(λ), the net utility per
unit time when the arrival rate equals λ. We have

U ′(λ) = U ′(λ)− [G(λ) + λG′(λ)] . (3.35)

Consider U(λ(t)), where λ(t) satisfies the differential equation (3.32) with δ(t)
given by (3.33). From (3.35), (3.32), and (3.33) it follows that

d

dt
U(λ(t)) = U ′(λ(t)) · d

dt
λ(t) = ω (U ′(λ(t))− [G(λ(t)) + λG′(λ)])2

,

from which we see that U(λ(t)) is strictly increasing over time unless the
quantity in parentheses on the last line equals zero, that is, unless λ(t) is a
solution to the first-order conditions. It follows that the algorithm converges
(with strictly increasing aggregate utility) to the unique solution to the first-
order conditions, which, as we have noted, is the socially optimal arrival rate
(and a Nash equilibrium for individually optimizing customers when charged
the the socially optimal toll).

A practical implementation of this algorithm requires that the system op-
erator be able to learn enough about the customer’s waiting-cost functions to
come up with a reasonable approximation of the external effect.

See Chapter 8 for extensions of this algorithm to multiclass networks of
queues.

3.4.2 Algorithm with Fixed Toll: Individual Optimality

Consider the dynamical system governed by the differential equation (3.32),
but now suppose that the toll charged each entering customer is a fixed quan-
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tity, δ. The differential equation is now

d

dt
λ(t) = ω (U ′(λ(t))− [G(λ(t)) + δ]) . (3.36)

As we already observed, a stationary point λ of this system, which satisfies
(3.30), (3.31), is a Nash equilibrium for individually optimizing customers
when entering customers are charged the toll δ. In fact, it is the unique Nash
equilibrium corresponding to the toll δ and the dynamic algorithm (3.36)
converges globally to this equilibrium.

To prove the latter two assertions, define a new net utility function, Û , as
follows:

Û(λ) := U(λ)−
∫ λ

0

(G(ν) + δ)dν .

It is easily seen that Û(λ) is concave in λ under our assumptions. (In fact, the
waiting-cost function, G(λ), need not be convex, just nondecreasing.) Thus
Û(λ) has a unique global maximum, which is the unique solution to the KKT
conditions. But in this case the KKT conditions are equivalent to the above
conditions for a Nash equilibrium.

The new net utility function Û(·) is a Lyapunov function for the dynam-
ical system governed by the differential equation (3.36), as can be seen by
the following argument. Consider Û(λ(t)), where λ(t) satisfies the differential
equation (3.36). We have

d

dt
Û(λ(t)) = U ′(λ(t)) · d

dt
λ(t)

= ω (U ′(λ(t))− [G(λ(t)) + δ])2
,

from which we see that Û(λ(t)) is strictly increasing over time unless the quan-
tity in parentheses on the last line equals zero, that is, unless λ(t) is a solu-
tion to the first-order conditions. It follows that the algorithm converges (with
strictly increasing aggregate utility) to the unique solution to the first-order
conditions, which, as we have noted, is a Nash equilibrium for individually
optimizing customers when charged the fixed toll δ.

We have also shown that the stationary point to which the algorithm con-
verges maximizes the aggregate transformed utility, Û(λ). But this objective
function does not have an obvious economic interpretation.

Of course, if one sets the fixed toll at each resource equal to the external
effect at that resource at the globally optimal flow allocation for Problem (P),
then the Nash equilibrium to which the algorithm globally converges will be
that globally optimal flow allocation. But implementing this version of the
algorithm requires that the system manager know the globally optimal flow
allocation and the associated external effect. In many, if not most applications,
this may be an unrealistic assumption. By contrast, the algorithm with a time-
varying toll equal to the external effect associated with the current usage of
the system can be implemented without foreknowledge of the optimal solution.
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3.4.3 Algorithm with Time-Varying Toll: Facility Optimality

Consider the differential equation (3.32) with

δ(t) = λ(t)G′(λ(t))− λ(t)U ′′(λ(t)) . (3.37)

Substituting for δ(t) in (3.32) yields the differential equation

d

dt
λ(t) = ω (U ′(λ(t))− [G(λ(t)) + λ(t)G′(λ(t))− λ(t)U ′′(λ(t))]) . (3.38)

At a positive stationary point, λ > 0, of this system, we have

U ′(λ) + λU ′′(λ)− [G(λ) + λG′(λ)] = 0 , (3.39)

which is the necessary KKT condition for λ > 0 to be be a facility optimal
arrival rate (cf. equation (2.12) in Chapter 2). To show that the dynamic algo-
rithm defined by the differential equation (3.38) converges to such a stationary
point, we shall once again make use of the equivalence, noted in Remark 3 in
Chapter 2 between the facility optimization problem and a social optimization
problem with modified utility function, Ũ(λ) := λU ′(λ). For this transformed
social optimization problem the associated dynamic algorithm is governed by
the differential equation

d

dt
λ(t) = ω

(
Ũ ′(λ(t))− [G(λ(t)) + λ(t)G′(λ(t))]

)
, (3.40)

which is equivalent to the differential equation (3.38). Define a new net utility
function, Û , as follows:

Ũ(λ) := Ũ(λ)− λG(λ) .

Note that

Ũ ′(λ) = Ũ ′(λ)−G(λ) + λG′(λ)
= U ′(λ) + λU ′′(λ)−G(λ) + λG′(λ) . (3.41)

The function Û(·) is a Lyapunov function for the dynamical system governed
by the differential equation (3.40), as can be seen by the following argument.
Consider Ũ(λ(t)), where λ(t) satisfies the differential equation (3.38). We have

d

dt
Ũ(λ(t)) = Ũ ′(λ(t)) · d

dt
λ(t)

= ω (U ′(λ(t)) + λ(t)U ′′(λ(t))− [G(λ(t)) + λ(t)G′(λ(t))])2
,

from which we see that Ũ(λ(t)) is strictly increasing over time unless the quan-
tity in parentheses on the last line equals zero, that is, unless λ(t) is a solution
to the necessary condition (3.39) for a facility optimal arrival rate. It follows
that the algorithm converges (with strictly increasing aggregate utility) to a
solution to (3.39) (which, as we have noted, is a Nash equilibrium for indi-
vidually optimizing customers when charged the toll δ = λG′(λ) − λU ′′(λ)).
However, since the modified utility function, Ũ(λ), need not be concave (as
we observed) the solution to (3.39) to which the algorithm converges need not
be globally optimal for the facility optimization problem.
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3.5 Continuous-Time Dynamic Algorithm: Variants

Just as in the discrete-time case, we can construct variants of the continuous-
time dynamic algorithm by choosing (i) whether the arrival rate or the price
evolves according to a differential equation, and (ii) whether the right-hand-
side of the differential equation involves differences in arrival rates or differ-
ences in prices. To illustrate, we shall consider one such variant and leave the
analysis of other variants to the reader.

Consider the continuous-time analogue of the second variant of the discrete-
time model of Section 3.3, in which the predicted arrival rate λ̂(n) is updated
at discrete stages n = 0, 1, . . ., by a smoothing of the previous predicted and
actual arrival rates. The governing difference equation is (3.26). In continuous
time, this difference equation is replaced by the following differential equation:

d

dt
λ(t) = ω

(
ΛF̄ (G(λ(t)) + δ(t))− λ(t)

)
. (3.42)

(We are assuming here and henceforth in this section that the utility function
is generated by potential customers arriving at rate Λ with random rewards
with distribution function F (·).) As in the discrete-time case, the quantity in
parentheses on the r.h.s. of the differential equation is the difference between
the actual and the predicted arrival rates at time t. If that difference is positive
(negative) then rate of increase in the predicted arrival rate at time t is positive
(negative).

To apply this algorithm to the case of individual optimization, we take
δ(t) = δ, where δ is the given fixed toll. For the case of social optimization,
we take δ(t) = λ(t)G′(λ(t)) – the external effect at time t.

Does this variant of the continuous-time dynamic algorithm converge, and if
so, does it converge to the appropriate value (e.g., the unique Nash equilibrium
in the case of individual optimality, the unique global maximum of U(λ) in
the case of social optimality)? The answer to both questions is “yes,” as may
be seen by the following argument.

Using the identity, λ = ΛF̄ (U ′(λ)), we can rewrite the differential equation
(3.42) in equivalent form as

d

dt
λ(t) = ω

(
ΛF̄ (G(λ(t)) + δ(t))− ΛF̄ (U ′(λ(t)))

)
. (3.43)

Since F̄ (·) is strictly decreasing and continuous, it follows that

d

dt
λ(t)

 >
=
<

 0⇔ U ′(λ(t))− [G(λ(t)) + δ(t)]

 >
=
<

 0 .

Now consider the case of social optimality, in which δ(t) = λ(t)G′(λ(t)). (The
argument in the case of individual optimality is similar.) Recall the net utility
function,

U(λ) = U(λ)− λG(λ) ,
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whose first derivative is given by

U ′(λ) = U ′(λ)−G(λ)− λG′(λ) .

Consider U(λ(t)), where λ(t) satisfies the differential equation (3.43). We have

d

dt
U(λ(t)) = U ′(λ(t)) · d

dt
λ(t)

= (U ′(λ(t))− [G(λ(t)) + λ(t)G′(λ(t))]) ·
(
d

dt
λ(t)

)
= (U ′(λ(t))− [G(λ(t)) + δ(t)]) ·

(
d

dt
λ(t)

)
.

But the above argument showed that the quantity in the first parentheses on
the r.h.s. of the last line of this equation is (> 0, = 0, < 0), respectively, if
and only if the quantity in the second parentheses is (> 0, = 0, < 0). Hence,
the r.h.s. of the equation is strictly positive for all t (i.e., U(λ(t)) is strictly
increasing over time), unless it equals zero, in which case λ(t) is a solution to
the first-order conditions. It follows that the algorithm converges (with strictly
increasing net utility) to the unique solution to the first-order conditions for
social optimality.

The argument in the case of a fixed toll δ (individual optimality) uses the
transformed net utility function, Û(·) (cf. Section 3.4.2) and proceeds along
similar lines. We leave it to the reader to fill in the details.

3.6 Endnotes

Section 3.2

As mentioned already, the material in this section is taken from Rump and
Stidham [170], in which one may find proofs of the results.

For a background on exponential smoothing, see Bails and Peppers [10].
Adaptive expectations are discussed more fully in Carter and Maddock [31].
This model of customer behavior is more general and less myopic than the
model in Chapter 2 and in most flow-control studies in the literature on com-
munication networks (cf. [97, 22, 30, 24, 25, 57, 56, 26, 58, 200, 119, 187, 70,
71]) which, using ω = 1, assume customers have static expectations.

For a discussion of the classical supply-driven model in economics, see, e.g.,
Chiarella [39].

Section 3.2.1

Following Friedman and Landsberg [70], if we assume linear waiting costs
and bounded rewards (a < ∞) it is not hard to show that an equilibrium
will be globally stable under adaptive expectations provided there is sufficient
capacity. However, these assumptions make this result rather weak, as we have
just established in Theorem 3.1 that a capacity µ > µ will suffice in general.

For this special case, Stidham [187] and Friedman and Landsberg [70] stud-
ied the dynamics of the arrival rate λ(n) = ΛF̄ (π̂(n)) under static expecta-
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tions: π̂n = π(n−1) = π+ hWµ(λ(n−1)). In this case, λ(n) = Tµ(λ(n−1)), where
Tµ(λ) := ΛF̄ (π + hWµ(λ)). Friedman and Landsberg [70] showed that there
exists a µg such that, for µ > µg and for all λ ∈ (0,ΛF̄ (0)), |(∂/∂λ)Tµ(λ)| < 1.
This implies that Tµ(λ) is a contraction mapping and hence the equilibrium
arrival rate is globally stable, whenever there is sufficient capacity µ. (We
assume that, for all λ, ε > 0, there exists a µ such that h(∂/∂λ)Wµ(λ) ≤ ε.)

See Sandefur [172] for a proof that the equilibrium is stable (unstable) if
| ∂∂π̂ Π̂µ(πeµ)| < 1 (| ∂∂π̂ Π̂µ(πeµ)| > 1) . For a proof of Theorem 3.4, see Sande-
fur [172], Theorem 4.6. For a proof of Theorem 3.5, see Lorenz [133].

For a formal definition of chaos we refer the reader to Devaney [53], [133]
and [172], all excellent introductions to this topic.

Chaotic behavior in queueing systems is a topic that has been addressed in
the literature only recently. Chase, Serrano, and Ramadge [33] analyzed mul-
ticlass, deterministic fluid models operating at full capacity. They examined
both a switched-arrival and a switched-server model. For the former model,
operating under a threshold-type policy (switch the incoming flow to a queue
whenever its level drops below a threshold), they showed that chaos can occur,
by analyzing the process embedded at the switching times as a discrete-time
dynamic system. Whitt [198] studied a deterministic multiclass network of
queues and showed that the evolution of queue lengths at the various nodes
exhibits behavior that is sensitive to initial conditions – a characteristic of
chaotic systems. The model in this section differs from both these papers in
that it allows a stochastic queueing process, but we are interested in stability
or chaos of the dynamic input-pricing mechanism rather than the queueing
process itself. Since we assume that the customers’ adaptive response to con-
gestion is based on average waiting, however, we are able to formulate the
multi-period pricing problem as a deterministic dynamic system.

Masuda and Whang [141] studied a Jackson network of queues and ana-
lyzed the stability region for a discrete-time dynamic pricing algorithm with
adaptive expectations (exponential smoothing), among other adaptive algo-
rithms. Their paper may be regarded as an extension of the M/M/1 model
of this section to a network of queues. They did not, however, consider the
possibility of chaotic behavior in the region of instability.

Section 3.4.1

In the language of dynamical systems theory (cf., e.g., Perko [156]), the
dynamical system defined by (3.32)-(3.33) is a gradient system (cf. Definition 3
on p. 176 of [156]), and U is the associated Lyapunov function. Kelly et al. [109]
introduced a generalization of this algorithm for a model of the Internet, which
may be interpreted as a multiclass queueing network. The algorithm of [109]
may be viewed as a simplified abstraction of the TCP/IP protocol in use
in the Internet (see Jacobsen [96]). See Chapters 7 and 8 for extensions to
single-class and multiclass networks of queues.



CHAPTER 4

Optimal Arrival Rates in a Multiclass
Queue

Choosing the arrival rates for multiclass queues was one of the topics intro-
duced in Chapter 1. Using a simple example with two classes, we saw that the
objective function for social optimization could have multiple local maxima,
which might complicate the search for the optimal arrival rates and tolls (en-
trance fees) that will implement these rates. In this chapter we return to this
topic and examine it in more detail. We begin by introducing a general model
for multiclass queues, and then consider several special cases, depending on
the structure of the waiting costs and the queue discipline used to choose
which class to serve. Specifically, we consider the FIFO discipline and static
priority disciplines.

We consider the familiar optimality criteria – individual, social, and facility
optimality – as well as a new criterion: class optimality. We show how the
equilibrium solution generated by individually optimizing customers can be
transformed into a social, class, or facility optimal solution by charging an
appropriate entrance fee or toll. We also study the stability of the equilibrium
solution under various dynamic algorithms for adaptive customer behavior,
both in discrete and continuous time.

Our results demonstrate that the answers to the questions – (1) is there a
unique solution to the first-order optimality conditions? and (2) are dynamic
algorithms stable? – depend rather intricately on the model assumptions.

4.1 General Multiclass Model: Formulation

Our model is a multiclass generalization of the models presented in Chapter 2
in which the arrival rate was the decision variable. Here one must choose the
arrival rate for each of several classes of customers. A special case in which
there were just two classes was introduced in Section 1.4 of Chapter 1.

As in our development of the single-class model in Chapter 2, we begin
with an abstract formulation of the model, defined by arrival rates, entrance
fees, and utility functions and waiting-cost functions with specified properties.
Then we present specific stochastic models (e.g., the M/GI/1 queue in steady
state) which instantiate these properties.

We consider a facility which provides service to customers of m distinct
classes, labeled i ∈ M , where M := {1, 2, . . . ,m}. Class-i jobs arrive with
mean arrival rate λi. The class arrival rates are decision variables. The set of
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feasible values for λi is denotedAi. Our default assumption is thatAi = [0,∞),
i ∈M . As with the single-class model, alterations to our model and results to
allow for more general feasible sets are usually straightforward.

We assume that class i gains a gross utility per unit time which is a function,
Ui(λi), of λi. Our default assumption is that Ui(λi) is nondecreasing, differ-
entiable, and concave in λi ∈ Ai. In Chapter 2 we showed how the theory
needs to be altered when these assumptions (in particular, differentiability)
are relaxed. We also showed how a value function of this form can arise when
there is a Poisson process of potential arriving customers and a probabilistic
joining rule is followed. We do not need to repeat this analysis here, since it
applies to each class considered separately.

Balanced against the benefit of throughput is the cost to customers caused
by the time they spend in the system. For a given vector of arrival rates, λ =
(λi, i ∈ M), let Gi(λ) denote the average waiting cost of a class-i customer,
averaged over all class-i customers who arrive during the period in question.
Our default assumption is that Gi(λ) takes values in [0,∞], is differentiable
and strictly increasing in λi ∈ Ai, and is differentiable and nondecreasing in
λk ≥ 0, k 6= i. A special case that we shall consider in some detail is the case of
a linear waiting cost, in which Gi(λ) = hiWi(λ), where Wi(λ) is the average
waiting time in the system of a class-i customer when the vector of arrival
rates is λ, and hi > 0 is the cost per time unit spent by a class-i customer in
the system.

For complete generality, we have allowed the class-i waiting cost to depend
on all the arrival rates. In special cases treated in subsequent sections, this
dependence is sometimes only through the sum of the arrival rates in all or a
subset of the classes.

Finally, we assume that each class-i customer who joins the system is
charged an entrance fee or toll δi. The sum of the toll and the waiting cost
constitutes the full price of admission for class i, which we denote in general
by πi, or πi(λ), when we want to emphasize its dependence on λ for a fixed
δi. Thus we have

πi(λ) = δi +Gi(λ) .

Before analyzing the various optimality criteria, we consider some examples
of stochastic models that satisfy our basic assumptions. Detailed development
and analysis of these models will be done in subsequent sections.

4.1.1 Example: M/GI/1 Queue with Linear Waiting Costs

To fix ideas let us consider a stochastic queueing model whose steady-state
behavior instantiates the properties of our general model. The model is a
multiclass M/GI/1 queue.

Suppose customers of class i (i ∈M) arrive according to a Poisson process
with mean arrival rate λi, where the parameter λi is a decision variable, chosen
from the set Ai = [0,∞). The class interarrival times and service times are
independent of one another. Specifically, the nth arriving customer of class
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i brings a random amount of work S(n)
i , where S(1)

i ,S
(2)
i , . . . are mutually

independent and identically distributed as a generic random variable, Si. The
single server performs work deterministically at unit rate. The service time of
a class-i job is thus distributed as Si. Let the mean and second moment of Si
be given by E[Si] = 1/µi and E[S2

i ] = 2βi/µ2
i , βi ≥ 1/2.

4.1.1.1 FIFO Queue Discipline

Suppose that customers are served one at a time, without interruption, in
order of arrival (a first-in, first-out or FIFO queue discipline). Let D(λ) denote
the steady-state expected delay (waiting time in the queue) for this system.
Since the queue discipline does not discriminate among jobs according to class,
the steady-state expected delay is the same for all classes.

The Pollaczek-Khintchine formula gives

D(λ) =
∑
k∈M λkβk/µ

2
k

1−
∑
k∈M λk/µk

, (4.1)

subject to the stability condition,∑
k∈M

λk/µk < 1 . (4.2)

When this condition does not hold, D(λ) =∞.
Let Wi(λ) denote the expected waiting time in the system of a class-i job

in steady state. Then (again subject to (4.2))

Wi(λ) = D(λ) +
1
µi

=
∑
k∈M λkβk/µ

2
k

1−
∑
k∈M λk/µk

+
1
µi

.

It follows that the waiting-cost function, Gi(λ) for class-i is given by

Gi(λ) = hiWi(λ)

= hi

(
1
µi

+
∑
k∈M λkβk/µ

2
k

1−
∑
k∈M λk/µk

)
, (4.3)

with Gi(λ) =∞ if (4.2) does not hold.
It is easily verified that Gi(λ) defined in this way satisfies our basic as-

sumptions; that is, Gi(λ) is differentiable and strictly increasing in λi ≥ 0,
and differentiable and nondecreasing (in fact, strictly increasing) in λk ≥ 0,
k 6= i.

In the special case where the service times are class independent, with mean
1/µ and second moment 2β/µ2, the steady-state expected delay depends only
on the total arrival rate, λ =

∑
k∈M λk and is given by

D(λ) =
λβ

µ(µ− λ)
, (4.4)
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which (of course) coincides with the steady-state expected delay in a single-
class M/GI/1 queueing system. The steady-state expected waiting time in the
system also depends only on the total arrival rate λ and is given by

W (λ) =
λβ

µ(µ− λ)
+

1
µ
.

It follows that the waiting-cost function for class-i depends only on λ and is
given by

Gi(λ) = hiW (λ)

= hi

(
λβ

µ(µ− λ)
+

1
µ

)
. (4.5)

4.1.1.2 Nonpreemptive Priority Queue Discipline

Suppose customers are served in order of class, with class 1 receiving the
highest priority, class 2 the next highest, and so forth. When a customer
arrives to an empty system, that customer is placed immediately into service.
At the completion of a service, a customer from the highest-priority class
among those in the queue is placed immediately into service. Service of a
customer, once begun, is never interrupted. (There is no preemption.)

In this case the steady-state expected delay (waiting time in queue) for class
i, denoted Di(λ), is given by

Di(λ) =
∑m
k=1 λkβk/µ

2
k

(1−
∑i−1
k=1 λk/µk)(1−

∑i
k=1 λk/µk)

, (4.6)

subject to the stability condition,

i∑
k=1

λk/µk < 1 . (4.7)

When this condition does not hold, Di(λ) = ∞. The steady-state expected
waiting time in the system for class i is given by

Wi(λ) = Di(λ) +
1
µi

. (4.8)

It follows that the waiting-cost function, Gi(λ) for class i is given by

Gi(λ) = hiWi(λ)

= hi

( ∑m
k=1 λkβk/µ

2
k

(1−
∑i−1
k=1 λk/µk)(1−

∑i
k=1 λk/µk)

+
1
µi

)
, (4.9)

when (4.7) holds, with Gi(λ) =∞ when (4.7) does not hold.
It is easily verified that Gi(λ) defined in this way satisfies our basic as-

sumptions; that is, Gi(λ) is differentiable and strictly increasing in λi ≥ 0,
and differentiable and nondecreasing in λk ≥ 0, k 6= i.
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4.1.1.3 Preemptive-Resume Priority Queue Discipline

Suppose customers are served in order of class, with class 1 receiving the
highest priority, class 2 the next highest, and so forth. When a customer arrives
to an empty system, that customer is placed immediately into service. At the
completion of a service, a customer from the highest-priority class among those
in the queue is placed immediately into service. If a higher-priority customer
arrives while a lower-priority customer is in service, that service is interrupted
and the higher-priority customer is placed in service immediately. At the next
instant when there are no higher-priority customers in the system, service of
the lower-priority customer is resumed where it left off.

In this case the steady-state expected delay (waiting time in the queue),
Di(λ), depends on λ only through its first i components and is given by

Di(λ) =
∑i
k=1 λkβk/µ

2
k

(1−
∑i−1
k=1 λk/µk)(1−

∑i
k=1 λk/µk)

, (4.10)

when (4.7) holds, with Di(λ) = ∞ when (4.7) does not hold. In this context
delay is defined as the waiting time in the queue before entering service for
the first time. The steady-state expected waiting time in the system for class
i is given by

Wi(λ) = Di(λ) +
(
∑i−1
k=1 ρk)(1/µi)

1−
∑i−1
k=1 ρi

+
1
µi

. (4.11)

The second term in this expression is the expected waiting time in the queue
after entering service for the first time, caused by preemption. The third term
is the expected time in service. The sum of the second and third terms, namely,

1/µi
1−

∑i−1
k=1 ρi

,

constitutes the expected completion time, where the completion time is defined
as the time from the first entrance into service until service is completed.

The waiting-cost function, Gi(λ) for class i is given by

Gi(λ) = hiWi(λ) (4.12)

when (4.7) holds, with Gi(λ) =∞ when (4.7) does not hold.
Again, it is easily verified that Gi(λ) defined in this way satisfies our basic

assumptions; that is, Gi(λ) is differentiable and strictly increasing in λi ≥ 0,
and differentiable and nondecreasing in λk ≥ 0, k 6= i.

4.2 General Multiclass Model: Optimal Solutions

As in our previous models, the solution to the decision problem depends on
who is making the decision. In the case of multiple classes, the decision may be
made by the individual customers, each concerned only with its own net utility
(individual optimality), by an agent for the class as a whole (class optimality),
or by a system operator, who might be interested in maximizing the aggregate
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net utility to all customers (social optimality) or in maximizing profit (facility
optimality). Note that class optimality is a new concept which is relevant in
a multiclass system. Class optimality is intermediate between individual and
social optimality in that the class agent takes into account the interactions
(including external effects) within its class, but not those with other classes.

As usual, we shall be interested in whether and how the facility operator
can choose toll values that will induce individually optimizing customers to
behave in a way that is consistent with social or facility optimality. In general,
the tolls are allowed (and need) to be class dependent. Class-dependent tolls
presume that the facility operator who is charging the tolls can reliably discern
which class an arriving customer belongs to.

4.2.1 Individually Optimal Arrival Rates

Returning now to the general model, let us consider the decision problem from
the point of view of an arriving customer of class i concerned only with its own
net utility, which it wishes to maximize (individual optimality). Suppose we
are given the full price of admission, πi(λ), as a function of λ ≥ 0. We assume
that πi(·) takes values in [0,∞] and is differentiable and strictly increasing
in λi ≥ 0, for each set of fixed values of λk ≥ 0, k 6= i. (In the single-
facility model of this chapter, πi(λ) = δi +Gi(λ), the sum of the toll and the
waiting cost for class i. But, in keeping with our usual approach, we shall first
develop the theory in the more general setting in which the full price πi(λ)
is left unspecified. This generality will be useful when we deal with multiclass
networks of queues in Chapter 8.)

Our analysis of individual optimality for class-i customers parallels the anal-
ysis of the single-class model in Chapter 2. For a particular value πi of the
full price of admission, an arriving customer of class i concerned only with
maximizing its own net utility will join if the value it receives from joining
exceeds πi, balk if it is lower, and be indifferent between joining and balking
if it equals πi. The marginal utility, U ′i(λi), represents the value received by
the marginal class-i user when the arrival rate for class i equals λi. At an in-
dividually optimal arrival rate, the marginal user will be indifferent between
joining and balking, so that

U ′i(λi) = πi , (4.13)

if this equation has a solution in Ai = [0,∞). If U ′i(0) < πi,then there is
no solution to (4.13) in Ai = [0,∞); in this case no user has any incentive
to join and we set λi = 0. If U ′i(0) ≥ πi, then since U ′i(λi) is continuous
and nonincreasing in λi, there is a solution to (4.13) in Ai = [0,∞). (To avoid
trivialities we shall assume that limλi→∞ U ′i(λi) < π.) Thus for a fixed price πi
an individually optimal arrival rate for class i is characterized by the following
conditions:

U ′i(λi) ≤ πi ,

U ′i(λi) = πi , if λi > 0 .
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Now suppose πi = πi(λ) for λ = (λ1, . . . , λi, . . . , λm), where λi satisfies
these conditions for each class i ∈ M . Then the system is in equilibrium: no
individually optimizing customer acting unilaterally will have any incentive
to deviate from its current action. In this case λ = (λi, i ∈ M) satisfies the
following conditions for each class i ∈M :

U ′i(λi) ≤ πi(λ) (4.14)
U ′i(λi) = πi(λ) , if λi > 0 (4.15)

These are the equilibrium conditions which must be satisfied by an individually
optimal vector of arrival rates, which we shall denote by

λe = (λei , i ∈M) .

Equivalent equilibrium conditions are the following:

πi(λ)− U ′i(λi) ≥ 0 , for all i ∈M ,

λi ≥ 0 , for all i ∈M ,

λi(πi(λ)− U ′i(λi)) = 0 , for all i ∈M .

Note that the equality constraints take the form of complementary-slackness
conditions. This form of the equilibrium conditions will facilitate comparison
of individual optimization with social and facility optimization.

4.2.1.1 Existence and Uniqueness of Individually Optimal Solution

Now let us focus on the case where πi(λ) = Gi(λ)+δi, i ∈M . The equilibrium
conditions satisfied by the vector λe of individually optimal arrival rates now
become

U ′i(λi) ≤ Gi(λ) + δi (4.16)
U ′i(λi) = Gi(λ) + δi , if λi > 0 (4.17)

for all i ∈ M . Under a mild technical assumption, we can show that there
exists a unique solution to these equilibrium conditions.

Assumption 1 There exists a compact polyhedral convex set, Ã ⊆ A :=∏
i∈M Ai, such that

1. Gi(λ) <∞ for all i ∈M and λ ∈ Ã;

2. for all i ∈M , U ′i(λi) < Gi(λ) + δi for all λ ∈ A− Ã.

Theorem 4.1 Under Assumption 1 there exists a unique solution to the equi-
librium conditions (4.16), (4.17), which characterize the vector λe of individ-
ually optimal arrival rates.

The proof of this theorem is deferred until the next section, since it de-
pends on constructing a class optimization problem that is equivalent to the
individual optimization problem.
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4.2.2 Class-Optimal Arrival Rates

We now consider the problem from the point of view of the manager of each
class. The class manager for class i is concerned with maximizing the net
benefit, Bi(λ), received per unit time by jobs of class i, where

Bi(λ) := Ui(λi)− λi(Gi(λ) + δi) . (4.18)

Given fixed strategies of the other players (that is, fixed values of the arrival
rates, λk, k 6= i) an optimal strategy for the manager of class i is therefore to
choose a value for λi such that

λi = arg max
{λi≥0}

Bi(λ1, . . . , λi, . . . , λm) =: Γi(λ) .

(Note that Γi(λ) depends on λ = (λ1, . . . , λi, . . . , λm) only through λk, k 6= i.)
Let λc = (λc1, . . . , λ

c
m) denote a Nash equilibrium for this m-player game, that

is, a vector λ at which no player has an incentive to deviate unilaterally from
its current strategy. Thus,

λci = Γi(λc) , i ∈M .

A Nash equilibrium λc is therefore a solution to the fixed-point equation,

λ = Γ(λ) ,

where Γ(λ) := (Γ1(λ), . . . ,Γm(λ)).
For each i ∈ M , the following KKT conditions are necessary for λi to

maximize Bi(λ), with λk fixed for k 6= i:

U ′i(λi) ≤ Gi(λ) + λi
∂

∂λi
Gi(λ) + δi , (4.19)

U ′i(λi) = Gi(λ) + λi
∂

∂λi
Gi(λ) + δi , if λi > 0 . (4.20)

Therefore, (4.19) and (4.20) must hold simultaneously for all i ∈ M in order
for an allocation λ = (λi, i ∈M) to be class optimal.

4.2.2.1 Existence and Uniqueness of Class-Optimal Solution

Under mild technical assumptions, we can show that there exists a unique
solution to the KKT conditions (4.19) and (4.19), hence a unique fixed point
of the operator Γ(·) – a unique class-optimal solution.

Assumption 2 There exists a compact convex set, Ã ⊆ A =
∏
i∈M Ai, such

that

1. Gi(λ) <∞ for all i ∈M and λ ∈ Ã;

2. for all λ ∈ A, there exists a λ′ = (λ′k, k ∈ M) ∈ Ã such that Bi(λ′) ≥
Bi(λ) for all i ∈M .

For all i ∈M , and all λ, let Hi(λ) := λiGi(λ).
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Assumption 3 For all i ∈M , Hi(λ) is a convex function of λi, for each set
of fixed values of λk, k 6= i, such that λ = (λk, k ∈M) ∈ Ã.

Assumption 2 ensures that the search for a class-optimal solution can be
restricted, without loss of optimality, to the compact, convex set Ã (in which
the net-benefit payoff functions, Bi(λ) are all finite valued). Therefore an
equilibrium solution to the class-optimization problem is a point λc ∈ Ã such
that

Bi(λc) = max
{λi}
{Bi(λc1, . . . , λi, . . . , λcm)|(λc1, . . . , λi, . . . , λcm) ∈ Ã} , i ∈M .

(4.21)
Assumption 3 ensures that Bi(λ) is continuous in λ and concave in λi, for
each set of fixed values of λj , j 6= i, such that λ = (λ1, . . . , λi, . . . , λm) ∈ Â.

4.2.2.2 Example: M/GI/1 Queue with Linear Waiting Costs and FIFO
Queue Discipline.

In this example, we have

Gi(λ) = hiWi(λ)

= hi

(
1
µi

+
∑
k∈M λkβk/µ

2
k

1−
∑
k∈M λk/µk

)
(cf. equation (4.3) in Section 4.1.1.1).

Exercise 1 Show that in this case Gi(λ) is convex and nondecreasing in
λi, for each set of fixed values of λk, k 6= i, and that as a result Assumption 3
holds.

Exercise 2 Suppose Ui(λi) → 0 as λi → ∞, for all i ∈ M . Show that
Assumption 2 holds.

Under Assumptions 2 and 3, the set of constrained net-benefit optimization
problems (4.21) satisfies the general assumptions for a concave m-player non-
cooperative game (cf. Rosen [161]). Theorem 1 of [161] then establishes the
existence of an equilibrium solution to the class-optimization problem.

It remains to show that the equilibrium point is unique. Since the strategy
space of each player of the game may now depend on the strategies of the other
players through the constraint, λ ∈ Ã, the simultaneous strategy space Ã for
all players is what Rosen calls a coupled constraint set. In the general case of a
m-player concave game with a coupled constraint set the nonnegative multipli-
ers which satisfy the KKT conditions are usually unrelated. The multipliers
can be normalized, giving rise to the more restricted concept of a normal-
ized equilibrium, which depends on the normalizing weights (cf. Rosen [161]).
Uniqueness can only be proved in general for the normalized equilibrium point
corresponding to each given set of weights.

In order to avoid this limitation on the uniqueness of the equilibrium point,
we need to strengthen Assumption 2 slightly.
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Assumption 4 There exists a compact polyhedral convex set, Ã ⊆ A :=∏
i∈M Ai, such that

1. Gi(λ) <∞ for all i ∈M and λ ∈ Ã;
2. for each λ ∈ A, there exists a λ′ = (λ′k, k ∈ M) ∈ Ã for which the only

active constraints among those defining Ã are (possibly) some of the
nonnegativity constraints, and for which Bi(λ′) ≥ Bi(λ) for all i ∈M .

The effect of the strengthened requirement in Assumption 4 (2) is to ensure,
not only that there exists an equilibrium solution λc to the class-optimization
problem that lies in the compact convex set Ã, but also the restriction to
normalized equilibrium points referred to above is not necessary. Assumption 4
is satisfied, for example, in queueing models with a single server working
at rate µ in which Gi(λ) ↑ ∞ as λ ↑ µ. Since the (stability) constraint,∑
k∈M λk = λ < µ, will never be binding at equilibrium, the m multipliers

that ensure complementary slackness at this constraint for each of the m
players must all equal zero at optimality. This removes the coupling concern
and any dependence of the equilibrium on the normalizing weights.

Following Rosen [161], we define a weighted sum of the payoff functions,∑
i∈M ωiBi(λ), for each vector ω of nonnegative weights, ωi ≥ 0, i ∈ M .

We then define the pseudogradient, g(λ,ω), to have components gi(λ,ω) =
ωi

∂
∂λi

Bi(λ), i ∈ M . Therefore, the Jacobian of the pseudogradient, g′(λ,ω),
has ij-th component

g′ij(λ,ω) =
{
−ωiψi , i 6= j
−ωi(ψi + ηi) , i = j

,

where

ψi :=
∂

∂λi
Gi(λ) + λi

∂2

∂λ2
i

Gi(λ) > 0 ,

and
ηi :=

∂

∂λi
Gi(λ)− U ′′i (λi) > 0 .

In order to establish uniqueness of the equilibrium it suffices via Theorems 2
and 6 of Rosen [161] to show that g′(λ,ω) + (g′(λ,ω))T is negative definite
for some ω > 0. It therefore suffices to show that g′(λ,ω) is negative definite
for some ω > 0. Letting ωi = ψ−1

i gives

−g′(λ,ω) =


ψ1+η1
ψ1

1 · · · 1
1 ψ2+η2

ψ2
· · · 1

...
...

. . .
...

1 1 · · · ψm+ηm

ψm

 ,

which is clearly symmetric and positive definite. Therefore g′(λ,ω) is negative
definite.

These arguments provide the following general existence and uniqueness
result.
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Theorem 4.2 Under Assumptions 3 and 4 the solution to the class-optimal
m-player net-benefit optimization problem (4.21) exists and defines a unique
Nash equilibrium.

4.2.2.3 Proof of Theorem 4.1

As promised in the Section 4.2.1.1, we can also use this result to establish the
existence and uniqueness of the individually optimal solution under Assump-
tion 1, by constructing an equivalent class optimization problem.

Suppose Assumption 1 holds. For λ = (λi, i ∈M) and i ∈M , define

Ĥi(λ) :=
∫ λi

0

Gi(λ1, . . . , νi, . . . , λm)dνi ,

B̂i(λ) := Ui(λi)− (Ĥi(λ) + λiδi) .

Thus, B̂i(λ) can be interpreted as the net benefit per unit time to class i when
the class-i waiting cost per unit time is Ĥi(λ) rather than Hi(λ) = λiGi(λ).
Since Gi(λ) is increasing in λi, it follows that Ĥi(λ) is convex in λi, for each
set of fixed values of λj , j 6= i. Therefore, Assumption 3 holds with Hi replaced
by Ĥi. It follows that B̂i(λ) is concave in λi for each set of fixed values of λj ,
j 6= i. But Assumption 1 (2) implies that

∂

∂λi
B̂i(λ) = U ′i(λi)− (Gi(λ) + δi) < 0 ,

for all λ ∈ A − Ã. This in turn implies that Assumption 4 (2) holds with Bi
replaced by B̂i. Since Assumption 1 (1) coincides with Assumption 4 (1), it
follows from Theorem 4.2 that there exists a unique solution to the equilib-
rium conditions for the class-optimal problem with Hi replaced by Ĥi. But
the equilibrium conditions for this class-optimal problem coincide with the
equilibrium conditions for the individually optimal problem. Therefore, there
exists a unique solution to the equilibrium conditions for the individually
optimal problem. This completes the proof of Theorem 4.1.

4.2.2.4 Comparison of Class Optimal and Individually Optimal Solutions

From observing the optimality conditions for individual and class optimization,
it follows that an individually optimal solution will also be optimal for the
class-optimization problem with tolls δi, i ∈M , if the toll charged to entering
class-i customers in the individual-optimization problem equals

δei := λci
∂

∂λi
Gi(λc) + δi .

The additional toll for class i is just the external effect on other class-i cus-
tomers – the marginal increase in the total waiting cost incurred by all exist-
ing flows of class i – of a marginal increase in the flow of class i (evaluated at
the class-optimal flow allocation, λc). In this way the individually optimizing
customers are forced to take account of the effect of their decision on other
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members of their own class (but not, of course, on members of other classes).
Since Gi(λ) is increasing in λi, the external effect is nonnegative (positive if
λci > 0) and hence δei ≥ δi (δei > δi if λci > 0).

4.2.3 Socially Optimal Arrival Rates

Consider a flow allocation, λ = (λi, i ∈M). The net benefit per unit time for
class i is

Bi(λ) = Ui(λi)− λiGi(λ) . (4.22)
A socially optimal allocation of arrival rates λs = (λsi , i ∈M) to the classes is
defined as one that maximizes the aggregate net benefit to all classes. It may
thus be found by solving the following optimization problem:

(P) max
{λi≥0,i∈M}

U(λ) :=
∑
i∈M

Ui(λi)−
∑
i∈M

λiGi(λ)

s.t. λi ≥ 0 , i ∈M .

(Since tolls are simply transfer fees, they do not appear in the objective func-
tion for social optimality.)

A socially optimal allocation of arrival rates λs = (λsi , i ∈M) must satisfy
the following KKT conditions, which are necessary for an optimal solution to
Problem (P): for all i ∈M ,

U ′i(λi) ≤ Gi(λ) +
∑
k∈M

λk
∂

∂λi
Gk(λ) ; (4.23)

U ′i(λi) = Gi(λ) +
∑
k∈M

λk
∂

∂λi
Gk(λ) , if λi > 0 . (4.24)

4.2.3.1 Comparison of Socially Optimal and Toll-Free Individually Optimal
Solutions

Comparing these equations to the equilibrium conditions for an individually
optimal solution, we see that the individually optimal arrival rates will also
be socially optimal if entering customers of class i are charged a toll

δsi :=
∑
k∈M

λsk
∂

∂λi
Gk(λs) .

As expected, the socially optimal toll for class i is just the external effect –
the marginal increase in the total waiting cost incurred by all existing flows –
of a marginal increase in the flow of class i (evaluated at the socially optimal
flow allocation, λs). By charging this socially optimal toll at each resource,
the facility operator can induce individually optimizing classes to behave in
a socially optimal way, thereby making the Nash-equilibrium flow allocation
for individual optimality coincide with a socially optimal solution.

Remark 1 For this general model in which the waiting-cost functions,
Gk(λ), and their partial derivatives may depend on the entire vector, λ =
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(λi, i ∈M), the socially optimal tolls will in general be class dependent. Later
(see Section 4.4) we shall consider a special case in which each Gk(λ) depends
on λ only through the total arrival rate, λ =

∑
i∈M λi. In this case the socially

optimal toll does not depend on the class.

Since for all k 6= i, Gk(λ) is nondecreasing in λi, and Gi(λ) is strictly
increasing in λi, the external effect is nonnegative (positive if λsi > 0) and
hence δi ≥ 0 (δi > 0 if λsi > 0).

These observations facilitate a comparison between the socially optimal
solution and the individually optimal allocation when no tolls are charged.
Since U ′i(·) is nonincreasing (by the concavity of Ui(·)), we have the following
theorem.
Theorem 4.3 Suppose δi = 0, i ∈ M , and let λei , i ∈ M , be the correspond-
ing individually optimal arrival rates. Then for each class i, λsi ≤ λei . The
inequality is strict if U ′i(·) is strictly decreasing and λsi > 0.

4.2.3.2 Comparison of Socially Optimal and Class-Optimal Solutions

From comparing the optimality conditions for social and class optimization,
it follows that a class-optimal solution will also be optimal for the social-
optimization problem if the toll charged to entering class-i customers in the
class-optimization problem is

δi =
∑
k∈M

λsk
∂

∂λi
Gk(λs)− λsi

∂

∂λi
Gi(λc) .

Since entering class-i customers are already charged the class-i external effect,

λsi
∂

∂λi
Gi(λc) ,

at the class-optimal allocation, we must first replace this term by the class-i
external effect at the socially optimal allocation, then add the external effects
on the other classes at the socially optimal allocation.

4.2.3.3 Existence and Uniqueness of Socially Optimal Solution

Are the KKT conditions sufficient as well as necessary for a vector of arrival
rates to be socially optimal? If not, there may be multiple solutions to these
conditions, only one of which will (typically) be the socially optimal allocation.
From the general theory we know that the KKT conditions are sufficient if
the objective function is concave in λ = (λi, i ∈ M). Since the utility term,∑
i∈M Ui(λi), is concave in λ, the objective function will be concave if the

waiting cost term,
∑
i∈M λiGi(λ), is convex in λ.

We shall find, however, that our model is susceptible to anomalies which re-
sult from the fact that the class-i waiting-cost per unit time, Hi(λ) = λiGi(λ),
may not be convex in λ, even if Gi(λ) is convex. In this case, the objective
function may not be jointly concave in λ = (λi, i ∈ M). (By contrast, in the
model with a single class considered in Chapter 2, the objective function is
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always jointly concave.) We shall give examples of this phenomenon below
when we consider special cases of our general model.

4.2.4 Facility-Optimal Arrival Rates

Now consider the system from the point of view of a facility operator whose
goal is to choose class-dependent tolls, δi, i ∈M , that will maximize revenue.
Assuming that the arriving customers are individual optimizers, choosing a
toll δi for each class i will result in vector λ = (λi, i ∈M) of arrival rates that
satisfy the equilibrium conditions (i ∈M):

λi(δi +Gi(λ)− U ′i(λi)) = 0 ,
δi +Gi(λ)− U ′i(λi) ≥ 0 ,

λi ≥ 0 .

The revenue-maximizing facility operator thus seeks values of δi, i ∈M , that
solve the following optimization problem:

max
{δi,λi,i∈M}

∑
i∈M

λiδi ,

s.t. λi(δi +Gi(λ)− U ′i(λi)) = 0 , i ∈M ,

δi +Gi(λ)− U ′i(λi) ≥ 0 , i ∈M ,

λi ≥ 0 , i ∈M .

Subtracting
∑
i∈M λi(δi+Gi(λ)−U ′i(λi)) (which equals zero by the first set of

constraints) from the objective function and simplifying leads to the following
equivalent formulation:

max
{δi,λi,i∈M}

∑
i∈M

λi(U ′i(λi)−Gi(λ))

s.t. δi ≥ U ′i(λi)−Gi(λ) , i ∈M
δi = U ′i(λi)−Gi(λ) , if λi > 0 , i ∈M ,

λi ≥ 0 , i ∈M .

As in the single-class model (cf. Chapter 2), we shall assume for now that
limλi→0 λiU

′
i(λi) = 0, i ∈M . (See Section 4.2.4.1 below for further discussion

of this point.)
The first two sets of constraints now serve simply to define δi (nonuniquely),

given λi, i ∈M . Therefore, it suffices to solve the following problem, with λi,
i ∈M , as the only decision variables,

max
{λi≥0,i∈M}

∑
i∈M

λi(U ′i(λi)−Gi(λ)) ,

and then choose δi, i ∈M , to satisfy

δi ≥ U ′i(λi)−Gi(λ) , i ∈M ,

δi = U ′i(λi)−Gi(λ) , if λi > 0 , i ∈M .
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Let λf = (λf1 , . . . , λ
f
m) denote a facility optimal allocation of arrival rates.

The vector λ satisfies the following necessary KKT conditions for optimality:

U ′i(λi) + λiU
′′
i (λi) ≤ Gi(λ) +

∑
j∈M

λj
∂

∂λi
Gj(λ) ; (4.25)

U ′i(λi) + λiU
′′
i (λi) = Gi(λ) +

∑
j∈M

λj
∂

∂λi
Gj(λ) if λi > 0 , (4.26)

for all i = 1, . . . ,m.
It follows that a facility optimal toll for class i is given by

δfi =
∑
j∈M

λfj
∂

∂λi
Gj(λf )− λfi U

′′
i (λfi ) , i ∈M .

As in the single-facility model (see Chapter 2), note that the facility optimization
problem takes the same form as the social optimization problem, but with
modified utility functions, Ũi(λi) := λiU

′
i(λi), for each class i ∈ M . But, as

remarked in Chapter 2, the modified utility functions, Ũi(λi), may not be
concave or even nondecreasing. Thus in this case, in contrast to the socially
optimal problem, concavity of the objective function may fail even if the class-i
waiting-cost per unit time, Hi(λ) = λiGi(λ), is convex in λ.

Since the objective function for facility optimization may fail to be concave,
the necessary conditions, (4.25) and (4.26), may not be sufficient for an arrival-
rate vector, λ = (λi, i ∈M), to be globally facility optimal. Conditions (4.25)
and (4.26) may have multiple solutions, including local maxima, local minima,
or saddle-points.

4.2.4.1 Heavy-Tailed Rewards

Now we consider what happens if we relax our technical assumption that
limλ→0 λU

′(λ) = 0. Basically the analysis in Sections 2.1.3 and 2.3.3 of Chap-
ter 2 carries over to the multiclass model with very little modification.

In particular, suppose limλi→0 λiU
′
i(λi) = κi, where 0 < κi ≤ ∞, for some

class i ∈M . (As in the single-class model, this is the case if limx→∞ xF̄i(x) =
κ, where F̄i(x) := P{Ri > x} and Ri is the random reward received by a
class-i customer who joins the system. Recall that this implies that F̄ (·) has
a heavy tail: cf. Section 2.3.3 in Chapter 2.)

Consider the case, κi =∞. In this case, for any fixed values of λk, k 6= i, the
profit-maximizing facility operator can earn an arbitrarily large profit, Ũ(λ),
by choosing an arbitrarily small value for λi, which corresponds to choosing
an arbitrarily large toll, δi, for class i. To see this, recall that

Ũ(λ) =
∑
k∈M

λkU
′
k(λk)−

∑
k∈M

λkGk(λ) .

Now Gi(λ) is strictly increasing in λi and Gk(λ) is nondecreasing in λi for all
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k 6= i. Hence, the total waiting cost per unit time,
∑
k∈M λkGk(λ), strictly

decreases as λi → 0. Meanwhile, the sum,
∑
k 6=i λkU

′
k(λk) remains constant,

but λiU ′i(λi) → ∞ as λi → 0. Therefore, Ũ(λ) → ∞ as λi → 0 while λk,
k 6= i, remain fixed.

Note that, if there are several classes i such that limλi→0 λiU
′
i(λi) = ∞,

then the facility operator may pursue this strategy for each such class.

4.3 General Multiclass Model: Dynamic Algorithms

We now turn our attention to the application of dynamic adaptive algorithms
to multiclass queueing facilities. We introduced dynamic adaptive algorithms
in the context of a single-class queueing facility in Chapter 3. The extension
of these algorithms to multiclass facilities involves a number of intricacies, but
the basic concepts carry over with few changes. We shall consider continuous-
time algorithms only, leaving to the reader the extension of discrete-time al-
gorithms to the multiclass model.

4.3.1 Continuous-Time Dynamic Algorithms

As usual, our starting point is the basic model with individually optimizing
customers. Class-optimal, socially optimal, or facility optimal solutions may
then be implemented by charging entering customers an appropriate toll.

Recall the equilibrium conditions for an individually optimal solution (i ∈
M):

U ′i(λi) ≤ Gi(λ) + δi ; (4.27)
U ′i(λi) = Gi(λ) + δi , if λi > 0 . (4.28)

Now suppose the arrival rates and tolls evolve in continuous time. For each
i ∈ M , let λi(t) denote the arrival rate for class i and δi(t) the toll charged
each entering customer of class i at time t ≥ 0. Let ωi be a positive constant.
The vector of arrival rates at time t is λ(t) = (λi(t), i ∈ M). Consider the
system of differential equations

d

dt
λi(t) = ωi (U ′i(λi(t))− [Gi(λ(t)) + δi(t)]) , i ∈M . (4.29)

We interpret (4.29) as follows. The facility operator charges a toll δi(t)
per entering customer of class i at time t. Equation (4.29) corresponds to a
rate-control algorithm in which the arrival rate for each class i is adjusted in
proportion to the current difference between the marginal utility and the full
price (the waiting cost plus the toll) of entering the system for class i. If this
difference is positive (that is, if the marginal utility exceeds the full price),
then the flow is increased; if negative then the flow is decreased. (As usual,
if the current value of λi(t) is zero and the r.h.s. of the differential equation
is negative, it is understood that the rate-control algorithm keeps this flow at
zero rather than reducing it further and making it negative.)



GENERAL MULTICLASS MODEL: DYNAMIC ALGORITHMS 125

It is therefore reasonable to conjecture that this algorithm will converge to
a value of λ = (λi, i ∈M) satisfying the Nash equilibrium conditions, (4.27),
(4.28), provided that δi(t)→ δi, for each i ∈M .

The specific behavior of the algorithm depends on how we choose the tolls,
δi(t), i ∈M . If δi(t) = δi, i ∈M (fixed tolls), then the algorithm converges to
the individually optimal arrival rate vector, λe, associated with the fixed tolls,
δi, i ∈M . On the other hand, if we choose the δi(t) equal to the appropriate
tolls for class optimality, social optimality, or facility optimality, then the
algorithm converges (not surprisingly) to a class-optimal, socially optimal,
or facility optimal vector of arrival rates, respectively. These assertions are
proved in the following four sections, using the properties of optimal solutions
established in Section 4.2.

4.3.1.1 Algorithm with Fixed Toll: Individual Optimality

Consider the dynamical system governed by the differential equation (4.29),
but now suppose that the toll charged each entering customer of class i is a
fixed quantity, δi, i ∈M . The system of differential equations is now

d

dt
λi(t) = ωi (U ′i(λi(t))− [Gi(λ(t)) + δi]) , i ∈M . (4.30)

A stationary point λ of this system, at which the r.h.s. of each of the differ-
ential equations (4.30) equals zero (or is less than or equal to zero, if λi = 0),
satisfies (4.27), (4.28), and is therefore a Nash equilibrium for individually
optimizing customers when entering customers of class i are charged the toll
δi, i ∈M . By Theorem 4.1, this equilibrium solution is unique under Assump-
tion 1.

Recall that we proved Theorem 4.1 by constructing a class-optimization
problem with the same optimality conditions as the individual optimization
problem. The same construction allows us to conclude that the dynamic al-
gorithm (4.30) converges globally to the unique equilibrium solution for the
individual optimization problem. (In the next section we shall prove global
convergence in the class optimization problem.) Thus we have the following
theorem.

Theorem 4.4 Under Assumption 1, the dynamic algorithm (4.30) converges
globally to the unique solution to the equilibrium conditions (4.14), (4.15),
which characterize the vector λe of individually optimal arrival rates.

4.3.1.2 Algorithm with Time-Varying Toll: Class Optimality

Consider the dynamical system governed by the differential equation (4.29),
and suppose that each entering customer of class i is charged a time-varying
toll

δi(t) =
∂

∂λi
Gi(λ(t)) + δi ,
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i ∈ M , where the δi, i ∈ M , are given, fixed tolls. The system of differential
equations is now

d

dt
λi(t) = ωi

(
U ′i(λi(t))− [Gi(λ(t)) +

∂

∂λi
Gi(λ(t)) + δi]

)
, i ∈M . (4.31)

Recall that by Theorem 4.2 there is a unique class-optimal solution under
Assumptions 3 and 4, which satisfies the equilibrium conditions, (4.19) and
(4.20). Using equation (4.18) we can rewrite these conditions equivalently as

∂

∂λi
Bi(λ) ≤ 0 , (4.32)

∂

∂λi
Bi(λ) = 0 . , if λi > 0 (4.33)

We can similarly rewrite the dynamical system (4.31) equivalently as

d

dt
λi(t) = ωi ·

∂

∂λi
Bi(λ(t)) , i ∈M . (4.34)

From Theorem 9 of Rosen [161] we obtain the following result.

Theorem 4.5 Under Assumptions 3 and 4 the dynamic algorithm (4.34) con-
verges globally to the unique solution to the equilibrium conditions (4.32),
(4.33), which characterize the vector λc of class optimal arrival rates.

4.3.1.3 Algorithm with Time-Varying Toll: Social Optimality

Consider the dynamical system governed by the differential equation (4.29),
and suppose now that each entering customer of class i is charged a time-
varying toll

δi(t) =
∑
k∈M

∂

∂λi
Gk(λ(t)) , (4.35)

i ∈M . The system of differential equations is now

d

dt
λi(t) = ωi

(
U ′i(λi(t))− [Gi(λ(t)) +

∑
k∈M

∂

∂λi
Gk(λ(t))]

)
, i ∈M . (4.36)

In this version of the dynamic algorithm the toll δi(t) (given by (4.35)) equals
the overall external effect of class-i flow: the marginal increase in the total
waiting cost of all existing flows in all classes as a result of a marginal increase
in λi.

The stability analysis of the algorithm in this case parallels that for social
optimality in the single-class model (cf. Section 3.4.1 of Chapter 3), with
the important difference that there may now be multiple points to which the
algorithm can converge. Recall the objective function for social optimality in
the multiclass model:

U(λ) =
∑
i∈M

Ui(λi)−
∑
i∈M

λiGi(λ) .
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We have (i ∈M)

∂

∂λi
U(λ) = U ′i(λi)− [Gi(λ) +

∑
k∈M

∂

∂λi
Gk(λ)] . (4.37)

Now consider U(λ(t)), where λ(t) := (λi(t), i ∈M) and λi(t) satisfies the set
of differential equations (4.36). It follows from (4.36) and (4.37) that

d

dt
U(λ(t)) =

∑
i∈M

∂

∂λi
U(λ(t)) · d

dt
λi(t)

=
∑
i∈M

ωi

(
U ′i(λi(t)− [Gi(λ(t)) +

∑
k∈M

∂

∂λi
Gk(λ(t))]

)2

,

from which we see that U(λ(t)) is strictly increasing over time unless the quan-
tity in parentheses on the last line equals zero for all i ∈M , that is, unless λ(t)
is a solution to the KKT conditions. It follows that the algorithm converges
(with strictly increasing aggregate utility) to a solution to the KKT conditions.
We have observed that there may in general be several such solutions, each
of which is a Nash equilibrium for individually optimizing customers when
charged the appropriate tolls. Which equilibrium is approached depends on
the starting point. We shall see several examples of this phenomenon in sub-
sequent sections.

4.3.1.4 Algorithm with Time-Varying Toll: Facility Optimality

To keep the exposition simple, we now assume that λiU ′i(λi) → 0 as λi → 0,
for all i ∈ M . The modifications to the following analysis that are required
when this condition is not satisfied are straightforward.

Consider the dynamical system governed by the differential equation (4.29),
and suppose now that each entering customer of class i is charged a time-
varying toll

δi(t) =
∑
k∈M

λk(t)
∂

∂λi
Gk(λ(t))− λiU ′′i (t) , (4.38)

i ∈M . The system of differential equations is now

d

dt
λi(t) = ωi(U ′i(λi(t)) + λi(t)U ′′i (t)

−[Gi(λ(t)) +
∑
k∈M

λk(t)
∂

∂λi
Gk(λ(t))]) , i ∈M . (4.39)

At a stationary point λ of this system, the r.h.s. of each of the differential
equations (4.39) equals zero (or is less than or equal to zero, if λi = 0). That
is,

U ′i(λi) + λiU
′′
i (λi)− [Gi(λ) +

∑
k∈M

λk
∂

∂λi
Gk(λ)] ≤ 0 ,
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U ′i(λi) + λiU
′′
i (λi)− [Gi(λ) +

∑
k∈M

λk
∂

∂λi
Gk(λ)] = 0 , if λi > 0 ,

i ∈ M . These are the necessary KKT conditions (cf. (4.25), (4.26)) for a
facility optimal solution, λf .

To show that the dynamic algorithm defined by the differential equation
(4.39) converges to such a stationary point, we shall once again make use of the
equivalence, noted in Remark 3 in Chapter 2, between the facility optimization
problem and a social optimization problem with modified utility functions,
Ũi(λi) := λiU

′
i(λi), i ∈ M . For this transformed social optimization problem

the associated dynamic algorithm is governed by the system of differential
equations,

d

dt
λi(t) = ωi

(
Ũ ′i(λi(t))− [Gi(λ(t)) +

∑
k∈M

λk(t)
∂

∂λi
Gk(λ(t))]

)
, (4.40)

i ∈ M , which is equivalent to the system (4.39). Define a new net utility
function, Û , as follows:

Ũ(λ) :=
∑
k∈M

(Ũk(λk)− λkGk(λ)) .

Note that

∂

∂λi
Ũ(λ) = Ũ ′i(λi)− [Gi(λ) +

∑
k∈M

λk
∂

∂λi
Gk(λ)]

= U ′i(λi) + λiU
′′
i (λi)− [Gi(λ) +

∑
k∈M

λk
∂

∂λi
Gk(λ)] , (4.41)

i ∈ M . The function Ũ(·) is a Lyapunov function for the dynamical system
governed by the differential equation (4.40), as can be seen by the follow-
ing argument. Consider Ũ(λ(t)), where λ(t) satisfies the differential equation
(4.40). We have

d

dt
Ũ(λ(t)) =

∑
i∈M

∂

∂λi
Ũ(λ(t)) · d

dt
λi(t)

=
∑
i∈M

ωi

(
Ũ ′i(λi(t))− [Gi(λ(t)) +

∑
k∈M

∂

∂λi
Gk(λ(t))]

)2

,

from which we see that Ũ(λ(t)) is strictly increasing over time unless the
quantity in parentheses on the last line equals zero (or is less than or equal
to zero if λi(t) = 0) for all i ∈ M , that is, unless λ(t) is a solution to the
KKT conditions. It follows that the algorithm converges (with strictly increas-
ing aggregate utility) to a solution to the KKT conditions. As in the social
optimization problem, there may in general be several such solutions, each
of which is a Nash equilibrium for individually optimizing customers when
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charged the appropriate tolls. Which equilibrium is approached depends on
the starting point.

4.4 Waiting Costs Dependent on Total Arrival Rate

Now we consider the special case of our general model in which the waiting
cost for each class depends on the vector λ = (λi, i ∈ M) only through the
total arrival rate, λ =

∑
i∈M λi. In this case we can say quite a bit more about

the structure of the allocations under the various optimality criteria and the
relations between them.

Suppose Gi(λ) = Gi(λ), where λ =
∑
k∈M λk and Gi(λ) is strictly increas-

ing and differentiable in the scalar variable λ. (Here we are abusing notation
slightly by using the same symbol “Gi” for both functions.)

Consider the example of an M/GI/1 queue with linear waiting cost, in-
troduced in Section 4.1.1. When the queue discipline is FIFO and the service
times are class independent (with mean 1/µ), we noted that the waiting-cost
function for class-i customers depends only on the total arrival rate λ and is
given by (4.5), which we rewrite here for convenience (i ∈M):

Gi(λ) = hi

(
1
µ

+
λβ

µ(µ− λ)

)
. (4.42)

In the special case of an exponential service-time distribution (an M/M/1
queue), we have β = 1, so that

Gi(λ) = hi

(
1

µ− λ

)
, i ∈M . (4.43)

This expression is also valid for an M/GI/1 queue with processor-sharing
distribution.

We shall use these examples frequently in our discussion of optimal flow
allocations and dynamic algorithms below.

4.4.1 Individual Optimality

The equilibrium conditions satisfied by the vector λe of individually optimal
arrival rates now take the form

U ′i(λi) ≤ Gi(λ) + δi (4.44)
U ′i(λi) = Gi(λ) + δi , if λi > 0 (4.45)

for all i ∈M , where λ =
∑
i∈M λi.

Since the model under consideration is a special case of our general model
(cf. Section 4.2.1), we know that there exists a unique individually optimal
allocation under Assumption 1.

Assumption 5 For all i ∈M , Gi(λ)→∞ as λ→∞.
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Exercise 3 Prove that Assumption 1 holds for the model with waiting costs
dependent only on the total arrival rate, if Assumption 5 holds.

Note that Assumption 5 holds in the example of an M/GI/1 queue with linear
waiting costs and FIFO discipline. (See Section 4.1.1.1.)

4.4.2 Class Optimality

Recall that in the case of class optimization the manager for class i is concerned
with maximizing the net benefit, Bi(λ), received per unit time by jobs of class
i, which now takes the form

Bi(λ) = Ui(λi)− λi(Gi(λ) + δi) , (4.46)

where λ =
∑
k∈M λk. Given fixed values of the arrival rates, λk, k 6= i, the

optimal strategy for the manager of class i is therefore to choose a value for
λi such that

λi = arg max
{λi≥0}

{Ui(λi)− λi(Gi(λi + λ̄i) + δi)} , (4.47)

where
λ̄i :=

∑
k 6=i

λk = λ− λi .

For each i ∈M the following KKT conditions are necessary for λi to max-
imize Bi(λ), with λk fixed for k 6= i:

U ′i(λi) ≤ Gi(λi + λ̄i) + δi + λiG
′
i(λi + λ̄i) (4.48)

U ′i(λi) = Gi(λi + λ̄i) + δi + λiG
′
i(λi + λ̄i) , if λi > 0 (4.49)

Therefore, (4.48) and (4.49) must hold simultaneously for all i ∈ M in order
for an allocation λ = (λi, i ∈M) to be class optimal.

We shall make the following assumption.

Assumption 6
1. For all i ∈M , Gi(λ)→∞ as λ→∞.
2. For all i ∈M ,

2G′i(λ) + λiG
′′
i (λ) ≥ 0 ,

for all λ ∈ A =
∏
i∈M Ai.

Assumption 6 (1) implies Assumption 4. Assumption 6 (2) implies that
Hi(λ) = λiGi(λ) is a convex function of λi, for each set of fixed values of λk,
k 6= i, where λ =

∑
k∈M λk. Hence Assumption 3 holds. (Note that, in order

for Assumption 6 (2) to hold, it suffices that Gi(·) be convex, which is the
case in the example of an M/GI/1 queue with linear waiting costs and FIFO
discipline.)

Thus, as a corollary of Theorem 4.2, we have the following theorem.
Theorem 4.6 Under Assumption 6 there exists a unique class-optimal allo-
cation λc for the model in which the waiting costs depend on the total arrival
rate.
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In the case where δi = 0, note that the optimization problem for class i takes
the same form as the social optimization problem for a single-class problem
with (variable) arrival rate λi with utility function Ui(λi) and waiting-cost
function G̃i(λi), where

G̃i(λi) := Gi(λi + λ̄i) .

4.4.3 Social Optimality

The social optimization problem now takes the form:

max
{λ;λi,i∈M}

U(λ) :=
∑
i∈M

Ui(λi)−
∑
i∈M

λiGi(λ)

s.t.
∑
i∈M

λi = λ ; λi ≥ 0 , i ∈M .

A socially optimal allocation of arrival rates λs = (λsi , i ∈ M) must satisfy
the following KKT conditions, which are necessary for an optimal solution to
this optimization problem:

U ′i(λi) ≤ Gi(λ) +
∑
k∈M

λkG
′
k(λ) , (4.50)

U ′i(λi) = Gi(λ) +
∑
k∈M

λkG
′
k(λ) , if λi > 0 , (4.51)

i ∈M , where
λ =

∑
k∈M

λk .

Comparing these conditions to those for an individually optimal solution, we
see that individually optimizing customers may be induced to behave in a
socially optimal way if we charge each entering customer – regardless of class
– the socially optimal toll,

δs :=
∑
k∈M

λskG
′
k(λs) ,

i ∈ M where λs =
∑
k∈M λsk. As usual, the socially optimal toll for class i

equals the external effect of a marginal increase in λi on the total waiting cost
per unit time associated with the current flows in all the classes. But now,
since the waiting costs depend only on the total arrival rate, this external
effect – the socially optimal toll – is independent of class.

4.4.3.1 Nonconcavity of Objective Function

In our discussion of the general model, we noted that the objective function
for the social optimization problem may not be jointly concave in λ = (λi, i ∈
M), in spite of the convexity/concavity properties of its components. As a
consequence, the KKT conditions may have multiple solutions, some of which
are local maxima, local minima, or saddle-points. In the special case we are
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considering, in which the waiting costs depend only on the total arrival rate,
one might hope that this problem would not occur. As we shall see, however,
even in this much simpler model the total waiting-cost per unit time is not
in general jointly convex in λ, even when each class-i waiting-cost function,
Gi(λ), is convex in λ. As a result the objective function for social optimization
may fail to be jointly concave.

To see what can happen, consider a system with two classes. (The exten-
sion to more than two classes is straightforward.) In this case, the objective
function for social optimization takes the form,

U(λ1, λ2) = U1(λ1) + U2(λ2)− f(λ1, λ2) ,

where f(λ1, λ2) := λ1G1(λ1 + λ2) + λ2G2(λ1 + λ2). That is, f(λ1, λ2) is the
total waiting cost per unit time expressed as a function of the two flows, λ1

and λ2.
Let us assume that Gi(λ) is convex in λ, and Gi(λ) → ∞ as λ → ∞,

i = 1, 2 (as is the case, for example, in the M/GI/1 queue with linear waiting
costs and FIFO queue discipline.) Then Assumptions 5 and 6 both hold. We
have shown that both the individual optimization and the class optimization
problem have unique solutions in this case, but, as we shall see presently, the
social optimization problem may not.

As a consequence of the assumed convexity of Gi(·), i = 1, 2, the combined
waiting-cost function, f(λ1, λ2) is convex in λ1 and convex in λ2. To check for
joint convexity, we evaluate

∆ :=
(
∂2f

∂λ2
1

)(
∂2f

∂λ2
2

)
−
(

∂2f

∂λ1λ2

)2

and check to see if ∆ is nonnegative. Now

∂2f

∂λ2
1

= 2A+ C ,
∂2f

∂λ2
2

= 2B + C ,
∂2f

∂λ1λ2
= A+B + C ,

where

A := G′1(λ1 +λ2) ; B := G′2(λ1 +λ2) ; C := λ1G
′′
1(λ1 +λ2) +λ2G

′′
2(λ1 +λ2) .

It follows that

∆ = (2A+ C)(2B + C)− (A+B + C)2

= 4AB + 2(A+B)C + C2 − (A+B)2 − 2(A+B)C − C2

= 4AB −A2 − 2AB −B2

= −(A−B)2 ,

which is strictly negative unless A = B, that is, unless G′1(λ1 +λ2) = G′2(λ1 +
λ2). Thus f(λ1, λ2) is not in general a jointly convex function of λ1 and λ2.

In the special case of a system with linear waiting costs, we have Gi(·) =
hi·W (·), where W (λ) is the expected waiting time in the system for a customer
(regardless of class). In this case we see that ∆ = −((h1 − h2)W ′(λ1 + λ2))2,
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which is strictly negative unless h1 = h2, that is, unless the classes are homo-
geneous with respect to their sensitivity to delay. In this case the conditions
for joint convexity fail at every point in the feasible region if the classes are
heterogeneous, that is, if h1 6= h2 (cf. Section 1.4.2 of Chapter 1).

Note that the only properties that we have assumed are that the waiting
cost per customer for each class is an increasing, convex, and differentiable
function of the sum of the flows, and that the waiting cost per unit time for
each class is the product of the flow (number of customers arriving per unit
time) and the waiting cost per customer. All these properties are weak and
common in the literature. The assumption that each Gi(·) is convex is simply
an assumption that each class’s marginal cost of waiting does not decrease
as the total flow increases. As we have observed, this property holds in our
canonical example: an M/GI/1 queue with linear waiting costs and FIFO
queue discipline. In queueing terms, the relation – waiting cost per unit time
= (arrival rate) × (waiting cost per customer) – is a special case of H = λG,
the generalization of L = λW , which holds under weak assumptions. (See El-
Taha and Stidham [60], Chapter 6. In the case of linear waiting cost, it just
follows from L = λW itself.)

As we noted, nonconvexity of the waiting-cost function may result in the
objective function for the social optimization problem failing to be jointly
concave. In the case of linear utility functions, the failure is immediate and
universal: the objective function for social optimality is always nonconcave.
Because of the attention given them in the literature and because they lead to
class dominance, we shall study linear utility functions in detail in Section 4.5
below.

In general, when the objective function for social optimality is not jointly
concave, the KKT (necessary) conditions may not be sufficient for a socially
optimal allocation. There may be multiple solutions to these conditions, some
of which may be saddle-points or local minima, rather than local, let alone
global, maxima. In general joint concavity of the objective function depends on
“how strictly concave” the Ui(λi) functions are. Section 4.6 exhibits examples
of value functions for which joint concavity holds and examples for which it
does not hold, all in the context of an M/M/1 queue with a linear waiting-cost
function.

4.4.4 Facility Optimality

Now consider the system from the point of view of a facility operator whose
goal is to choose class-dependent tolls, δi, i ∈M , that will maximize revenue.

Proceeding as in the general model, we can find facility optimal arrival
rates by solving the following problem, with λi, i ∈ M , as the only decision
variables,

max
{λi≥0,i∈M}

∑
i∈M

λi(U ′i(λi)−Gi(
∑
k∈M

λk)) ,
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and then choose δi, i ∈M , to satisfy

δi ≥ U ′i(λi)−Gi(
∑
k∈M

λk) , i ∈M ,

δi = U ′i(λi)−Gi(
∑
k∈M

λk) , if λi > 0 , i ∈M .

Let λf = (λf1 , . . . , λ
f
m) denote a facility optimal allocation of arrival rates.

The vector λ satisfies the following necessary KKT conditions for optimality:

U ′i(λi) + λiU
′′
i (λi) ≤ Gi(λ) +

∑
j∈M

λjG
′
j(λ) ; (4.52)

U ′i(λi) + λiU
′′
i (λi) = Gi(λ) +

∑
j∈M

λjG
′
j(λ) if λi > 0 ; (4.53)

∑
k∈M

λk = λ , (4.54)

for all i ∈M .
It follows that the facility optimal toll for class i is given by

δfi =
∑
k∈M

λfkG
′
k(
∑
k∈M

λfk)− λfi U
′′
i (λfi ) ,

for all i ∈M .
As in the general model of this chapter, the objective function for this

problem may not be concave in λ, even under the (operative) assumptions that
Ui(λi) is concave, because λiU ′i(λi) may not be concave. Thus in this case, in
contrast to the socially optimal problem, concavity of the objective function
may fail even if the class-i waiting-cost per unit time, Hi(λ) = λiGi(λ), is
jointly convex in λ.

Since the objective function for facility optimization may fail to be concave,
the necessary conditions, (4.52), (4.52), and (4.54), may not be sufficient for an
arrival-rate vector, λ = (λi, i ∈ M), to be globally optimal. These conditions
may have multiple solutions, including local maxima, local minima, or saddle-
points.

4.5 Linear Utility Functions: Class Dominance

In this section we shall spend some time discussing the “extreme” case of
linear utility functions, mainly in the context of the model with waiting costs
dependent on total arrival rate discussed in the previous section. We do this
not only because linear utility functions have been extensively considered in
the literature, but also because the consequences of the lack of joint concav-
ity of the objective function are most dramatic in this case. Specifically, it
turns out that optimal allocations exhibit class dominance – that is, a single
class has positive arrival rate and all other classes have zero arrival rate – un-
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der individual and social optimality. (Class-optimal allocations are not class
dominant in general.)

Suppose then that the utility function for each class is linear:

Ui(λi) = riλi , i ∈M . (4.55)

We assume that r1 > r2 > . . . > rm. Entering customers of class i are charged
a toll δi, which may be class dependent.

With respect to waiting-cost functions, we mainly restrict attention to the
model of the previous section. That is, we assume a general (differentiable,
nondecreasing, and convex) waiting-cost function, Gi(λ), for each class i ∈M ,
which depends on the total arrival rate, λ =

∑
i∈M λi. Recall that an example

in which these assumptions are instantiated is a steady-state M/GI/1 queue
with linear waiting costs and class-independent service times, operating under
FIFO queue discipline.

We also consider a variant of this model, with class-dependent service times,
in which the waiting costs do not depend just on the total arrival rate, but
the individually optimal, socially optimal, and facility optimal allocations still
exhibit class dominance. (See Section 4.5.5.)

4.5.1 Individually Optimal Arrival Rates

When the utility functions take the form (4.55), an allocation, λ = (λi, i ∈M),
will be a Nash equilibrium for individually optimizing customers if and only
if

ri ≤ Gi(λ) + δi

ri = Gi(λ) + δi , if λi > 0 ,

for all i ∈ M , where λ =
∑
i∈M λi. Thus, in order to have a positive arrival

rate in two classes, say i = 1 and i = 2, we must have

r1 = G1(λ) + δ1 , (4.56)
r2 = G2(λ) + δ2 . (4.57)

Note that, if both (4.56) and (4.57) hold for a particular value of λ, then any
allocation (λ1, λ2) such that λ1 + λ2 = λ, λ1 ≥ 0, λ2 ≥ 0, will be individually
optimal.

Under what circumstances can we expect there to be a positive value of λ
satisfying both (4.56) and (4.57)? Note first that, for an arbitrary value of λ,
if we are free to choose the tolls, δ1 and δ2, and they are permitted to be class
dependent, then we can choose them such that both (4.56) and (4.57) hold
for that value of λ. (Set δ1 = r1 −G1(λ) and δ2 = r2 −G2(λ).) On the other
hand, if δ1 and δ2 are given, then in order for both (4.56) and (4.57) to hold,
we must be able to find a value of λ such that

G1(λ) = r1 − δ1 ,
G2(λ) = r2 − δ2 ,
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which in general will not be possible. For example, in the case of linear waiting-
cost functions – Gi(λ) = hi ·W (λ) – in order for this to be possible we must
have

(r1 − δ1)/h1 = (r2 − δ2)/h2 = W (λ) .

Thus we see that having a positive arrival rate for more than one class in
an individually optimal allocation is a “rare event” when the utility functions
are linear and the tolls are given (in particular, when both tolls are zero).
The prevailing scenario is one in which there is class dominance, that is, a
single class has a positive arrival rate and all other classes have zero arrival
rate. In fact, even if both (4.56) and (4.57) do hold, then there still exists a
class-dominant solution, e.g., λ1 = λ, λ2 = 0. (Recall that any nonnegative
allocation on the line λ1 + λ2 = λ, including both endpoints, is individually
optimal in this case.)

To summarize: there always exists a class-dominant solution to the individ-
ual optimization problem in the case of linear utility functions. A dominant
class i and the associated arrival rate λ are characterized by the following
conditions:

ri = Gi(λ) + δi

rk ≤ Gk(λ) + δk , for all j 6= i .

4.5.1.1 Linear Waiting Costs

In the case of linear waiting costs – Gi(λ) = hi ·W (λ), i ∈M – we have

(ri − δi)/hi = max
{k∈M}

{(rk − δk)/hk} ,

and λ is the solution to the equation

W (λ) = (ri − δi)/hi .

When all the tolls equal zero, we have

ri/hi = max
{k∈M}

{rk/hk} ,

with
W (λ) = ri/hi .

That is, a dominant class is one that maximizes the reward gained per unit
of waiting cost rate.

4.5.2 Class-Optimal Arrival Rates

Recall that in the case of class optimization the manager for class i is concerned
with maximizing the net benefit, Bi(λ), received per unit time by jobs of class
i, which now takes the form

Bi(λ) = λi(ri −Gi(λ)− δi) , (4.58)
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where λ =
∑
k∈M λk. Without loss of generality, we shall assume here that

δi = 0, for all i ∈ M . (To accommodate nonzero tolls, simply replace ri by
ri − δi throughout the analysis.)

Given fixed values of the arrival rates, λk, k 6= i, the optimal strategy for
the manager of class i is therefore to choose a value for λi such that

λi = arg max
{λi≥0}

{λi(ri −Gi(λi + λ̄i))} , (4.59)

where
λ̄i :=

∑
k 6=i

λk = λ− λi .

For each i ∈M the following KKT conditions are necessary for λi to max-
imize Bi(λ), with λk fixed for k 6= i:

ri ≤ Gi(λi + λ̄i) + λiG
′
i(λi + λ̄i) , (4.60)

ri = Gi(λi + λ̄i) + λiG
′
i(λi + λ̄i) , if λi > 0 . (4.61)

Therefore, (4.48) and (4.49) must hold simultaneously for all i ∈ M in order
for an allocation λ = (λi, i ∈M) to be class optimal.

We shall focus our attention in this section on the special case of an M/GI/1
queue with linear waiting costs and FIFO discipline. We shall also assume
that the service times are class independent. To summarize, then, we make
the following assumption:

Assumption 7

1. the utility function for each class is linear: Ui(λi) = ri ·λi, i ∈M , where
r1 > r2 > · · · > rm;

2. the queue discipline is FIFO;
3. the facility operates as an M/GI/1 queue in steady state, with a service-

time distribution that is class independent with mean E[S] = 1/µ and
second moment E[S2] = 2β/µ2;

4. the waiting-cost function for each class i is linear in the expected (steady-
state) waiting time in the system with hi = waiting cost per unit time,
i ∈M .

We already know (cf. Section 4.4.2) that in this case Assumption 6 is
satisfied and therefore there exists a unique class-optimal allocation, λc =
(λc1, . . . , λ

c
m). Under Assumption 7 we shall be able to derive closed-form ex-

pressions for the class-optimal arrival rates.
Let W (λ) denote the expected steady-state waiting time in the system when

the λ =
∑
k∈M λi, the total arrival rate. (Assumption 7 (2) and (3) imply that

the expected steady-state waiting time in the system is independent of class
and depends only on the total arrival rate λ.) From the Pollatczek-Khintchine
formula we have

W (λ) =
1
µ

+
λβ

µ(µ− λ)
,
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=
µ− β′λ
µ(µ− λ)

, (4.62)

for 0 ≤ λ < µ, where β′ := 1 − β. It follows from Assumption 7 (4) that
Gi(λ) = hiW (λ), i ∈ M . Together with Assumption 7 (1), this implies that
the net benefit per unit time for class i is given by

Bi(λ) = riλi − λihiW (λ) , (4.63)

where W (λ) is given by (4.62).
As we have observed, under Assumption 7 there exists a unique class-

optimal solution, λc = (λc1, . . . , λ
c
m), which is therefore the unique solution

to the necessary conditions, (4.19), (4.20), i ∈ M . In this case, these condi-
tions take the following form (i ∈M):

ri ≤ hi(W (λ) + λiW
′(λ)) (4.64)

ri = hi(W (λ) + λiW
′(λ)) , if λi > 0 , (4.65)

where λ =
∑
i∈M λi.

We shall focus on the case of an interior solution, λci > 0, i ∈ M . For each
i ∈ M , let µi := µ−

∑
k 6=i λk. Note that µi can be interpreted as the service

capacity remaining for class i after allocating flow λk to each class k, k 6= i.
Note also that µi − λi = µ− λ, for all i ∈M . It then follows, for each i ∈M ,
that

W (λ) + λiW
′(λ) =

µ− β′λ
µ(µ− λ)

+
(1− β′)λi
(µ− λ)2

=
(µ− β′λ)(µ− λ) + (1− β′)µλi

µ(µ− λ)2

=
((1− β′)µ+ β′µi − β′λi)(µi − λi) + (1− β′)µλi

µ(µi − λi)2

=
β′λ2

i − 2β′µiλi + ((1− β′)µ+ β′µi)λi
µ(µi − λi)2

.

Substituting this expression into (4.65) yields the equilibrium conditions

hi(β′λ2
i − 2β′µiλi + ((1− β′)µ+ β′µi)λi) = riµ(µi − λi)2 , i ∈M . (4.66)

Combining terms, (4.66) reduces to

hi(1− β′)µµi = (riµ− hiβ′)(µi − λi)2 , i ∈M .

Since riµ−hiβ′ > 0 follows from Assumption 7 that riµ > hiand the fact that
β′ ≤ 1/2, we divide through by this positive quantity, yielding the following
nonlinear system of m equations in m unknowns:

νiµi = (µi − λi)2 , i ∈M , (4.67)

where νi := (hi(1−β′)µ)/(riµ−hiβ′) > 0, i ∈M . Solving (4.67) for λi yields

λi = µi −
√
νiµi , i ∈M . (4.68)
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Note that this expression for λi has the same form as the expression for the
socially optimal arrival rate in the single-class case (cf. ),

λs = µ−√νµ ,

and reduces to it when m = 1. The crucial difference in the multiclass case
is that (4.68) does not give an explicit expression for λi, inasmuch as the
parameter µi depends on λj , j 6= i.

To solve the nonlinear system (4.67) for λi, i ∈ M , first note that, since
µi − λi = µ− λ for all i ∈M , we can rewrite (4.67) as

νiµi = ν2 , i ∈M , (4.69)

where the unknown ν = µ− λ can be interpreted as the “excess” capacity of
the system as a whole. Rewriting these equations and combining them with
the equation defining ν yields the following system of m+ 1 equations in the
m+ 1 unknowns, λ1, . . . , λm, ν:

µ−
∑
k 6=i

λk = ν2ν−1
i , i ∈M (4.70)

µ−
∑
k∈M

λk = ν (4.71)

The i-th of the equations (4.70) and equation (4.71) together give

ν2ν−1
i = µ−

∑
k 6=i

λk = ν + λi ,

from which we obtain the following expression for λi in terms of ν:

λi = ν2ν−1
i − ν , i ∈M . (4.72)

Summing the m equations (4.70) yields the quadratic equation,

ν2
∑
k∈M

ν−1
k − (m− 1)ν − µ = 0

which when solved gives the following explicit expression for ν:

ν =

(
2
∑
k∈M

ν−1
k

)−1
m− 1 +

[
(m− 1)2 + 4µ

∑
k∈M

ν−1
k

]1/2
 . (4.73)

Recall that we were assuming the existence of an interior solution when
we set out to solve the equations (4.65). To ensure that (4.72) yields λi > 0,
i ∈M , we require that νi < ν for all i ∈M .

4.5.2.1 Continuous-Time Dynamic Algorithm

Consider the continuous-time dynamic algorithm discussed in Section 4.3.1.2.
For the model under consideration in this section, the differential equations
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governing this algorithm take the form:,

d

dt
λi(t) = ωi (ri − hi [W (λ(t)) + λi(t)W ′(λ(t))]) , i ∈M .

where λ(t) =
∑
k∈M λk(t). Since this model satisfies Assumption 6, we know

that the dynamic algorithm converges globally to the unique class-optimal
allocation, λc, whose explicit form we have just derived.

4.5.2.2 Discrete-Time Dynamic Algorithm

We now consider a discrete-time dynamic algorithm. Specifically, we shall
study a relaxed sequential algorithm (cf. Section 3.2 of Chapter 3) operating
at discrete stages, n = 0, 1, . . .. At each stage n, the class managers take turns
(in sequence) updating their flow-control strategies. The ordering is not unique
and any sequence will suffice provided that it is the same at each step. After a
particular class adjusts its strategy, the value of its new flow rate is broadcast
to all the other classes. The next class in the sequence then proceeds to update
its strategy.

At step n + 1 ≥ 1 of the sequential algorithm, the best-reply strategy for
class i is given by

ν
(n)
i := arg max

{λi≥0}
Bi(λ

(n+1)
1 , . . . , λ

(n+1)
i−1 , λi, λ

(n)
i+1, . . . , λ

(n)
m ) , i ∈M ,

with arbitrary (admissible) initial strategy vector λ(0) = (λ(0)
1 , . . . , λ

(0)
m ). We

shall assume, however, that each class manager uses a relaxed update, which is
a linear combination of the previous strategy, λ(n)

i , and the best-reply strategy,
ν

(n)
i , viz.,

λ
(n+1)
i = (1− ω)λ(n)

i + ων
(n)
i , (4.74)

where ω is an arbitrary (nonnegative) relaxation parameter.
Note that when ω = 1 there is no relaxation and the procedure reduces to

best reply. The case ω < 1 (ω > 1) is called under-relaxation (over-relaxation).
Note also that when m = 1 the procedure reduces to one of the variants of
the single-class discrete-time algorithm introduced in Chapter 3 (cf. equation
(3.24) in Section 3.3).

In order to study the asymptotic behavior of the sequential discrete-time
algorithm, we begin by re-examining the equilibrium-seeking behavior of class
i. Recall that the class-i manager, given the arrival rates, λk, k 6= i, of the
other classes, will seek to maximize the class-i net benefit. The resulting arrival
rate, λi, is given by

λi = µi −
√
νiµi ,

where µi = µ−
∑
k 6=i λk (cf. equation (4.68)). That is, knowing the strategies,

λk, k 6= i, of the other classes, the best-reply for class i is given by the nonlinear
mapping Γi(λ) = µi − (νiµi)1/2.

To analyze the nonlinear system, Γ(λ) = (Γ1(λ), . . . ,Γm(λ)), we shall use
Lyapunov’s first method in which we examine a linearized approximation of
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the system near the equilibrium fixed point λc of the system of difference
equations, λ(n+1) = Γ(λ(n)). The m×m Jacobian matrix of Γ(λ) has elements

∂

∂λj
Γi(λ) =

{
−1 + (1/2)(νi/µi)1/2 , i 6= j
0 , i = j

.

At equilibrium, equation (4.69) holds and hence the Jacobian matrix is given
by

J =


0 −η1 · · · −η1

−η2 0 · · · −η2

...
...

. . .
...

−ηm −ηm · · · 0

 ,

where ηi := 1− (1/2)(νi/ν) ∈ ( 1
2 , 1), i ∈M .

Defining a vector of perturbations, y(n) := λ(n) − λc, from the equilibrium
point provides a linearized fixed-point equation, y = Jy. This matrix equation
can be rewritten as the equivalent linear system of equations, By = 0, where
B := I − J . It will be convenient to consider also the equivalent transformed
system, By = 0, where

B := ∆−1B =


η−1

1 1 · · · 1
1 η−1

2 · · · 1
...

...
. . .

...
1 1 · · · η−1

m

 ,

with ∆ := diag (η1, . . . , ηm). Clearly, B is symmetric and positive definite.
This linearized system will govern the behavior of the perturbation y when

it is small, and so determine the behavior of the original nonlinear system
within a local neighborhood of the equilibrium. The behavior of the relaxed
sequential algorithm in a local neighborhood of the equilibrium can therefore
be approximated in terms of our linearized system of perturbations by

y(n+1) = (1− ω)y(n) + ω(J ly(n+1) + Juy(n))
= ωJ ly(n+1) + [(1− ω)I + ωJu]y(n) ,

where J l and Ju are respectively the lower and upper triangle matrices of
J . This approximating algorithm corresponds to the Gauss-Seidel matrix-
iteration procedure, y(n+1) = Gωy

(n) for solving a linear system of equations
(cf., e.g., Varga [194]). Here the Gauss-Seidel matrix is given by

Gω = (I − ωJ l)−1[(1− ω)I + ωJu] ,

and arises from the splitting of the system matrix, B = I − J , given by

B = Mω −Nω ,

with nonsingular Mω := 1
ωI − J

l and Nω := 1−ω
ω I + Ju.
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4.5.2.3 Discrete-Time Dynamic Algorithm: Equivalence to Power
Maximization

Here we remark that, with respect to local stability of the class-optimal equi-
librium, the net-benefit-maximization model has an equivalent counterpart
under the power criterion (cf. Section 2.5 of Chapter 2), which has been exten-
sively studied in the telecommunications literature. For the multiclass model,
the (generalized) power for class i takes the form

Pi(λ) :=
λαi
i

W (λ)
,

i ∈M , with (as usual) λ =
∑
k∈M λk. Under the power criterion, the objective

of the manager of class i is to choose λi ≥ 0 to maximize Pi(λ), for given values
of λk, k 6= i. Here, the parameter αi > 0 is a weighting factor that may be used
by the manager of class i to achieve a desired trade-off between throughput
and average waiting time.

For an M/M/1 queueing system with service rate µ, we have

Pi(λ) = λαi
i (µ− λ)

= λαi
i (µi − λi) ,

where λ =
∑
k∈M λk and µi = µ−

∑
k 6=i λk. The manager for class i chooses

λi to maximize Pi(λ) for given λk, k 6= i – equivalently, for given µi. This
problem takes the same form as the single-class power maximization problem
considered in Section 2.5.1 of Chapter 2. The necessary condition for λi to
maximize Pi(λ) for given µi is

∂

∂λi
P (λ) = λαi−1

i (αi(µi − λi)− λi) = 0 ,

which has the unique solution,

λi = (
αi

αi + 1
)µi . (4.75)

In a class-optimal solution under the power criterion, this relation must hold
simultaneously for all i ∈ M . Since µi = µ −

∑
k 6=i λk, we have the following

system of linear equations:

λi +
(

αi
αi + 1

)∑
k 6=i

λk =
(

αi
αi + 1

)
µ , i ∈M .

In matrix-vector terms, this system may be written as Pλ = b, where

P :=


1 α1

α1+1 · · · α1
α1+1

α2
α2+1 1 · · · α2

α2+1
...

...
. . .

...
αm

αm+1
αm

αm+1 · · · 1

 and b :=


α1
α1+1
α2
α2+1

...
αm

αm+1

µ .

Since the system is linear, no linearization in a local neighborhood of the
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equilibrium need take place. This affords the opportunity to establish global
convergence results.

With the substitution, ηi = αi/(1+αi), the functional form of the linearized
system matrix B for the net-benefit criterion is the same as the system matrix
P under the power criterion. Using the fact that ηi = 1− (1/2)(νi/ν) ∈ ( 1

2 , 1)
for the net-benefit criterion, we see that the above substitution reduces the
linearized version of the net-benefit problem to an instance of the power prob-
lem with αi = ηi/(1−ηi) = (η−1

i −1)−1 > 1. Since matrix-iterative algorithms
(in particular, the standard and relaxed Gauss-Seidel and Jacobi techniques)
which solve these systems are simply splittings of the system matrix, the be-
havior of each system is the same. Thus the global behavior of an M/M/1
system operating under the power criterion with αi > 1 for all i ∈ M is
equivalent to the local behavior of an M/GI/1 system operating under the
net-benefit criterion with linear waiting costs and fixed rewards. We note
here that additional results derived for our net-benefit problem, particularly
those developed for the relaxed algorithms, have equivalent counterparts un-
der the power criterion.

4.5.2.4 Discrete-Time Dynamic Algorithm: Convergence of the Relaxed
Sequential Version

Now we examine the asymptotic behavior of the relaxed sequential algorithm
developed in Section 4.5.2.2. Since convergence will depend on the spectral
radius of the relaxed Gauss-Seidel matrix Gω, we appeal to Theorem 3.5 in
[194], which establishes that ρ(Gω) ≥ |1 − ω|. Thus the relaxed sequential
algorithm diverges when |1 − ω| ≥ 1, allowing us to restrict attention to the
case 0 < ω < 2.

Theorem 4.7 The relaxed sequential algorithm with 0 < ω < 2 converges
locally to the interior Nash equilibrium λc for all m ≥ 1.

Proof We extend the proof in Zhang and Douligeris [200] to the relaxed
algorithm. The relaxed Gauss-Seidel splittingB = Mω−Nω with nonsingular
Mω = ∆−1Mω and Nω = ∆−1Nω defines a corresponding relaxed Gauss-
Seidel matrix

Gω = (Mω)−1Nω = (Mω)−1(Mω −B)
= I − (Mω)−1B = I − (∆−1Mω)−1∆−1B = I − (Mω)−1B

= (Mω)−1(Mω −B) = (Mω)−1Nω = Gω .

Since ωMω = ∆−1(I − ωJ l) is nonsingular and B is symmetric, positive
definite for all ω, ρ(Gω) = ρ(Gω) < 1 follows from Theorem 3.6 in Varga [194].
Thus we have convergence for all m ≥ 1.
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4.5.3 Socially Optimal Arrival Rates

The social optimization problem now takes the form:

max
{λ;λi,i∈M}

U(λ) =
∑
i∈M

λi (ri − hiGi(λ))

s.t.
∑
i∈M

λi = λ

λi ≥ 0 , i ∈M

Without loss of generality, we shall again consider the case of two classes:
M = {1, 2}. In this case the social optimization problem can be written as
follows:

max
{λ;λ1,λ2}

U(λ1, λ2) = r1λ1 − λ1h1G1(λ) + r2λ2 − λ2h2G2(λ)

s.t. λ1 + λ2 = λ ,

λ1 ≥ 0 , λ2 ≥ 0 .

Suppose that the total flow equals λ under an optimal flow allocation. The
locus of all points (λ1, λ2) with this value for the total flow is just the straight
line,

λ1 + λ2 = λ .

An optimal flow allocation must therefore solve the following “knapsack” prob-
lem:

max
{λ;λ1,λ2}

(r1 −G1(λ))λ1 + (r2 −G2(λ))λ2

s.t. λ1 + λ2 = λ

λ1 ≥ 0 , λ2 ≥ 0 .

Since both the objective function and the constraint are linear (recall that λ
is fixed), an optimal solution to this problem will lie at an extreme point with
either λ1 or λ2 equal to λ and the other variable equal to zero. Therefore, a
socially optimal flow allocation will exhibit class dominance.

A further observation is the following. Consider the straight line, λ1+λ2 = λ
where λ is chosen such that

r1 −G1(λ) = r2 −G2(λ) . (4.76)

Along this line both the total flow λ and the aggregate net utility, U(λ1, λ2),
are constant: U(λ1, λ2) = u, say. In particular, the two extreme points on this
line, (λ, 0), and (0, λ), share this net utility; that is,

U(λ, 0) = U(0, λ) = u .

But

U(λ, 0) ≤ U(λ∗1, 0) ,
U(0, λ) ≤ U(0, λ∗2) ,
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where λ∗i is the optimal flow allocation to class i when only class i receives
positive flow. Thus we see that all flow allocations along the line, λ1 + λ2 =
λ, when λ satisfies (4.76), are dominated by both the optimal single-class
allocations. We shall use this result below.

Remark 2 Of course, our example is special in that the class utility func-
tions, Ui(λi), are linear. As we observed before, if the Ui(λi) are “sufficiently
strictly concave,” this may override the nonconvexity of the waiting costs and
render an interior point optimal. But even then one must be wary of multi-
ple solutions to the first-order conditions, some of which will be stationary
points or local maxima of the objective function. We give several examples
with nonlinear utility functions in Section 4.6 below.

A question remains: what is the significance of an interior-point solution
to the first-order conditions, if one exists? Since the functions involved are
all differentiable, we know that the first-order conditions are necessary for an
interior point to be socially optimal. But the non-concavity of the objective
function implies that they may not be sufficient.

For our example, it turns out that, not only are the first-order conditions
not sufficient, but also an interior-point solution to these conditions always
has a net utility that is no greater than that of each of the optimal single-
class allocations, (λ∗1, 0) and (0, λ∗2). To see this, write the first-order necessary
conditions for an interior-point to be optimal:

∂

∂λ1
U(λ1, λ2) = r1 −G1(λ1 + λ2)− [λ1G

′
1(λ1 + λ2) + λ2G

′
2(λ1 + λ2)]

= 0 ;
∂

∂λ2
U(λ1, λ2) = r2 −G2(λ1 + λ2)− [λ1G

′
1(λ1 + λ2) + λ2G

′
2(λ1 + λ2)]

= 0 .

Let (λ̃1, λ̃2) be a solution to these conditions and suppose λ̃1 > 0, λ̃2 > 0, and
λ̃1 + λ̃2 < 1. It follows that

r1 −G1(λ̃1 + λ̃2) = r2 −G2(λ̃1 + λ̃2) ,

so that an interior solution to the first-order conditions must lie on the line
λ̃1 + λ̃2 = λ̃, where λ̃ satisfies the equation

r1 −G1(λ̃) = r2 −G2(λ̃) .

That is, an interior solution to the first-order conditions must lie on the line
defined by (4.76) with λ = λ̃. Thus (cf. the discussion above)

U(λ̃1, λ̃2) ≤ U(λ∗1, 0) ,
U(λ̃1, λ̃2) ≤ U(0, λ∗2) .

That is, any interior solution to the first-order conditions is dominated by
both the optimal single-class allocations. In other words, the system achieves
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a greater net utility by allocating all flow to a single class, regardless of which
class, than by using an interior allocation satisfying the first-order conditions!

A final observation has to do with external effects, congestion tolls, and
equilibrium solutions. Note that charging each entering customer (regardless
of class) a toll δ, where

δ = λ̃1G
′
1(λ̃1 + λ̃2) + λ̃2G

′
2(λ̃1 + λ̃2) ,

makes (λ̃1, λ̃2) a Nash equilibrium for individually optimizing customers: no
customer has an incentive to deviate from its choice to enter or not, assuming
that no other customer makes a change. (This is true because each flow, λi,
satisfies the corresponding first-order condition, which is sufficient for λi to
attain the maximum of the objective function with the other variables held
fixed, by the concavity of the objective function in λi.) Thus, we see that,
even by charging the “correct” toll (namely, a toll equal to the external effect),
the system cannot be certain that individually optimizing customers will be
directed to a socially optimal flow allocation. Rather, the resulting allocation,
even though it is a Nash equilibrium, may be dominated by both of the optimal
single-class allocations.

Thus we have a dramatic example of the pitfalls of marginal-cost allocation
when the classes are heterogeneous in their sensitivities to congestion.

4.5.4 Facility Optimal Arrival Rates

The problem for a facility operator interested in maximizing its revenue from
charging tolls now takes the form (after the usual transformation: cf. Sec-
tion 4.4.4):

max
{λ;λi,i∈M}

∑
i∈M

λi(ri −Gi(λ))

s.t.
∑
k∈M

λk = λ

λi ≥ 0 , i ∈M .

This optimization problem is identical to the social optimization problem.
Hence the facility optimal and socially optimal arrival rates and tolls coincide
in the case of linear class utility functions.

We could also have deduced this equivalence from our observation in Sec-
tion 4.2.4 that the facility optimization problem with class utility functions
Ui(λi) is equivalent to the social optimization problem with class utility func-
tions Ũi(λi) := λiU

′
i(λi). When Ui(λi) = ri · λi, we have Ũi(λi) = λi · ri =

Ui(λi).

4.5.5 Generalization: Class-Dependent Service Rates

We now study a generalization of the M/GI/1 model which we have been
using to illustrate our results. We consider an M/GI/1 queue with FIFO queue
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discipline, linear waiting costs, and class-dependent service rates. Although in
this model the average waiting time no longer depends only on the total arrival
rate, the form of the waiting-cost functions still leads to class dominance when
the class utility functions are linear. We shall show this by a variant of the
argument used above for the case of equal service rates (see Section 4.5.3).

Recall that the waiting-cost function for class i for this model takes the
following form (cf. equation (4.3) in Section 4.1.1):

Gi(λ) = hiWi(λ)

= hi

(
1
µi

+D(λ)
)

(4.77)

where

D(λ) =
∑
k∈M λkβk/µ

2
k

1−
∑
k∈M λk/µk

. (4.78)

4.5.5.1 Individually Optimal Arrival Rates

We shall show that there always exists a class-dominant solution to the in-
dividual optimization problem for this model. In fact, our argument works
provided only that Gi(λ) is given by the formula (4.77) and does not depend
on the particular form of D(λ). The crucial property is that D(λ) is class
independent (a consequence of our assumption that the queue discipline is
FIFO.)

When the utility functions take the linear form (4.55) and the waiting-cost
functions are given by (4.77), an allocation, λ = (λi, i ∈ M), will be a Nash
equilibrium for individually optimizing customers if and only if

ri ≤ hi/µi + hiD(λ) + δi

ri = hi/µi + hiD(λ) + δi , if λi > 0 ,

for all i ∈M . Thus, in order to have a positive arrival rate in two classes, say
i = 1 and i = 2, we must have

r1 = h1/µ1 + h1D(λ) + δ1 , (4.79)
r2 = h2/µ2 + h2D(λ) + δ2 . (4.80)

Under what circumstances can we expect there to be an arrival vector λ
such that both (4.79) and (4.80) hold? Note first that, for an arbitrary λ such
that

hiD(λ) ≤ ri − hi/µi , i = 1, 2 ,
if we are free to choose the tolls, δ1 and δ2, and they are permitted to be class
dependent, then we can choose them such that both (4.79) and (4.80) hold for
that value of λ. (Set δ1 = r1−h1/µ1−h1D(λ) and δ2 = r2−h2/µ2−h2D(λ).)

On the other hand, if δ1 and δ2 are given, then in order for both (4.56) and
(4.57) to hold, we must be able to find a value of λ such that

D(λ) = (r1 − h1/µ1 − δ1)/h1 ,

D(λ) = (r2 − h2/µ2 − δ2)/h2 ,
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which can happen only if

(r1 − h1/µ1 − δ1)/h1 = (r2 − h2/µ2 − δ2)/h2 . (4.81)

Thus we see that having a positive arrival rate for more than one class in an
individually optimal allocation is a “rare event” when the utility functions
are linear and the tolls are given (in particular, when both tolls are zero).
The prevailing scenario is one in which there is class dominance: a single class
has a positive arrival rate and all other classes have zero arrival rate. In fact,
even if both (4.79) and (4.80) do hold, then there still exists a class-dominant
solution, provided that there exists a λ with only one positive λi for which
(4.81) holds. (This will always be the case when D(λ) is given by (4.78), for
example.)

To summarize: for the M/GI/1 model with class-dependent service rates,
FIFO discipline, linear utility functions, and linear waiting-cost functions,
there always exists a class-dominant solution to the individual optimization
problem. A dominant class i and the associated arrival rate vector λ are
characterized by the following conditions:

D(λ) = (ri − hi/µi − δi)/hi
= min

k∈M
(rk − hk/µk − δk)/hk

where λ = (0, . . . , λei , . . . , 0) and λei is the individually optimal arrival rate for
the single-class system consisting of only class-i customers. (We shall call this
the i-system.)

In the M/GI/1 model we are considering (in which D(λ) is given by (4.78)),
the expected waiting-time in the queue for the i-system with arrival rate λ is
given by the Pollaczek-Khintchine formula:

Di(λ) =
λβi/µ

2
i

1− λ/µi
.

In this case D(λ) = Di(λei ) and λei is the unique solution to the equation

ri = hi

(
1
µi

+
λ2βi/µ2

i

2(1− λ/µi)

)
+ δi . (4.82)

4.5.5.2 Socially Optimal Arrival Rates

As usual in our analysis of social optimality we shall restrict attention to a
two-class system (without loss of generality). For m = 2 the objective function
for social optimization is:

U(λ) = r1λ1 − λ1G1(λ) + r2λ2 − λ2G2(λ)
= r1λ1 − λ1h1/µ1 − λ1h1D(λ) +

r2λ2 − λ2h2/µ2 − λ2h2D(λ) .



LINEAR UTILITY FUNCTIONS: CLASS DOMINANCE 149

Suppose that D(λ) = w under a socially optimal flow allocation. A socially
optimal flow allocation, therefore, must solve the following problem:

max
{λ1,λ2}

r1λ1 − λ1h1/µ1 + r2λ2 − λ2h2/µ2 − (λ1h1 + λ2h2)w

s.t.
λ12β1/µ

2
1 + λ22β2/µ

2
2

2(1− λ1/µ1 − λ2/µ2)
= w

λ1 ≥ 0 , λ2 ≥ 0 .

The constraint may be rewritten as a linear constraint by multiplying both
sides of the equality by the denominator of the fractional expression and sim-
plifying, yielding the following equivalent optimization problem (a “knapsack”
problem):

max
{λ1,λ2}

(r1 − h1/µ1 − h1w)λ1 + (r2 − h2/µ2 − h2w)λ2

s.t. (2β1/µ
2
1 + 2w/µ1)λ1 + (2β2/µ

2
2 + 2w/µ2)λ2 = 2w

λ1 ≥ 0 , λ2 ≥ 0 .

Since both the objective function and the constraint are linear (recall that w
is fixed), the solution will lie at an extreme point with either λ1 or λ2 equal
to zero.

It follows that in a socially optimal solution one class will dominate and
have positive flow, while all other classes will have zero flow.

Processor-Sharing Queue Discipline

Now suppose the queue discipline is processor sharing. That is, when there
are n customers in the system, each customer receives 1/n of the processing
rate of the server. In this case, a customer’s expected waiting time in the
system is proportional to its service time, with constant of proportionality
equal to (1− ρ)−1, where ρ is the overall traffic intensity:

ρ = λE[S]

=
∑
i∈M

λi/µi .

Thus the expected waiting time in the system, Wi(λ), of a class-i customer is
given by

Wi(λ) =
1/µi

1−
∑
i∈M λi/µi

The objective function for social optimization now takes the form:

U(λ) =
∑
i∈M

Ui(λi)−
∑
i∈M

λiGi(λ)

=
∑
i∈M

Ui(λi)−
∑
i∈M

λihi/µi
1−

∑
i∈M λi/µi

Now let ρi := λi/µi, the traffic intensity for class i. Substituting in the above
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expression for U(λ), we obtain

U(λ) =
∑
i∈M

Ûi(ρi)−
∑
i∈M

ρihi
1−

∑
i∈M ρi

,

where Ûi(ρi) := Ui(ρiµi). Note that, considered as a function of (ρ1, . . . , ρm),
U(·) assumes exactly the same form as the objective function (considered as a
function of (λi, i ∈M)) for the model in which the waiting time depends only
on the total flow, λ =

∑
i∈M λi. Thus we can apply the analysis of Section 4.4,

replacing λi by ρi to obtain similar results. In particular, in the case where
the modified utility function for each class i is linear in ρi,

Ûi(ρi) = αiρi , (4.83)

say, we have the same extreme form of class dominance we observed there.
Note that (4.83) holds if and only if

Ui(λ) = (αi/µi)λi .

4.5.6 Finding the Optimal Single-Class Allocations

Once we know that class dominance holds, the next step is to find conditions
that determine which class is dominant under each optimality criterion. We
shall see that the order of domination under social optimality may differ from
that under individual optimality. Moreover, the difference can be extreme: it
is possible for the dominance order under social (and facility) optimality to
be the reverse of the order under individual optimality.

Throughout this section we assume that no tolls are charged: δi = 0 for all
i ∈M .

We shall use a special case of the M/GI/1 queue with FIFO queue dis-
cipline, linear waiting costs, and class-dependent service times to illustrate
these points. In this case (cf. equations (4.77) and (4.78) in Section 4.5.5) the
waiting cost for a class-i customer is given by

Gi(λ) = hiWi(λ)

= hi

(
1
µi

+D(λ)
)

= hi

(
1
µi

+
∑
k∈M λkβk/µ

2
k

1−
∑
k∈M λk/µk

)
.

In Section 4.5.5 we showed that class dominance holds in this system for both
individual and social optimization.

We shall consider the special case in which the service times in class k
are exponentially distributed with first and second moments 1/µk and 2/µ2

k,
respectively; that is, βk = 1, k ∈ M . In this case, the unconditional service
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times have a hyper-exponential distribution with first and second moments

E[S] =
∑
k∈M

λk
µk

,

E[S2] =
∑
k∈M

2λk
µ2
k

,

respectively.
When class i is dominant with arrival rate λ, the system operates as a single-

class M/M/1 queue with arrival rate λ and service rate µi (the i-system). Let
Ui(λ) denote the net utility function for this system. Then

Ui(λ) = riλ−
hiλ

µi − λ
.

Recall that, under both individual and social optimization, class i will have a
positive arrival rate if and only if ri > hi/µ, or, equivalently,

ri
hi

>
1
µi

. (4.84)

So without loss of generality we assume that (4.84) holds for all i ∈M .
The individually optimal single-class allocation for class i is

λei = µi −
hi
ri
.

For the case of zero tolls, it follows from the results in Section 4.5.5 that class
i dominates class k under individual optimality if and only if

ri
hi
− 1/µi ≥

rk
hk
− 1/µk . (4.85)

Now consider the single-class allocation under social optimality. This is
found by comparing the objective-function values for social optimization under
the various single-class allocations. The socially optimal single-class allocation
for class i is

λsi = µi −
√
µihi
ri

.

Substituting λ = λsi into the above expression for Ui(λ) yields

Ui(λsi ) = riµi −
√
µihiri −

hi

(
µi −

√
µihi

ri

)
√

µihi

ri

= riµi − 2
√
µihiri − hi

= µ

(
ri − 2

√
hiri
µ
− hi
µ

)

=
(√

µiri −
√
hi

)2

.
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We see that class i dominates class k under social optimality if and only if
√
µiri −

√
hi >

√
µkrk −

√
hk . (4.86)

Compare this to the dominance criterion (4.85) for individual optimality. It
is ipso facto clear that there can be situations in which class i dominates
class k under individual optimization but the opposite is true under social
optimization.

To illustrate this phenomenon concretely, let us consider the special case of
equal service rates: µi = µ for all i ∈M . The individually optimal single-class
allocation for class i is now

λei = µ− hi
ri
.

Class i dominates class k under individual optimality if and only if
ri
hi
≥ rk
hk

. (4.87)

Note that this is the case if and only if λei ≥ λek. That is, under individual
optimality the class with the largest i.o. arrival rate dominates the facility.

Now consider the single-class allocation under social optimality. The socially
optimal single-class allocation for class i is now

λsi = µ−
√
µhi
ri

.

Substituting λ = slami into the above expression for Ui(λ) yields

Ui(λ) = µ

(
√
ri −

√
hi
µ

)2

.

For notational convenience, let αi :=
√
ri, βi :=

√
hi/µ. We see that class i

dominates class k under social optimality if and only if

αi − βi > αk − βk . (4.88)

Compare this to the dominance criterion (4.87) for individual optimality,
which can be rewritten as

αi
βi

>
αk
βk

. (4.89)

From these results it is evident that we can have a situation in which class
i may dominate class k under individual optimization, but class k dominates
class i under social optimization. Figure 4.1 graphically illustrates how this
can occur.

Remark 3 The results in this section apply also to an M/GI/1 queue with
processor-sharing service discipline, since the formula for the expected steady-
state waiting time in that system coincides with that for the M/M/1 queue
with FIFO discipline.
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Figure 4.1 Class Dominance Regions for Individual and Social Optimization

4.6 Examples with Different Utility Functions

We now return to the case of general (concave, nondecreasing) class utility
functions, in order to explore, via examples, the effect of linearity or nonlin-
earity of the class utility functions on the economic properties of our model.
We focus on social optimality since (as we have seen) the objective function
for social optimization can fail to be jointly concave and therefore can have
multiple local optima, because the waiting-cost component of the objective
function is not jointly convex. When the class utility functions are linear, the
objective function is never jointly concave and in Section 4.5 we showed that
this leads to class dominance. We also observed that, if the class utility func-
tions are nonlinear and “sufficiently” strictly concave, the objective function
may be jointly concave in spite of the failure of the waiting-cost component to
be jointly convex. This observation is our motivation for considering various
examples of nonlinear, strictly concave class utility functions in this section.

Our examples will show that multiple local optima and nonglobal conver-
gence of the dynamic rate-control algorithm can occur with nonlinear as well
as linear utility functions. We shall use the M/M/1 queue with FIFO queue
discipline, equal service rates (µi = µ, i ∈ M), and linear waiting-cost func-
tions as a vehicle for demonstrating these properties. As usual we shall restrict
attention to the case m = 2. Without loss of generality, we assume that µ = 1.
(This amounts to a choice of time unit.)

Remark 4 The results in this section apply also to an M/GI/1 queue with
processor-sharing service discipline, since the formula for the expected steady-
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state waiting time in that system coincides with that for the M/M/1 queue
with FIFO discipline.

For the examples we consider, the problem of finding a socially optimal
allocation of flows takes the form:

max
{λ1,λ2}

U(λ1, λ2) = U1(λ1)− h1λ1

1− λ1 − λ2
+ U2(λ2)− h2λ2

1− λ1 − λ2

s.t. λ1 + λ2 < 1 , λ1 ≥ 0 , λ2 ≥ 0 .

In addition to linear utility functions, we shall consider several nonlinear
concave utility functions which are well studied in the economics literature,
namely:

1. Square-Root Utility Functions – Ui(λi) = riλi + si
√
λi, where ri ≥ 0,

si ≥ 0, i = 1, 2;

2. Logarithmic Utility Functions – Ui(λi) = ri log(1 + λi), where αi > 0,
i = 1, 2;

3. Quadratic Utility Functions – Ui(λi) = riλi− siλ2
i , where ri ≥ 0, si ≥ 0,

i = 1, 2.
We give examples in which

1. U is nonconcave and there is a single interior solution to the KKT con-
ditions which is a saddlepoint, dominated by both single-class optima,
as in the linear case;

2. U is nonconcave, but one of the single-class optima is the unique solution
to the KKT conditions;

3. U is concave and there is a unique solution to the KKT conditions, which
is an interior global maximum of U .

4.6.1 Linear Utility Functions

Suppose Ui(λi) = riλi, where ri ≥ 0, i = 1, 2. From the analysis in Sec-
tion 4.5.3 we know that in this case the objective function, U(λ1, λ2), is never
jointly concave. Moreover, we have shown (cf. Section 4.5) that, if (λ̃1, λ̃2) is
an interior-point solution to the KKT conditions, then U(λ̃1, λ̃2) ≤ U(λ∗1, 0)
and U(λ̃1, λ̃2) ≤ U(0, λ∗2), where λ∗i is the optimal flow allocation to user i
when only that user receives positive flow. That is, an interior solution to the
first-order conditions is dominated by both the optimal single-user allocations.
We shall now show that there is at most one interior-point solution to the
KKT conditions and it is a saddle-point of the objective function.

The social optimization problem takes the form:

max
{λ1,λ2}

r1λ1 −
h1λ1

1− λ1 − λ2
+ r2λ2 −

h2λ2

1− λ1 − λ2

s.t. λ1 + λ2 < 1
λ1 ≥ 0 , λ2 ≥ 0 .
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Let a := r1/h1, 2β := r2/h2, c := h1/h2. Then an equivalent form for the
above problem is

max
{λ1,λ2}

c

(
aλ1 −

λ1

1− λ1 − λ2

)
+ 2βλ2 −

λ2

1− λ1 − λ2
(4.90)

s.t. λ1 + λ2 < 1
λ1 ≥ 0 , λ2 ≥ 0 .

The unique solution to the first-order conditions is given by:

λ̃1 =
b(c− 1)
(ca− b)2

− 1
c− 1

;

λ̃2 =
c

c− 1
− ca(c− 1)

(ca− b)2
.

It can be shown that the pair (λ̃1, λ̃2) is an interior point (λ̃1 > 0, λ̃2 > 0,
λ̃1 + λ̃2 < 1) if the parameters satisfy the following conditions:

b > a > 1 ;

c >
b− 1
a− 1

;

a <
(ca− b)2

(c− 1)2
< b .

As an example in which these conditions are satisfied, take a = 4, b = 9, and
c = 4. In this case, the solution to the first-order conditions is

λ̃1 = 0.218 ; λ̃2 = 0.354 .

The optimal single-user flow allocations are λ∗1 = 0.500 and λ∗2 = 0.667. The
objective function values of these three flow allocations are:

U(λ̃1, λ̃2) = 3.81 ;
U(λ∗1, 0) = 4.00 ;
U(0, λ∗2) = 4.00 .

Thus we have an illustration of the general result derived in Section 4.5: the
interior-point equilibrium flow allocation is dominated by both optimal single-
user allocations. A trajectory of the dynamic algorithm converges either to
(λ∗1, 0) or to (0, λ∗2), depending on the starting point.

For the example just presented, in which r1 = 16, r2 = 9, h1 = 4, h2 = 1,
Figure 4.2 and Figure 4.3 show, respectively, a contour plot and graph of the
response surface, {U(λ1, λ2)}.

Figure 4.4 shows a graph of the response surface for another example with
linear utility functions. In this example, class 2 has a much lower value per
unit flow (r2 = 12) than class 1 (r1 = 64), but is completely insensitive
to delay (h2 = 0), whereas class 1 has a positive delay sensitivity (h1 = 9).
Note that there is a significant difference between the objective function values
associated with the two local maxima: U(λ∗1, 0) = 25, U(0, λ∗2) = 12. Moreover,
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Figure 4.2 Linear Utility Functions: U(λ1, λ2) = 16λ1−4λ1/(1−λ1−λ2)+9λ2−
λ2/(1− λ1 − λ2)

Figure 4.3 Linear Utility Functions: U(λ1, λ2) = 16λ1−4λ1/(1−λ1−λ2)+9λ2−
λ2/(1− λ1 − λ2)

if the starting point is close to (0, λ∗2), the dynamic algorithm will converge to
(0, λ∗2), with a loss of over 50% of the potential utility that could be gained at
the global maximum, (λ∗1, 0).

As a possible application of this example, consider a communication network
with two classes of traffic: real-time, high-value audio/video traffic that must
be delivered rapidly (class 1) and file transfers, with a significantly lower
intrinsic value but negligible urgency (class 2). Our results imply that, if the
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Figure 4.4 Linear Utility Functions: U(λ1, λ2) = 64λ1− 9λ1/(1−λ1−λ2) + 12λ2

system starts with class-2 traffic predominating, then it will become “trapped”
in such a state: the real-time traffic will never gain a foothold, even though
the system as a whole would be much “better off” (in terms of total utility)
if real-time traffic predominated. A similar example with nonlinear utilities is
in the next section.

4.6.2 Square-Root Utility Functions

(Note: Figures for the examples in this section may be found in Section 4.9
at the end of the chapter.)

Now suppose Ui(λi) = riλi + si
√
λi, where ri ≥ 0, si ≥ 0, i = 1, 2. When

si > 0, Ui(λi) is strictly concave with U ′i(0) = +∞. But even under these
conditions there can be multiple local maxima and nonglobal convergence of
the dynamic algorithm. In the example illustrated in Figure 4.7, once again
user 2 places a lower value on its flow (r2 = 15, s2 = 0) than user 1 (r1 = 64,
s1 = 8), but is insensitive to delay (h2 = 0), whereas user 1 has a positive
delay sensitivity (h1 = 9). Just as in the previous example with linear utility
functions, we see that U(λ∗1, 0) is significantly larger than U(0, λ∗2), but if the
starting point is close to (0, λ∗2), the dynamic algorithm will converge to (0, λ∗2)
rather than the global maximum, (λ∗1, 0).

Figure 4.8 provides an example in which the opposite is true: U(0, λ∗2) is
significantly larger than U(λ∗1, 0). In the example illustrated in Figure 4.9
the two values are more nearly equal, but the objective function U is still
nonconcave, with a saddlepoint interior solution to the optimality conditions.
Finally, Figure 4.10 illustrates an example in which the objective function is
jointly concave, with an interior solution to the optimality conditions that is
the unique global maximum.
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4.6.3 Logarithmic Utility Functions

(Note: Figures for the examples in this section may be found in Section 4.9
at the end of the chapter.)

Now suppose Ui(λi) = ri log(1 + λi), where ri > 0, i = 1, 2. Figures 4.11
and 4.12 illustrate examples in which U is nonconcave with a saddlepoint
interior solution to the optimality conditions. In the example illustrated in
Figure 4.13, U is still nonconcave, but there is a unique solution to the op-
timality conditions, namely (0, λ∗2), which is the global maximum. Finally,
Figure 4.14 illustrates an example in which the objective function is jointly
concave, with an interior solution to the optimality conditions that is the
unique global maximum.

4.6.4 Quadratic Utility Functions

(Note: Figures for the examples in this section may be found in Section 4.9
at the end of the chapter.)

Suppose Ui(λi) = riλi − siλ2
i , where ri ≥ 0, si ≥ 0, i = 1, 2. Figure 4.15

illustrates an example in which U is nonconcave, with an interior solution to
the optimality equations that is a saddlepoint and two local maxima at (λ∗1, 0)
and (0, λ∗2).

4.7 Multiclass Queue with Priorities

In this section we continue our study of the multiclass model, but now with
classes served according to a (strict) priority discipline rather than in FIFO
order. Again one must choose the arrival rate for each of several classes of
customers, which may place different values on service and have different
sensitivities to delay. Now, however, the waiting time – in the queue as well
as in the system – depends on the class (and the priority discipline in effect).

Our starting point, as usual, is the general model introduced in Section 4.2.
There are m classes of customers, labelled i = 1, 2, . . . ,m. Class i gains a gross
utility per unit time Ui(λi), where λi, the arrival rate of class i, is a decision
variable, chosen from the feasible set Ai = [0,∞). We assume that Ui(λi) is
nondecreasing, differentiable, and concave in λi ≥ 0. The average waiting cost
of a class-i customer is Gi(λ), where λ = (λi, i ∈ M). The average waiting
cost incurred per unit time by class i is Hi(λ) = λiGi(λ). In addition there is
an entrance fee or toll, δi, for each class-i customer admitted to the system.

The decision may be made by the individual customers (individual optimal-
ity), by an agent for the class as a whole (class optimality), or by a system
operator, who might be interested in maximizing profit (facility optimality) or
in maximizing the aggregate net utility to all customers (social optimality).

In this section we shall confine our attention to the case where in each class
the waiting cost for a job is a linear function of the average waiting time for
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a job of that class. That is,

Gi(λ) = hiWi(λ) , i ∈M ,

where Wi(λ) is the average waiting time in the system for a customer of class
i. The net utility per unit time for class i is therefore

Ui(λi)− hiλiWi(λ) . (4.91)

The exact form for Wi(λ) depends on the stochastic assumptions of the
model and the queue discipline (e.g., nonpreemptive or preemptive-resume).
We shall focus on an M/GI/1 model operating in steady state, in which class
1 receives the highest priority, class 2 the next highest, and so forth. We
introduced this model in Section 4.1.1. The first and second moments of the
service time for a class-i customer are 1/µi and 2βi/µ2

i , respectively.
In the case of a nonpreemptive discipline, we have (cf. (4.8))

Wi(λ) =
∑m
k=1 λkβk/µ

2
k

(1−
∑i−1
k=1 λk/µk)(1−

∑i
k=1 λk/µk)

+
1
µi

, (4.92)

subject to the steady-state stability condition,
i∑

k=1

λk/µk < 1 . (4.93)

When this condition does not hold, Wi(λ) =∞.
In the case of a preemptive-resume discipline, we have (cf. (4.11))

Wi(λ) =
∑i
k=1 λkβk/µ

2
k

(1−
∑i−1
k=1 λk/µk)(1−

∑i
k=1 λk/µk)

+
1/µi

1−
∑i−1
k=1 ρi

, (4.94)

when (4.93) holds, with Wi(λ) =∞ when (4.93) does not hold.

4.7.1 Individually Optimal Arrival Rates

The equilibrium conditions satisfied by the vector λe of individually optimal
arrival rates take the following form:

U ′i(λi) ≤ hi (Wi(λ) + δi) (4.95)
U ′i(λi) = hi (Wi(λ) + δi) , if λi > 0 (4.96)

for all i ∈ M . Here Wi(λ) is given by (4.92) in the case of a nonpreemptive
queue discipline and by (4.94) if the discipline is preemptive resume, if the
stability condition (4.93) holds, and Wi(λ) =∞ if not.

To show that there exists a unique solution to the equilibrium conditions
(4.95) and (4.96), hence a unique individually optimal solution, it suffices to
show that Assumption 1 holds. We leave this as an exercise for the reader.
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Exercise 4 Show that Assumption 1 holds for the present model, for both
nonpreemptive and preemptive-resume queue disciplines.

Thus, as a corollary to Theorem 4.1, we have the following theorem.

Theorem 4.8 There exists a unique solution to (4.95), (4.96), hence a unique
vector λe of individually optimal arrival rates for the M/GI/1 model with lin-
ear waiting costs, for both nonpreemptive and preemptive-resume queue disci-
plines.

4.7.2 Class Optimal Arrival Rates

We now consider the problem from the point of view of the manager of each
class. The class manager for class i is concerned with maximizing the net
benefit, Bi(λ), received per unit time by jobs of class i. In this case Bi(λ) is
given by

Bi(λ) = Ui(λi)− λi(hiWi(λ) + δi) . (4.97)

Given fixed arrival rates, λk, k 6= i, the optimal strategy for the manager
of class i is therefore to choose a value for λi such that

λi = arg max
{λi≥0}

Bi(λ1, . . . , λi, . . . , λm) . (4.98)

A Nash equilibrium λc for the class optimization problem is a vector λ =
(λ1, . . . , λi, . . . , λm) that simultaneously satisfies (4.98) for each i ∈M .

For each i ∈ M , the following KKT conditions are necessary for λi to
maximize Bi(λ), with λk fixed for k 6= i:

U ′i(λi) ≤ hi

(
Wi(λ) + λi

∂

∂λi
Wi(λ)

)
+ δi ; (4.99)

U ′i(λi) = hi

(
Wi(λ) + λi

∂

∂λi
Wi(λ)

)
+ δi , if λi > 0 . (4.100)

Therefore, (4.99) and (4.100) must hold simultaneously for all i ∈M in order
for an allocation λ = (λi, i ∈M) to be class optimal.

4.7.2.1 Existence and Uniqueness of Class-Optimal Solution

To show that there exists a unique solution to the KKT conditions (4.19)
and (4.19), hence a unique class-optimal solution, it suffices to show that
Assumptions 3 and 4 hold. We leave this as an exercise for the reader.

Exercise 5 Show that in this case Gi(λ) is convex and nondecreasing
in λi, for each set of fixed values of λk, k 6= i, for both nonpreemptive and
preemptive-resume queue disciplines, and that as a result Assumption 3 holds.

Exercise 6 Suppose Ui(λi) → 0 as λi → ∞, for all i ∈ M . Show that
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Assumption 4 holds, for both nonpreemptive and preemptive-resume queue
disciplines. (Hint: Take

Â = {λ : λk ≥ 0, k ∈M ;
∑
k∈M

λk/µk ≤ 1} .

Show by induction on i = 1, 2, . . . ,m, that any feasible λ can be replaced by
λ′ ∈ Â such that

∑i
k=1 λk/µk < 1 and Bi(λ′) ≤ Bi(λ).)

Thus, as a corollary to Theorem 4.2, we have the following theorem.

Theorem 4.9 There exists a unique solution to (4.99) and (4.100), hence a
unique class-optimal allocation λc for the M/GI/1 model with linear waiting
costs, for both nonpreemptive and preemptive-resume queue disciplines.

4.7.2.2 Further Results for Preemptive-Resume Discipline

For simplicity in what follows we shall assume that δi = 0 for all i ∈ M .
(If not, define a new utility function, Ûi(λi) := Ui(λi) − λiδi, and use Ûi
instead of Ui.) A salient characteristic of the M/GI/1 model with preemptive-
resume priorities is that the waiting time for class i depends only on the arrival
rates of classes k = 1, 2, . . . , i. It follows that a class-optimal solution may be
found by solving a sequence of one-class optimization problems, in the order
k = 1, 2, . . . ,m.

To see this, start with class 1 and note that the manager of class 1 seeks to
choose λ1 to maximize

B1(λ) = U1(λ1)− λ1h1W1(λ)

= U1(λ1)− λ1h1

(
λ1β1/µ

2
1

1− λ1/µ1
+

1
µ1

)
,

where λ = (λi, i ∈ M), with λ2, . . . , λm fixed. But, as can be seen from the
above expression, in this case B1(λ) is independent of λ2, . . . , λm and takes the
form of net benefit in the social optimization problem for a one-class M/GI/1
queue with only customers of class 1. (See Chapter 2.) Thus, λc1 is the optimal
value of the arrival rate for this problem.

Now with λ1 = λc1, the manager of class 2 seeks to maximize

B2(λ) = U2(λ2)− λ2h2W2(λ)

= U2(λ2)− λ2h2

(
λ1β1/µ

2
1 + λ2β2/µ

2
2

(1− λ1/µ1)(1− λ1/µ1 − λ2/µ2)

+
1/µ2

1− λ1/µ1

)
= U2(λ2)− λ2

(
h2

1− λ1/µ1

)(
λ1β1/µ

2
1 + λ2β2/µ

2
2

1− λ1/µ1 − λ2/µ2
+

1
µ2

)
,

where λ = (λ1, λ2 . . . , λm), with λ3, . . . , λm fixed. Here the expression for
B2(λ) is independent of λ3, . . . , λm. Thus the manager for class 2 faces a
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single one-variable optimization problem, rather than a set of such problems,
one for each set of fixed values of λk, k 6= i.

Continuing in this fashion, we see that the manager of each class i can take
the values of λk, k = 1, . . . , i−1, as given and equal to the class-optimal values
for each of the associated classes, and ignore classes i+ 1, . . . ,m, choosing λi
to maximize

Bi(λ) = Ui(λi)− λihiWi(λ)

= Ui(λi)− λihi

( ∑i
k=1 λkβk/µ

2
k

(1−
∑i−1
k=1 λk/µk)(1−

∑i
k=1 λk/µk)

+
1/µi

1−
∑i−1
k=1 λk/µk

)
,

4.7.3 Socially Optimal Arrival Rates

As usual, a socially optimal allocation of arrival rates λs = (λsi , i ∈ M) to
the classes is defined as one that maximizes the aggregate net benefit to all
classes. It may thus be found by solving the following optimization problem:

max
{λi,i∈M}

U(λ) :=
∑
i∈M

Ui(λi)−
∑
i∈M

λihiWi(λ)

s.t. λi ≥ 0 , i ∈M .

Here Wi(λ) is given by (4.92) in the nonpreemptive case and by (4.94) in the
preemptive case, if the stability condition (4.93) holds, and Wi(λ) =∞ if not.

A socially optimal allocation of arrival rates λs = (λsi , i ∈ M) satisfies the
following KKT conditions, which are necessary for a solution to the above
maximization problem:

U ′i(λi) ≤ hi

(
Wi(λ) +

∑
k∈M

λk
∂

∂λi
Wk(λ)

)
, (4.101)

U ′i(λi) = hi

(
Wi(λ) +

∑
k∈M

λk
∂

∂λi
Wk(λ)

)
, if λi > 0 . (4.102)

Our next task is to investigate the question of when the KKT conditions
are sufficient as well as necessary for a global maximum of the socially optimal
objective function. As in the model with FIFO discipline, a crucial issue here
is whether the objective function, U(λ), for social optimality is jointly concave
in the arrival rates, λ = (λi, i ∈M). If so, then the vector of socially optimal
arrival rates, λs = (λs1, . . . , λ

s
m), is the unique solution to the KKT first-order

optimality conditions.
Since we are assuming that the utility functions, Ui(λi), are all concave,

a sufficient condition for U(λ) to be jointly concave in λ is that the total
waiting cost,

∑
i∈M λihiWi(λ), is jointly convex in λ. As we shall see, whether

or not this is true depends on the specific structure of the priority discipline,
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in particular, on the relationship between the discipline and the waiting-cost
and service-rate parameters, hi, µi, i ∈M .

4.7.3.1 Existence and Uniqueness of Socially Optimal Solution under h-µ
Scheduling Rule

In this section we shall analyze some special cases of our priority model
and prove that the total waiting-cost function is jointly convex in λ if the
scheduling rule (priority ordering) in use is the h-µ rule. Under this rule the
classes are served in decreasing order of hi · µi – the product of the waiting-
cost and service-rate parameters.∗ The special cases we consider are (1) the
M/GI/1 model with nonpreemptive discipline, and (2) the M/M/1 model with
preemptive-resume discipline.

Using numerical examples we also demonstrate that the total waiting-cost
function may be nonconvex if a scheduling rule other than the h-µ rule is used.

Rather than show convexity of the total waiting-cost function under the
h-µ rule directly, we shall instead use principles from the achievable-region
approach to scheduling problems, based on the theory of strong conserva-
tion laws. In the problem under study the achievable region is the set of
all waiting-time vectors, (W1, . . . ,Wm), that can be realized by admissible
scheduling rules (queue disciplines). Using this approach we are able to con-
sider a relaxed version of the social-optimization problem, in which both the
scheduling rule and the arrival-rate vector λ are decision variables. We then
show simultaneously that the h-µ rule is optimal for all λ and that the asso-
ciated total waiting-cost function is jointly convex in λ.

4.7.3.2 Relaxation of the Social Optimization Problem

In this section we introduce a relaxed version of the social optimization prob-
lem, in which the scheduling rule is a decision variable in addition to the
vector of arrival rates, λ = (λi, i ∈M). Let Φ denote the set of all admissible
scheduling rules φ. An admissible scheduling rule is nonanticipative, nonidling,
and regenerative.

Definition A scheduling rule is nonanticipative if the decision about which job
to process at time t ≥ 0 depends only the arrival times and work requirements
of jobs that have arrive in [0, t], and possibly on decisions taken before time
t.

Definition A scheduling rule is nonidling if the server is always busy when
there is at least one job in the system.

Definition A scheduling rule φ is regenerative if the decision about which job
to process next does not use any information from previous busy cycles and
coincides with the decision that would be made in the first busy cycle, given

∗ In the literature, this rule is commonly referred to as the c-µ rule because in the earliest
references the class-i waiting-cost parameter was denoted by ci rather than hi.
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the same information about previous arrival instants, work requirements, and
decisions during the current busy cycle.

There may be additional restrictions on admissible scheduling rules (e.g.,
preemptive or nonpreemptive), depending on the problem context.

For the moment, let us consider an arbitrary fixed vector of arrival rates,
λ = (λ1, . . . , λm). Let Wi = Wi(λ), i ∈ M . Of course, Wi depends on the
scheduling rule, φ ∈ Φ, and when appropriate we shall write Wφ

i (or Wφ
i (λ))

to emphasize this dependence.
Suppose we can show that the waiting times, (Wφ

1 , . . . ,W
φ
m), φ ∈ Φ, satisfy

the constraints, ∑
i∈M

ρiWi = αM (4.103)∑
i∈S

ρiWi ≥ αS , S ⊂M , (4.104)

with ρi := λi/µi, i ∈ M , where αS , S ⊆ M are given constants. Moreover,
for each subset S ⊂ M , suppose the lower bound, αS , is attained by any
scheduling rule φ ∈ ΦS , where ΦS is the set of all scheduling rules that give
strict priority to classes in i ∈ S over classes i /∈ S. That is,∑

i∈S
ρiW

φ
i = αS , for all φ ∈ ΦS , S ⊂M . (4.105)

(Presently we shall give two examples in which these conditions hold: an
M/GI/1 model with nonpreemptive discipline, and an M/M/1 model with
preemptive-resume discipline.)

Under these conditions, the system under study is said to satisfy strong con-
servation laws (see Section A.1 of Appendix A). The set of all waiting-time
vectors, (W1, . . . ,Wm), satisfying (4.103) and (4.104) is called the achievable
region for the problem under study. It follows that Theorem A.1 holds, with
xi = ρiWi, i ∈ S. Letting ci = hiµi and substituting for ci and xi in Theo-
rem A.1 then yields the following corollary.

Corollary 4.10 For a fixed arrival-rate vector, λ, suppose the waiting-time
vector (Wφ

1 (λ), . . . ,Wφ
m(λ)), φ ∈ Φ, satisfies strong conservation laws. Then

the total waiting cost per unit time,∑
i∈M

λihiW
φ
i (λ) ,

is minimized among all scheduling rules φ ∈ Φ by the h-µ rule: the queue
discipline that gives strict priority to the classes in decreasing order of hiµi.
That is, the classes are ordered so that

h1µ1 ≥ h2µ2 ≥ · · · ≥ hmµm .

Now let us return to our original problem, in which the arrival-rate vector
λ is a decision variable and a fixed queue discipline φ ∈ Φ is used. Suppose



MULTICLASS QUEUE WITH PRIORITIES 165

the queue discipline φ in use is the h-µ rule. Then, if strong conservation laws
hold for every λ ∈ A, it follows from the above results that the total waiting
cost per unit time, ∑

i∈M
λihiW

φ
i (λ) ,

equals the optimal value of the objective function in the following optimization
problem:

min
{Wi}

∑
i∈M

λihiWi

s.t.
∑
i∈M

ρiWi = αM (λ)∑
i∈S

ρiWi ≥ αS(λ) , S ⊂M

Here αS(λ) = αS , S ⊆ M . (Since λ is once again a decision variable, we
have written αS(λ) to indicate the dependence of this parameter on λ.) Using
the identities, xi = ρiWi, i ∈ M , we can write this optimization problem in
equivalent form as

min
{xi}

∑
i∈M

(hiµi)xi

s.t.
∑
i∈S

xi ≥ αS(λ) , S ⊆M

(Note that we have replaced the equality constraint for S = M with an in-
equality. This further relaxation is without loss of optimality, since all coef-
ficients in the objective function and constraints are nonnegative and we are
minimizing.)

Thus, to show that
∑
i∈M λihiW

φ
i (λ) is a jointly convex function of λ, it

suffices to show that the optimal value of the objective function in the above
linear-programming (LP) problem is a jointly convex function of the parameter
λ. We establish this result in the following lemma, under the condition that
αS(λ) is convex in λ for each subset S ⊆M .

First some notation. Let x = (x1, . . . , xm) and, for each λ ∈ A =
∏
i∈M Ai,

let x∗(λ) = (x∗1(λ), . . . , x∗m(λ)) denote a value of x that attains the minimum
in the above LP. Let f(λ) :=

∑
i∈M (hiµi)x∗i (λ). That is, f(λ) is the minimum

value of the objective function, expressed as a function of the vector of arrival
rates, λ.

Lemma 4.11 Suppose αS(λ) is convex in λ for all S ⊆ M . Then f(λ) is a
jointly convex function of λ ∈ A.

Proof Let λ1 ∈ A, λ1 ∈ A, and let 0 < ν < 1. First we show that the point
x = νx∗(λ1)+(1−ν)x∗(λ2) is feasible, i.e., satisfies the constraints of the LP
when λ = νλ1 + (1− ν)λ2. Since x∗(λk) is optimal for the LP with λ = λk,
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we have ∑
i∈S

x∗i (λ
k) ≥ αS(λk) , S ⊆M ,

for k = 1, 2. Therefore, for all S ⊆M ,∑
i∈M

(νx∗i (λ
1) + (1− ν)x∗i (λ

2)) = ν
∑
i∈M

x∗i (λ
1) + (1− ν)

∑
i∈M

x∗i (λ
2)

≥ ναS(λ1) + (1− ν)αS(λ2)
≥ αS(νλ1 + (1− ν)λ2) ,

where the last inequality follows from the convexity of αS(λ). Now, having
established feasibility of the point x = νx∗(λ1)+(1−ν)x∗(λ2), we can assert
that

f(νλ1 + (1− ν)λ2) =
∑
i∈M

(hiµi)x∗i (νλ
1 + (1− ν)λ2)

≤
∑
i∈M

(hiµi)(νx∗i (λ
1) + (1− ν)x∗i (λ

2))

= ν
∑
i∈M

(hiµi)x∗i (λ
1) + (1− ν)

∑
i∈M

(hiµi)x∗i (λ
2)

= νf(λ1) + (1− ν)f(λ2) .

Thus f(λ) is convex in λ.

The above results are summarized in the following theorem.

Theorem 4.12 Let Φ be the set of admissible scheduling rules. Suppose that
• for all φ ∈ Φ, the waiting-time vector (Wφ

1 (λ), . . . ,Wφ
m(λ)) satisfies strong

conservation laws, (4.103), (4.104), (4.105), for every λ ∈ A, and
• αS(λ) is convex in λ ∈ A, for all S ⊆M .

Now let φ ∈ Φ denote the h-µ rule. Then the total-waiting-cost function,∑
i∈M

λihiW
φ
i (λ) ,

is jointly convex in λ ∈ A, and hence the objective function for the social
optimization problem,

U(λ) =
∑
i∈M

Ui(λi)−
∑
i∈M

λihiW
φ
i (λ) ,

is jointly concave in λ ∈ A. In this case, the KKT conditions, (4.101), (4.102),
have a unique solution, which is the vector of socially optimal arrival rates,
λs = (λs1, . . . , λ

s
m).

4.7.3.3 Application: M/GI/1 Model with Nonpreemptive Priority Discipline

Consider a multiclass M/GI/1 queue with a strict nonpreemptive priority
discipline, in which the priority ordering is according to the h-µ rule. Let Φm
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denote the set of all nonanticipative, nonidling, regenerative scheduling rules
which are nonpreemptive and service-time independent within each class. It
is shown in Section A.3.2 of Appendix A that strong conservation laws hold
for the vector, (W1, . . . ,Wm), for all φ ∈ Φm, where

Wi = E[W i] ,

the expected steady-state waiting time in the system for class i, i ∈M . Hence
it follows from Corollary 4.10 that the h-µ rule minimizes the total waiting
cost per unit time, ∑

i∈M
λihiW

φ
i (λ) ,

over all φ ∈ Φm, for all arrival-rate vectors, λ.
In this case we have

αS =
( ∑

i∈S ρi

1−
∑
i∈S ρi

)∑
i∈M

ρiβi
µi

+
∑
i∈S

ρi
µi

, S ⊆M . (4.106)

In order to apply Theorem 4.12, we must verify that αS is jointly convex in
λ for all S ⊆M . It is easily verified that, although αM is jointly convex in λ,
αS is not jointly convex for any S ⊂M .

4.7.3.4 Application: M/GI/1 Model with Preemptive-Resume Discipline and
Exponential Work Requirements

Consider a multiclass M/GI/1 queue with a strict preemptive-resume priority
discipline, in which the priority ordering is according to the h-µ rule. Suppose
the work requirements in each class are exponentially distributed. Let Φm
denote the set of all nonanticipative, nonidling, regenerative scheduling rules
which are preemptive-resume and service-time independent within each class.
It is shown in Section A.4.0.2 of Appendix A that strong conservation laws
hold for the vector, (W1, . . . ,Wm), for all φ ∈ Φm, where

Wi = E[W i] ,

the expected steady-state waiting time in the system for class i, i ∈M . Hence
it follows from Corollary 4.10 that the h-µ rule minimizes the total waiting
cost per unit time, ∑

i∈M
λihiW

φ
i (λ) ,

over all φ ∈ Φm, for all arrival-rate vectors, λ.
In this case we have

αS =
(

1
1−

∑
i∈S ρi

)∑
i∈S

ρi
µi

, S ⊆M . (4.107)

In order to apply Theorem 4.12, we must verify that αS is jointly convex in
λ for all S ⊆M . Since (ρ1, . . . , ρm) is linear in λ, it suffices to show that the
expression (4.107) for αS is jointly convex in (ρ1, . . . , ρm). This is easily done
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for the special case in which µi does not depend on i. We therefore have the
following theorem.
Theorem 4.13 Consider a multiclass M/GI/1 queue operating under the
nonpreemptive h-µ rule. Suppose the work requirements in each class are ex-
ponentially distributed and that the mean µ−1

i does not depend on i ∈ M :
µi = µ, i ∈M . Then the total-waiting-cost function,∑

i∈M
λihiW

φ
i (λ) ,

is jointly convex in λ ∈ A, and hence the objective function for the social
optimization problem,

U(λ) =
∑
i∈M

Ui(λi)−
∑
i∈M

λihiW
φ
i (λ) ,

is jointly concave in λ ∈ A.

4.7.3.5 Numerical Examples

We now give several numerical examples for a multiclass queue operating un-
der a priority discipline. We shall focus exclusively on a two-class M/GI/1
queue with linear waiting costs, a preemptive-resume discipline, and exponen-
tial work requirements. We assume equal service rates (µi = µ, i ∈ M), so
that we have a multiclass M/M/1 queue. As usual we shall restrict attention
to the case m = 2. Without loss of generality, we assume that µ = 1.

Our examples confirm the results in the previous section: that the objective
function for social optimization is always jointly concave in λ when the h-µ
rule is used. We also give examples in which the priority discipline in effect is
not the h-µ rule and show that in this case the objective function for social
optimization may not be jointly concave in λ.

We shall restrict attention to the case of linear utility functions. Suppose
Ui(λi) = riλi, where ri ≥ 0, i = 1, 2.

The social optimization problem takes the form:

max
{λ1,λ2}

r1λ1 −
h1λ1

1− λ1
+ r2λ2 −

h2λ2

(1− λ1)(1− λ1 − λ2)
s.t. λ1 + λ2 < 1

λ1 ≥ 0 , λ2 ≥ 0 .

For our first example, we shall take r1 = 16, r2 = 9, h1 = 4, and h2 = 1.
Figure 4.5 shows the graph of the response surface, {U(λ1, λ2), λ1 ≥ 0, λ2 ≥
0}. In this case, since h1 > h2, the h-µ rule is in effect and Figure 4.5 confirms
what we know already (from Theorem 4.13): the objective function, U(λ1, λ2),
is jointly concave in λ = (λ1, λ2).

Compare this example to the FIFO example with the same parameters,
presented in Section 4.6.1. As we saw there (cf. Figure 4.3), the objective
function, U(λ1, λ2), is not jointly concave in λ = (λ1, λ2), under the FIFO
queue discipline.
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Figure 4.5 Linear Utility Functions: U(λ1, λ2) = 16λ1 − 4λ1/(1 − λ1) + 9λ2 −
λ2/((1− λ1)(1− λ1 − λ2))

For our second example, we shall take r1 = 4, r2 = 6, h1 = .4, and h2 = 1.
Figure 4.6 shows the graph of the response surface, {U(λ1, λ2), λ1 ≥ 0, λ2 ≥
0}. In this case, since h1 < h2, the h-µ rule is not in effect and Figure 4.5
demonstrates that the objective function, {U(λ1, λ2)}, is not jointly concave
in λ = (λ1, λ2).

Figure 4.6 Linear Utility Functions: U(λ1, λ2) = 4λ1 − .4λ1/(1 − λ1) + 6λ2 −
λ2/((1− λ1)(1− λ1 − λ2))

Thus we see that using a (preemptive-resume) priority discipline leads to
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a jointly concave objective function (in contrast to the FIFO case), if the
priorities are generated by the h-µ rule. On the other hand, if the priorities
are not generated by the h-µ rule, then the objective function may not be
jointly concave.

4.8 Endnotes

Section 4.1.1

See Gross and Harris [79], Kleinrock [113], or Heyman and Sobel [92] for
derivations of the formula (4.1) for the delay in an M/GI/1 queue with FIFO
discipline (the Pollaczek-Khintchine formula), the formula (4.6) for the delay
in an M/GI/1 queue with a nonpreemptive priority queue, and the formula
(4.10) for the delay in an M/GI/1 queue with a preemptive-resume priority
queue.

Section 4.2.2.1

The analysis of this section is based on Rump and Stidham [169, 171] and
uses the approach of Rosen [161] to establish the existence and uniqueness
of the fixed point equilibrium. This approach depends on the concavity of
the objective function and the convexity of the feasible region for each class.
Alternative methods use monotonicity and/or submodularity of the objective
functions: see, e.g., Topkis [193], Yao [199].

The uniqueness of individually optimal and class optimal solutions both de-
pend rather delicately on the model assumptions. Assumption 4 is particularly
crucial, in that it ensures that an equilibrium cannot occur at a point where
the system capacity is fully utilized. This assumption is mild in the context
of classical queueing models. By contrast, models in the theory of road traffic
flow often allow full utilization of capacity. In such a setting there may be more
than one individually optimal equilibrium and/or more than one class optimal
equilibrium. See, e.g., Marcotte and Wynter [140]. Sheffi [178] is a good gen-
eral reference on the theory of road traffic flow. See also Nagourney [150]
for a more mathematical treatment, emphasizing equilibria and variational
inequalities.

Section 4.4.3

Fridgeirsdottir and Akella [68] give an example with a nonconcave objective
function in the context of product portfolio selection. See also Fridgeirsdottir
and Chiu [69] for a discussion of when the waiting cost is a convex function
of the arrival rate in queueing models.

The phenomenon of class dominance was apparently first discussed in the
queueing theory literature by Balachandran and colleagues (see, e.g., Bal-
achandran and Schaefer [14]).

The net utility (utility minus waiting cost) in our model is a special case of
the utility function proposed by Mackie-Mason and Varian [136] for a model of
a communication network. The analysis in [136] relies entirely on an implicit
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assumption that the optimal flow allocation is an interior solution to the first-
order optimality conditions. The authors do not consider the fact that this
assumption may not be valid. Indeed, our analysis shows that in an important
subclass of models it is never valid.

Section 4.5.2

The material in this section is based on Rump and Stidham [169, 171] and
Zhang and Douligeris [200].

Section 4.7.3.4

The optimality of the h-µ rule is a folk theorem with a long history in
queueing theory. An early proof, based on the explicit solution for the ex-
pected waiting times in a steady-state M/M/1 queue with fixed priorities, is
in Cox and Smith [45]. Harrison [83], [82] generalized this result to the case
of discounted costs. A particularly powerful approach for establishing the op-
timality of index rules, such as the h-µ rule, is the achievable-region method
based on strong conservation laws (cf. the Appendix in this volume and the
survey by Bertsimas [21]). For a recent comprehensive text on scheduling, see
Pinedo and Chao [157].

Mendelson and Whang [144] consider optimal design of an M/M/1 priority
queue. They give conditions under which the optimal prices are incentive
compatible, in the sense that customers in a particular class find it in their own
interest to declare correctly their class membership. Kim and Mannino [110]
extend these results to an M/GI/1 priority queue.

Argon and Ziya [7] also consider optimal design of a priority queue. In their
model the service provider has imperfect knowledge of the characteristics of
each customer, represented by signals. The service provider uses these signals
to determine priority levels for the customers with the objective of minimizing
waiting costs.
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4.9 Figures for FIFO Examples

Figure 4.7 Square-Root Utility Functions: U(λ1, λ2) = 64λ1 + 8
√
λ1 − 9λ1/(1 −

λ1 − λ2) + 15λ2

Figure 4.8 Square-Root Utility Functions: U(λ1, λ2) = 24λ1 + 8
√
λ1 − 9λ1/(1 −

λ1 − λ2) + 9λ2
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Figure 4.9 Square-Root Utility Functions: U(λ1, λ2) = 24λ1 + 8
√
λ1 − 9λ1/(1 −

λ1 − λ2) + 9λ2 − 0.1λ2/(1− λ1 − λ2)

Figure 4.10 Square-Root Utility Functions: U(λ1, λ2) = 16λ1 + 16
√
λ1− 4λ1/(1−

λ1 − λ2) + 9λ2 + 9
√
λ2 − λ2/(1− λ1 − λ2)



174 OPTIMAL ARRIVAL RATES IN A MULTICLASS QUEUE

Figure 4.11 Logarithmic Utility Functions: U(λ1, λ2) = 16 log(1 + λ1)− 4λ1/(1−
λ1 − λ2) + 3λ2

Figure 4.12 Logarithmic Utility Functions: U(λ1, λ2) = 16 log(1 + λ1)− 4λ1/(1−
λ1 − λ2) + 4 log(1 + λ2)− 0.1λ2/(1− λ1 − λ2)
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Figure 4.13 Logarithmic Utility Functions: U(λ1, λ2) = 16 log(1 + λ1)− 4λ1/(1−
λ1 − λ2) + 9 log(1 + λ2)− 0.1λ2/(1− λ1 − λ2)

Figure 4.14 Logarithmic Utility Functions: U(λ1, λ2) = 16 log(1 + λ1)− 2λ1/(1−
λ1 − λ2) + 9 log(1 + λ2)− 0.25λ2/(1− λ1 − λ2)
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Figure 4.15 Quadratic Utility Functions: U(λ1, λ2) = 75λ1 − λ2
1 − 4λ1/(1− λ1 −

λ2) + 14λ2 − 0.05λ2
2 − 0.5λ2/(1− λ1 − λ2)



CHAPTER 5

Optimal Service Rates in a Single-Class
Queue

In this chapter we turn our attention to models in which the service rate is
a decision variable. Typically it is the operator of the service facility who is
able to choose the service rate, so we shall usually speak of the decision maker
and the facility operator as one and the same. The models differ according to
whether or not the arrival rate is a decision variable (directly or indirectly) .

In Section 5.1 we introduce our general model, in which both the arrival
rate and the service rate may be decision variables. This model may be con-
strued as a generalization (to allow a variable service rate) of the model of
Chapter 2 for selecting the optimal arrival rate. From the development of the
model of Chapter 2, we know that the choice of λ for any fixed value of µ
can be implemented in a setting of individually optimizing customers by an
appropriate choice of an admission fee or toll, δ. Thus, an alternate version of
our model is one in which the system controller chooses both the service rate
and the admission fee.

One may call the problem of choosing the service rate the long-run problem,
and the optimal-arrival-rate problem of Chapter 2 (in which the service rate
is fixed) the short-run problem. The motivation for this distinction is that
in applications the time scale on which adjustments in service capacity are
possible is usually (much) longer than that required for adjustments in the
arrival rate, for example by changing the toll charged for admission.

In subsequent sections we consider different versions of the general model,
depending on whether the arrival rate and/or the toll are fixed or variable.
We also consider different optimality criteria, specifically, social optimality, in
which the decision maker wishes to maximize the total net utility, and facility
optimality, in which a facility operator is interested only in maximizing his
own net profit – the difference between the admission fees received and the
service cost incurred per unit time.

First (in Sections 5.2 and 5.3) we consider models in which the arrival
rate is fixed and the decision maker is either a social optimizer or a profit
maximizer. Then we consider models with a variable arrival rate. In the first
of these models (Section 5.4) the admission fee is fixed and the service rate is
a decision variable. The arrival rate is the equilibrium arrival rate associated
with individually optimizing customers, given the toll and the service rate.
Again the solution differs depending on whether the decision maker is a social
optimizer or a profit maximizer. We compare these two solutions and show

177
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that the resulting service rate is smaller in the case of profit maximization, as
expected. Moreover, because the admission fee is fixed, the socially optimal
solution will in general under-perform relative to the socially optimal solution
in which the admission fee is a decision variable.

Finally (in Section 5.5) we consider the problem in which both the service
rate and the admission fee are decision variables. We consider both social
and facility optimality in this case. We introduced a simple version of this
model in Section 1.3 of Chapter 1, in which we observed that the objective
function for social optimality may not be jointly concave in the arrival rate
and service rate and therefore may have multiple local maxima. We investigate
this phenomenon in more detail in this section.

5.1 The Basic Model

As in Chapter 2, we consider a service facility operating over a finite or infinite
time interval. Once again, rather than specify a particular queueing model, we
shall describe the system in general terms, keeping structural and stochastic
assumptions at a minimum. The basic ingredients are:

• the arrival rate λ – the average number of customers entering the system
per unit time (a possible decision variable);

• the average gross utility per unit time, U(λ);

• a single server, who serves customers one at a time, and is never idle when
customers are present;

• the service rate µ – the average number of services completed per unit
time while the server is busy (a decision variable);

• the average waiting cost per customer, G(λ, µ);

• the admission fee or toll, δ, paid by each entering customer (a possible
decision variable);

• the average service cost per unit time, c(µ).

As usual, the meaning of the word “average” depends on the specific model
context. For example, it may mean a sample-path time average or (in the case
of an infinite time period) the expectation of a steady-state random variable.

The arrival rate λ measures the average number of customers arriving and
joining the system per unit time during the period of interest. Initially we
shall assume that λ is fixed, but later we shall consider models in which λ is
a decision variable, as well as µ.

As usual, to measure the benefit to the system of having a higher through-
put, we assume the existence of a utility function, U(λ), that measures the
average gross value received per unit time by the system as a function of the
arrival rate λ, λ ∈ A. Our default assumption is that A = [0,∞) and U(λ) is
nondecreasing, differentiable, and concave in λ ∈ A.

The variable µ measures the average number of services completed per unit
time while the server is busy. For example, when the service facility is a
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GI/GI/1 queue, µ is the service rate of the single server (the reciprocal of
the expected service time). Throughout this chapter, µ will be a decision vari-
able, chosen from a feasible region B ⊆ [0,∞). Our default assumption is that
B = [0,∞).

Balanced against the benefit of throughput is the cost to customers caused
by the time they spend in the system. For given λ and µ, G(λ, µ) denotes
the average waiting cost of a customer, averaged over all customers who ar-
rive during the period in question. For example, it might be that G(λ, µ) =
E[h(W (λ, µ))], where h(t) is the waiting cost incurred by a job that spends a
length of time t in the system and W (λ, µ) has the steady-state distribution
of waiting time in the system for the queueing system induced by λ and µ.
We shall assume that G(λ, µ) is well defined and finite and differentiable in
(λ, µ), 0 ≤ λ < µ, with G(λ, µ) =∞ for λ ≥ µ ≥ 0. We also shall assume that

(i) for each fixed µ > 0, G(λ, µ) is strictly increasing in λ, 0 ≤ λ < µ, and
G(λ, µ)→∞ as λ ↑ µ;

(ii) for each fixed λ ≥ 0, G(λ, µ) is strictly decreasing in µ, µ > λ, and
G(λ, µ)→∞ as µ ↓ λ.

For example, in an M/M/1 queue operating in steady state with a linear
waiting cost h(t) = h · t, we have

G(λ, µ) =
h

µ− λ
, 0 ≤ λ < µ ,

G(λ, µ) = ∞ , λ ≥ µ ≥ 0 .

In this case it is easy to verify that G(λ, µ) satisfies the above assumptions.
The toll, or admission fee, δ, is charged to each entering customer. As usual,

the decision maker may be able to control the arrival rate indirectly by charg-
ing an appropriate toll, assuming individually optimizing customers.

Finally, the service-cost rate c(µ) measures the average cost per unit time
associated with operating the server at rate µ. We assume that c(·) is a non-
decreasing and differentiable function of µ ∈ A ⊆ [0,∞), with c(0) = 0 and
c(µ) → ∞ as µ → ∞. Our default assumption is that c(µ) is convex in
µ ∈ A, but we also consider the case of a concave service-cost function (cf.
Section 5.5.2.3).

Remark 1 Let H(λ, µ) := λG(λ, µ), the average waiting cost per unit time.
It follows from the assumptions about G(λ, µ) that G(0, 0) = ∞, and hence
H(0, 0) is indeterminate (taking the form 0 · ∞). Indeed, since G(λ, µ) < ∞
for all 0 ≤ λ < µ and G(λ, µ) decreases as λ ↓ 0, we have limλ→0H(λ, µ) = 0
for all µ > 0, so that

lim
µ→0

lim
λ→0

H(λ, µ) = 0 .
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On the other hand, since limµ↓λG(λ, µ) = ∞ for each fixed λ ≥ 0, we have
limµ↓λH(λ, µ) =∞ for each fixed λ ≥ 0, so that

lim
λ→0

lim
µ↓λ

H(λ, µ) =∞ .

In terms of its economic interpretation, it makes sense to let H(0, 0) := 0,
and this is what we shall do. But note that, inevitably, H(λ, µ) has a dis-
continuity at (0, 0). Indeed, H(λ, µ) assumes arbitrarily large values in every
neighborhood of (0, 0) in {(λ, µ) : 0 ≤ λ < µ}.

These properties are exhibited graphically in our simplest example – an
M/M/1 queue with linear waiting cost function – in which

H(λ, µ) =
hλ

µ− λ
, 0 ≤ λ < µ .

In this case, we can write H(λ, µ) = f(λ/µ), where f(ρ) := hρ/(1 − ρ),
0 ≤ ρ < 1. For any fixed ρ, 0 ≤ ρ < 1, the function H(λ, µ) is constant and
equals f(ρ) along the line µ = λ/ρ in the λ-µ plane. The limit of H(λ, µ)
as λ → 0 along this line is therefore also equal to f(ρ). But as ρ increases
from 0 to 1, f(ρ) assumes every value between 0 and ∞. Therefore, in every
neighborhood of (0, 0), H(λ, µ) assumes every value between 0 and ∞. (See
Figure 5.1.)

Figure 5.1 M/M/1 Queue: Graph of H(λ, µ) (h = 1)

Of course, this property is not limited to the M/M/1 example, but rather
holds for any system in which H(λ, µ) = f(λ/µ), where f(ρ) is a continuous,
increasing function of ρ ∈ [0, 1), with f(0) = 0 and limρ→1 f(ρ) = ∞ and
f(ρ) =∞ for ρ ≥ 1. In particular, it holds for many queueing systems with a
linear waiting-cost function in which λ and µ are scale factors. In such systems,
H(λ, µ) = h · L(λ, µ), where L(λ, µ) is the average number of customers in
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the system, which is independent of the time unit. An example is a GI/GI/1
queue with interarrival times distributed as X/λ (E[X] = 1) and service
times distributed as Y /µ (E[Y ] = 1).

Another important – and perhaps surprising – property of such systems is
that H(λ, µ) is never jointly convex in (λ, µ), even when f(ρ) is convex in ρ
and even though λ/µ is convex in λ and convex in µ. This fact (proved in
Lemma 5.1 below) complicates the analysis of the socially optimal solution
when both the toll and the arrival rate (as well as the service rate) are decision
variables (see Section 5.5), as there may be multiple solutions to the necessary
KKT conditions.

Lemma 5.1 Suppose H(λ, µ) = f(λ/µ), where f(ρ) is differentiable, convex,
and strictly increasing in ρ, ρ ∈ [0, 1). Then H(λ, µ) is differentiable, convex,
and strictly increasing in λ and differentiable, convex, and strictly decreasing
in µ. However, H(λ, µ) is not jointly convex in (λ, µ).

Proof Let g(λ, µ) := λ/µ, 0 ≤ λ < µ. Then H(λ, µ) = f(g(λ/µ)) and we
have:

∂H

∂λ
= f ′ · ∂g

∂λ
;

∂2H

∂λ2
= f ′′ ·

(
∂g

∂λ

)2

+ f ′ · ∂
2g

∂λ2
;

∂H

∂µ
= f ′ · ∂g

∂µ
;

∂2H

∂µ2
= f ′′ ·

(
∂g

∂µ

)2

+ f ′ · ∂
2g

∂µ2
;

∂2H

∂λ∂µ
= f ′′ ·

(
∂g

∂λ

)(
∂g

∂µ

)
+ f ′ · ∂

2g

∂λ∂µ

where

∂g

∂λ
=

1
µ
≥ 0 ,

∂2g

∂λ2
= 0

∂g

∂µ
= − λ

µ2
≤ 0 ,

∂2g

∂µ2
=

2λ
µ3
≥ 0 ,

∂2g

∂λ∂µ
= − 1

µ4
.

Thus, g(λ, µ) = λ/µ is convex in λ and convex in µ, but not jointly convex in
(λ, µ), because (

∂2g

∂λ2

)(
∂2g

∂µ2

)
−
(
∂2g

∂λ∂µ

)2

= − 1
µ4

< 0 . (5.1)

Moreover,

∂H

∂λ
> 0 ,

∂2H

∂λ2
≥ 0 ,

∂H

∂µ
< 0

∂2H

∂µ2
≥ 0 .
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Hence, H(λ, µ) is strictly increasing and convex in λ and strictly decreasing
and convex in µ. Moreover,

∆ :=
(
∂2H

∂λ2

)(
∂2H

∂λ2

)
−
(
∂2H

∂λ∂µ

)2

=

(
f ′′ ·

(
∂g

∂λ

)2

+ f ′ · ∂
2g

∂λ2

)(
f ′′ ·

(
∂g

∂µ

)2

+ f ′ · ∂
2g

∂µ2

)

−
(
f ′′ ·

(
∂g

∂λ

)(
∂g

∂µ

)
+ f ′ · ∂

2g

∂λ∂µ

)2

= (f ′′ · f ′)

[(
∂g

∂λ

)2
∂2g

∂µ2
− 2

(
∂g

∂µ

)(
∂g

∂λ

)
∂2g

∂λ∂µ
+
∂2g

∂λ2

(
∂g

∂µ

)2
]

+

(f ′)2

[(
∂2g

∂λ2

)(
∂2g

∂µ2

)
−
(
∂2g

∂λ∂µ

)2
]
.

The first term in brackets equals zero, whereas the second term in brack-
ets equals −1/µ4 < 0 (cf. (5.1). Thus, H(λ, µ) fails the condition for joint
convexity at all points, (λ, µ), 0 ≤ λ < µ.

Note that it is the failure of the function g(λ, µ) = λ/µ to be jointly convex
that leads to H(λ, µ) failing to be jointly convex, regardless of the properties
of the function f(ρ).

5.2 Models with Fixed Toll and Fixed Arrival Rate

The model we study in this section is a generalization of the model introduced
in Section 1.1 of the introductory chapter. The arrival rate, λ, and the toll,
δ, are both fixed (λ > 0, δ ≥ 0), and the service rate µ is a decision variable.
As usual, the solution to the decision problem depends on who is making the
decision and what costs and benefits are taken into account. Since the arrival
rate λ is fixed, so is the gross utility, U(λ), received per unit time by all
customers. The relevant economic factors are thus the service-cost rate c(µ)
and the waiting cost G(λ, µ).

5.2.1 Individual Optimality

Since the arrival rate and toll are fixed, the criterion of individual optimality is
not relevant in the present context. (Later, however, we shall discuss how the
case of a fixed arrival rate and fixed toll can arise as a special case of a problem
with fixed toll and variable arrival rate and individually optimizing customers,
through appropriate choice of the utility function, U(λ). See Section 5.4.1.)
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5.2.2 Social Optimality

When the decision criterion is social optimality, the objective function, to be
minimized, is given by

C(µ) := c(µ) + λG(λ, µ) , µ ≥ 0 .

That is, C(µ) measures the expected steady-state total cost per unit time,
when service rate µ is chosen. Under our basic convexity and differentiability
assumptions, it follows that C(µ) is convex and differentiable in µ > λ and
that C(µ) → ∞ as µ ↓ λ as as µ ↑ ∞. Therefore, the first-order optimality
condition, C ′(µ) = 0, is both necessary and sufficient for µ to be socially
optimal. In other words, the socially optimal service rate, µs, is the unique
solution in (λ,∞), to the equation

C ′(µ) = c′(µ) + λ
∂

∂µ
G(λ, µ) = 0 . (5.2)

5.2.2.1 Example: Simple Linear-Cost Model

Consider again the simple linear-cost model introduced in Section 1.1 of Chap-
ter 1, in which we have an M/M/1 queue with fixed arrival rate λ and variable
service rate µ. In this model the service-cost rate is linear in the service rate,

c(µ) = c · µ , µ ≥ 0 ,

and the waiting cost per customer is linear in the time spent in the system,
so that

G(λ, µ) =
h

µ− λ
, 0 ≤ λ < µ .

Then

C(µ) = c · µ+ h ·
(

λ

µ− λ

)
,

and the optimization problem takes the form:

min
µ:µ>λ

C(µ) = min
µ:µ>λ

{
c · µ+ h ·

(
λ

µ− λ

)}
. (5.3)

In this case equation (5.2) takes the form,

C ′(µ) = c− h
(

λ

(µ− λ)2

)
= 0 . (5.4)

This yields the following expression for the unique socially optimal value of
the service rate, µs:

µs = λ+

√
λh

c
. (5.5)
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5.2.3 Facility Optimality

When the decision criterion is facility optimality, the decision maker (facility
operator) wants to maximize the following objective function:

λδ − c(µ) .

Since both λ and δ are fixed, so is the gross revenue, λδ, earned by the facility.
Thus there is no incentive for the facility operator to increase the service rate µ.
In fact, the facility operator can increase net revenue by decreasing µ, subject
to the feasibility constraint, µ > λ. Thus, there is no attainable optimal value
of µ. Rather, the objective function is bounded above by λδ and the decision
maker can come arbitrarily close to attaining this upper bound by choosing
µ arbitrarily close to λ.

Obviously this is not a particularly interesting or realistic model, inasmuch
as it leads to counterintuitive behavior – behavior that can result in arbitrarily
large waiting costs, λG(λ, µ), since G(λ, µ)→∞ as µ ↓ λ.

5.3 Models with Variable Toll and Fixed Arrival Rate

The model we study in this section has a fixed arrival rate, λ > 0, and a
variable toll, δ ≥ 0. As usual, the service rate µ is a decision variable. Once
again, the solution to the decision problem depends on who is making the
decision and what costs and benefits are taken into account. As with the
model of the previous section, since the arrival rate λ is fixed, so is the gross
utility, U(λ), received per unit time by all customers. The relevant economic
factors are thus the service-cost rate c(µ) and the waiting cost G(λ, µ).

5.3.1 Individual Optimality

Since the arrival rate is fixed, the criterion of individual optimality is again
not relevant.

5.3.2 Social Optimality

When the decision criterion is social optimality, the objective function, to be
minimized, is given by

C(µ) := c(µ) + λG(λ, µ) .

The toll does not appear in this objective function and thus is irrelevant to
social optimality. (One could argue that in this case the decision maker should
set the toll equal to zero, since there is no economic benefit to the aggregate
of all customers from charging a positive toll.) It follows that the analysis of
the previous section still applies and the socially optimal service rate, µs, is
the unique solution in (λ,∞) to the equation

C ′(µ) = c′(µ) + λ
∂

∂µ
G(λ, µ) = 0 .
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5.3.3 Facility Optimality

When the decision criterion is facility optimality, the decision maker (facility
operator) wants to maximize the following objective function:

λδ − c(µ) .

Since λ is fixed, the gross revenue, λδ, can be made arbitrarily large by choos-
ing an arbitrarily large value of δ. As in the model of the previous section,
there is also no incentive for the facility operator to increase the service rate
µ above its lower bound, λ.

Again this is not a particularly interesting or realistic model, since G(λ, µ) ↑
∞ as µ ↓ λ.

5.4 Models with Fixed Toll and Variable Arrival Rate

The model we study in this section has a variable arrival rate, λ, and a fixed
toll, δ. As usual, the service rate µ is a decision variable.

5.4.1 Individual Optimality

We now review the characterization of the equilibrium arrival rate, which is
the arrival rate induced by individually optimizing customers, for the given
fixed toll. (This material has been discussed in more detail in Section 2.1.1 of
Chapter 2.)

For a given value of the service rate µ, the full price of admission, π(λ), is
given by

π(λ) = δ +G(λ, µ) , 0 ≤ λ < µ .

Therefore, the equilibrium conditions, (2.5), (2.5), satisfied by the individually
optimal arrival rate, λe, take the form

U ′(λ) ≤ δ +G(λ, µ) , and λ ≥ 0 , (5.6)
U ′(λ) = δ +G(λ, µ) , if λ > 0 . (5.7)

It follows from our assumptions about G(λ, µ) that π(λ) is strictly increasing
and continuous. Therefore the equilibrium conditions have a unique solution,
for any given µ.

We are interested in looking at the problem from the point of view of a
decision maker who can choose the service rate µ. This choice, together with
the fixed toll, δ, determines the value of the equilibrium arrival rate – the
solution of equations (5.6) and (5.7). For example, since G(λ, µ) is a decreasing
function of µ, increasing µ will result in an increase in the equilibrium arrival
rate.
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5.4.2 Social Optimality

In the case of social optimization with a fixed admission fee δ, variable arrival
rate λ, and variable service rate µ, the problem takes the following form:

max
{λ,µ}

U(λ, µ) := U(λ)− λG(λ, µ)− c(µ)

s.t. δ +G(λ, µ)− U ′(λ) ≥ 0 ,
δ +G(λ, µ)− U ′(λ) = 0 , if λ > 0 ,
λ ≥ 0 .

One approach to solving this problem (formally) is to use the constraints
to solve for λ in terms of µ. Let

µ0 := inf{µ > 0 : U ′(0)−G(0, µ) > δ} .

We consider two cases.

Case 1 µ > µ0: We have U ′(0) − G(0, µ) > δ and therefore, since U ′(λ) −
G(λ, µ) is continuous and strictly decreasing in λ and approaches −∞ as λ ↑ µ,
there exists a unique solution, λ ∈ (0, µ), to the equation,

U ′(λ)−G(λ, µ) = δ .

Let λ(µ) denote this solution.

Case 2 0 ≤ µ ≤ µ0: We have U ′(0) − G(0, µ) ≤ δ and therefore, since
U ′(λ)−G(λ, µ) is strictly decreasing in λ, U ′(λ)−G(λ, µ) < δ for all λ > 0.
In this case, let λ(µ) = 0.

It is easy to verify that λ(µ), so defined, uniquely satisfies the constraints of
the social optimization problem, for all µ ≥ 0.

Substituting λ(µ) for λ in the objective function, U(λ, µ), for social optimization
leads to the following optimization problem, with the single decision variable,
µ:

max
{µ≥0}

ψ(µ) := U(λ(µ), µ) = U(λ(µ))− λ(µ)G(λ(µ), µ)− c(µ) .

For 0 < µ ≤ µ0, we have

ψ(µ) = −U(0)− 0 ·G(0, µ)− c(µ) = −c(µ) ≤ −c(0) = 0 = ψ(0) .

(Recall that, by convention, H(λ, µ) = λG(λ, µ) equals zero at λ = µ = 0.)
Therefore, the maximum of ψ(µ) over µ ∈ [0, µ0] occurs at µ = 0, at which
ψ(µ) = 0. It remains to consider the maximum of ψ(µ) over µ ∈ (µ0,∞).

Let us therefore consider the problem:

max
µ>µ0

ψ(µ) = U(λ(µ), µ) = U(λ(µ))− λ(µ)G(λ(µ), µ)− c(µ) .

Recall that, over the interval (µ0,∞), λ(µ) is the unique solution, 0 < λ < µ,
to the equation, U ′(λ(µ))−G(λ(µ), µ) = δ. Differentiating ψ(µ) with respect
to µ and setting the derivative equal to zero leads to the following necessary
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condition for the socially optimal value of µ over (µ0,∞)

ψ′(µ) = U ′(λ(µ))λ′(µ)− λ′(µ)G(λ(µ), µ)

−λ(µ)
[
∂

∂λ
G(λ(µ), µ)λ′(µ) +

∂

∂µ
G(λ(µ), µ)

]
− c′(µ) = 0 .

Collecting terms yields[
U ′(λ(µ))−G(λ(µ), µ)− λ(µ)

∂

∂λ
G(λ(µ), µ)

]
λ′(µ)

−λ(µ)
∂

∂µ
G(λ(µ), µ)− c′(µ) = 0 .

Finally, since U ′(λ(µ))−G(λ(µ), µ) = δ, an equivalent form for the optimality
condition is[

δ − λ(µ)
∂

∂λ
G(λ(µ), µ)

]
λ′(µ) = λ(µ)

∂

∂µ
G(λ(µ), µ) + c′(µ) . (5.8)

We can derive an expression for λ′(µ) in terms of µ and λ(µ) by differenti-
ating both sides of the equation which defines λ(µ), namely,

U ′(λ(µ))−G(λ(µ), µ) = δ ,

with respect to µ. We thus obtain the equation[
U ′′(λ(µ))− ∂

∂λ
G(λ(µ), µ)

]
λ′(µ)− ∂

∂µ
G(λ(µ), µ) = 0 ,

which, when solved for λ′(µ), yields

λ′(µ) = f(λ(µ), µ) ,

where

f(λ, µ) :=
− ∂
∂µG(λ, µ)

∂
∂λG(λ, µ)− U ′′(λ)

. (5.9)

Note that f(λ, µ) > 0, since G(λ, µ) is increasing in λ and decreasing in µ and
U(λ) is concave.

From this result and equation (5.8) we see that a socially optimal allocation
(λs, µs), with µs > µ0, satisfies the following necessary conditions:[

δ − λ ∂

∂λ
G(λ, µ)

]
f(λ, µ) = λ

∂

∂µ
G(λ, µ) + c′(µ) , (5.10)

U ′(λ)−G(λ, µ) = δ . (5.11)

From our analysis (in Chapter 2) of the problem of finding the optimal
arrival rate for a given µ, we recognize that the term,

λ
∂

∂λ
G(λ, µ) ,

represents the external effect incurred when the arrival rate is λ. As such,
it is the toll that ought to be charged each entering customer in order that
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individually optimizing customers will enter in a manner that results in an
arrival rate that is socially optimal (for that particular value of µ). Thus, the
term in brackets in equation (5.10),[

δ − λ ∂

∂λ
G(λ, µ)

]
,

measures the discrepancy between the fixed toll, δ, and the external effect at
(λ, µ). On the other hand, the necessary and sufficient condition for µ to be
socially optimal, for a fixed value of λ, is that µ satisfy the equation

λ
∂

∂µ
G(λ, µ) + c′(µ) = 0 .

But, since G(λ, µ) and c(µ) are both convex in µ, λ ∂
∂µG(λ, µ)+c′(µ) < 0 (= 0,

> 0) if and only if µ is strictly less than (equal to, greater than) the socially
optimal value of µ associated with λ.

Now, from equation (5.10) (and the fact that f(λ, µ) > 0) we conclude that,
at a socially optimal solution (λs, µs) to the problem with a fixed toll δ, with
µs > µ0, the following implications hold:

λs
∂

∂µ
G(λs, µs) + c′(µs)

 <
=
>

 0⇔ δ

 <
=
>

λs
∂

∂λ
G(λs, µs) .

From these implications and the above observations, we have the following
theorem.

Theorem 5.2 Suppose µs > µ0. Then µs (the socially optimal value of µ for
a fixed toll δ) is strictly less than (equal to, greater than) the socially optimal
value of µ with λ fixed at λs if and only if the fixed toll δ is strictly less than
(equal to, greater than) the external effect at (λs, µs).

For example, if the fixed toll is less than the external effect (in particular, if
no toll is charged at all), then the facility operator will select a smaller service
rate than would be socially optimal if customers were charged a toll equal
to the external effect. As a result, the system will be underutilized from the
point of view of social optimization.

On the other hand, when the fixed toll is equal to the external effect, then
the optimal solution (λs, µs) satisfies the necessary conditions for a socially
optimal solution to the problem with a variable toll (cf. Section 5.5 below).
As we shall see, however, in that problem there may be multiple solutions to
the necessary conditions for optimality, only one of which is globally optimal.

An equivalent representation for condition (5.10) may be obtained by sub-
stituting for f(λ, µ) from (5.9) and simplifying:

(λU ′′(λ)− δ) ∂

∂µ
G(λ, µ) =

(
∂

∂λ
G(λ, µ)− U ′′(λ)

)
c′(µ) . (5.12)

We shall find this version useful in the special case of a linear utility function.
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5.4.2.1 Linear Utility Function

Consider the case of a linear utility function: U(λ) = r ·λ. To avoid trivialities,
assume r > δ. In this case, µ0 is the unique solution to the equation

G(0, µ) = r − δ .

Let us first consider the optimal solution over the range, µ ∈ (µ0,∞). In this
case U ′′(λ) = 0 and

λ′(µ) = f(λ(µ), µ) =

(
− ∂
∂µG(λ(µ), µ)
∂
∂λG(λ(µ), µ)

)
.

Therefore condition (5.12) implies

δλ′(µ) = c′(µ) . (5.13)

Moreover, the other necessary condition, (5.11), which defines λ(µ), implies

G(λ(µ), µ) = r − δ . (5.14)

(Note the interesting implication of this equilibrium condition in this case: the
waiting cost per customer is constant in µ.)

Assume for the moment that the necessary conditions, (5.13) and (5.14),
are also sufficient. (Presently we shall exhibit examples in which they are not
sufficient.) In principle, then, we can solve (5.14) to obtain an expression for
λ(µ), then differentiate and substitute the resulting expression for λ′(µ) into
(5.13) and solve for µs, the socially optimal value of µ. This value can then be
substituted into the expression for λ(µ) to find λs, the socially optimal value
of λ.

Example We now illustrate this approach in the special case of an M/M/1
queue with a linear waiting cost, in which

G(λ, µ) =
h

µ− λ
.

In this case (still assuming µ > µ0) it follows from (5.14) that

λ(µ) = µ− h

r − δ
,

and hence λ′(µ) = 1. Then it follows from (5.13) that an interior solution,
µ0 < µs <∞, satisfies the equation

c′(µ) = δ .

Since c′(µ) is nondecreasing, we have three cases.

Case 1 c′(µ0) ≥ δ. In this case,

ψ′(µ) =
∂

∂λ
G(λ(µ), µ)(δ − c′(µ)) ≤ 0 , for all µ > µ0 ,

and hence the objective function, ψ(µ), for social optimality is nonincreasing
for all µ > µ0, so that µs = 0 (and hence λs = 0).
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Case 2 c′(µ0) < δ < limµ→∞ c′(µ). In this case, there exists a value of µ,
µ0 < µ <∞, such that c′(µ) = δ. (We may resolve ties by taking the smallest
value of µ such that c′(µ) = δ. Because the utility function, U(λ(µ)), and
the waiting cost function, G(λ(µ), µ), are both constant in µ, all values of
µ satisfying this equation yield the same value of the objective function for
social optimality.) If the value of the objective function at this value of µ is
positive, then this value of µ is optimal. Otherwise, µs = 0 and hence λs = 0
as well.

Case 3. limµ→∞ c′(µ) ≤ δ. In this case,

ψ′(µ) =
∂

∂λ
G(λ(µ), µ)(δ − c′(µ)) ≥ 0 , for all µ ≥ 0 ,

and hence the objective function, ψ(µ), for social optimality is nondecreasing
for all µ ≥ 0. If c′(µ) = δ for all sufficiently large µ, then let µ1 be the
smallest value of µ such that c′(µ) = δ. On the other hand, if c′(µ) < δ, for
all µ0 < µ < ∞, then let µ1 := ∞. If ψ(µ1) > 0, then µs = µ1. Otherwise,
µs = 0 and hence λs = 0 as well.

Figure 5.2 illustrates Case 2, with c(µ) = 0.01µ2, δ = 1, h/(r − δ) = 20.

Figure 5.2 M/M/1 Queue: Graph of ψ(µ)

Finally, we note that in the case of a linear service cost, c(µ) = c · µ, we
have (for µ > µ0)

ψ(µ) = (δ − c)µ− δh

r − δ
.

Thus, there are just two cases. For c ≥ δ, ψ(µ) is nonincreasing for µ > µ0, so
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that µs = 0 (and hence λs = 0). For c < δ, ψ(µ) is strictly linearly increasing
for µ > µ0, so that µs =∞ (and hence λs =∞). Note that there is never an
interior optimal solution.

We now return to the general model with a linear utility function. As
promised, we consider the question of when the necessary conditions, (5.13)
and (5.14), are sufficient for a pair (λ(µ), µ) to be socially optimal. Recall that
in this case, the objective function for social optimality is

ψ(µ) = λ(µ)δ − c(µ) .

Therefore, we see that the necessary condition, (5.13), will be sufficient if λ(µ)
is concave in µ > µ0, where λ(µ) is uniquely defined by the other necessary
condition, (5.14). (In this case, ψ(µ) will be concave and therefore will attain
its maximum over µ > µ0 at a point where ψ′(µ) = 0, that is, where (5.13)
holds.)

To find conditions under which λ(µ) is concave, we shall focus on the case
where the waiting-cost function, G(λ, µ), satisfies the following assumption.

Assumption 1 The waiting-cost function, G(λ, µ), takes the form,

G(λ, µ) = g(λ/µ)/µ , 0 ≤ λ < µ ,

where g(ρ) is an increasing, continuous, and convex function of ρ, 0 ≤ ρ ≤ 1,
with g(0) ≥ 0 and g(ρ) =∞ for ρ > 1.

When this assumption is satisfied, the waiting cost per unit time, H(λ, µ) =
λG(λ, µ), depends on λ and µ only through the ratio, λ/µ. That is,

H(λ, µ) = f(λ/µ) ,

where f(ρ) is an increasing, convex function of 0 ≤ ρ < 1, with f(0) = 0.
(We have f(ρ) = ρg(ρ).) We observed early in this chapter (cf. Section 5.1)
that this property holds for many queueing systems with a linear waiting-
cost function in which λ and µ are scale factors, including the example of an
M/M/1 queue.

Theorem 5.3 Suppose G(λ, µ) satisfies Assumption 1 and 1/g(ρ) is concave
(convex) in ρ ∈ [0, 1). Then λ(µ) is concave (convex) in µ > µ0 = (r −
δ)−1g(0).

Proof First note that Assumption 1 implies that

µ > µ0 ⇔
g(0)
µ

< r − δ ⇔ µ >
g(0)
r − δ

,

so that µ0 = (r− δ)−1g(0). Let g−1(x) be the inverse of g(ρ), x ≥ g(0). Since
g(ρ) is strictly increasing and continuous, g−1(x) equals the unique value of ρ
such that g(ρ) = x, x ≥ g(0). For µ > µ0, λ(µ) equals the unique value of λ
such that G(λ, µ) = r − δ, or, equivalently, the unique value of λ such that

g(λ/µ) = (r − δ)µ .
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Therefore,
λ(µ) = µg−1((r − δ)µ) ,

for µ > µ0. It follows that

λ′(µ) = g−1((r − δ)µ) + (r − δ)µ · (g−1)′((r − δ)µ)
λ′′(µ) = (r − δ)

[
2(g−1)′((r − δ)µ) + (r − δ)µ · (g−1)′′((r − δ)µ)

]
= (r − δ)

[
2(g−1)′(x) + x(g−1)′′(x)

]
,

for x = (r − δ)µ > (r − δ)µ0 = g(0). Now

(g−1)′(x) =
1

g′(g−1(x))
; (g−1)′′(x) =

−g′′(g−1(x))
(g′(g−1(x)))3

.

Therefore,

(r − δ)−1λ′′(µ) =
2

g′(g−1(x))
− xg′′(g−1(x))

(g′(g−1(x)))3

=
2(g′(g−1(x)))2 − xg′′(g−1(x))

(g′(g−1(x)))3
.

It follows that λ(µ) is concave in µ > µ0 if and only if

2(g′(g−1(x)))2 ≤ xg′′(g−1(x)) ,

for all x = (r − δ)µ > (r − δ)µ0 = g(0). But, as x ranges from g(0) to ∞,
g−1(x) = ρ, where g(ρ) = x and ρ ranges from 0 to 1. Therefore, λ(µ) is
concave in µ > µ0 if and only if

2(g′(ρ)2 ≤ g(ρ)g′′(ρ) , for all ρ , 0 ≤ ρ < 1 (5.15)

for all ρ, 0 ≤ ρ < 1. But (5.15) holds if and only if 1/g(ρ) is concave in ρ,
0 ≤ ρ < 1. The proof that λ(µ) is convex if and only if 1/g(ρ) is convex is
symmetric.

Since an affine function is both concave and convex, we note that λ(µ) is an
affine function of µ if and only if 1/g(ρ) is an affine function of ρ. Recall that
this was the case in the example of an M/M/1 queue with a linear waiting-cost
function, in which g(ρ) = h/(1− ρ) and 1/g(ρ) = (1− ρ)/h and

λ(µ) = µ− h

r − δ
.

When λ(µ) is not concave, the necessary condition for a socially optimal µ,
µ > µ0, namely,

λ′(µ)δ = c′(µ) ,

may not be sufficient. It may have several solutions, some of which are local
(not global) maxima, or even local minima.

Example Suppose Assumption 1 is satisfied, with g(ρ) = a + bρ, 0 ≤ ρ ≤ 1,
and g(ρ) = ∞, ρ > 1, where a > 0, b > 0. Suppose c(µ) = c · µ2, µ ≥ 0.
Then µ0 = (r − δ)−1a. Let µ1 := (r − δ)−1(a + b). For µ ≤ µ0, λ(µ) = 0
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and ψ(µ) ≤ 0 = ψ(0), whereas for µ > µ1, λ(µ) = µ and ψ(µ) ≤ ψ(µ1). For
µ0 < µ ≤ µ1, λ(µ) is the unique solution to

a+ b

(
λ

µ

)
= (r − δ)µ .

Therefore,

λ(µ) =
µ((r − δ)µ− a)

b
,

which is convex in µ0 < µ ≤ µ1. Thus, for µ0 < µ ≤ µ1, the objective function
for social optimization takes the form,

ψ(µ) = λ(µ)δ − c(µ)

=
(
δ(r − δ)

b
− c
)
µ2 −

(
aδ

b

)
µ .

We see that ψ(µ) is concave if δ(r−δ) ≤ bc and (strictly) convex if δ(r−δ) > bc.
In the latter case, the necessary condition for an interior optimum,

2
(
δ(r − δ)

b
− c
)
µ−

(
aδ

b

)
= 0 ,

has a unique solution,

µ̂ :=
aδ

2 (δ(r − δ)− bc)
.

We have µ̂ > µ0 if and only if δ(r − δ) < 2bc, and µ̂ ≤ µ1 if and only if
(aδ + 2b)(r − δ) ≥ 2(a+ b)bc.

It follows that if

bc < δ(r − δ) ≤ 2bc , and
(aδ + 2b)(r − δ) ≥ 2(a+ b)bc ,

then µ̂ is in fact the global minimum of ψ(µ) over µ ∈ (µ0, µ1], not the sought-
for global maximum. Moreover, we have

ψ(µ̂) = − (aδ)2

4b(δ(r − δ)− bc)
< 0 .

That is, at the unique solution to the necessary condition for an interior
optimum, the objective function is actually strictly negative, even though
there may be an interval of values of µ (namely, (2µ̂, µ1]) over which ψ(µ) > 0!
This interval is nonempty if and only if (a+ b)c < δ(r − δ).

Combining these results, we see that if

(a+ b)c < δ(r − δ) ≤ 2bc ,

then:
(i) the unique solution to the necessary condition for an interior optimum,

µ̂, is actually the global minimum of the objective function, ψ(µ), for
social optimization;

(ii) the objective function takes on a negative value at µ̂; whereas
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(iii) ψ(µ) is positive and increasing over the interval, (a(δ(r− δ)− bc)−1, (a+
b)(r − δ)−1]; and hence

(iv) the global maximum actually occurs at µs = µ1 = (a+ b)(r− δ)−1, with
λs = λ(µ1) = µ1. (See Figure 5.3.)

Figure 5.3 Example with Convex Objective Function, µ > µ0

5.4.3 Facility Optimality

Now consider the problem from the point of view of a facility operator who
wishes to maximize profit. Once again the admission fee δ is fixed and the
service rate µ is the decision variable. The facility receives gross revenue in
the form of the fees received per unit time, λδ, and incurs service cost at rate
c(µ) per unit time. The profit of the service facility is therefore

λδ − c(µ) .

The arrival rate λ is the equilibrium arrival rate uniquely determined by equa-
tions (5.6) and (5.7).

Note that the waiting cost is now experienced by the customers, but not
directly by the decision maker (the operator of the facility). In the social
optimization models of this chapter, the decision maker (acting on behalf of
the collective of all customers) had an incentive to increase the service rate in
order to reduce the waiting cost incurred. Now the incentive to increase the
service rate comes from the increase in the fee collected per unit time, which
results from the increase in the arrival rate caused by the decrease in waiting
cost experienced by the customers. Thus, in both models it is the decrease in
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waiting cost that serves as an incentive to the decision maker to increase the
service rate, but in the present model this waiting-cost decrease is experienced
by the facility operator indirectly through the increase on fees collected per
unit time.

The profit-maximization problem thus takes the following form:

max
{λ,µ}

λδ − c(µ)

s.t. δ +G(λ, µ)− U ′(λ) ≥ 0 ,
δ +G(λ, µ)− U ′(λ) = 0 , if λ > 0 ,
0 ≤ λ < µ .

As in the case of social optimality, we consider separately the two cases 0 ≤
µ ≤ µ0, and µ > µ0, where µ0 = inf{µ > 0 : U ′(0) − G(0, µ) > δ}. For
0 ≤ µ ≤ µ0, the unique solution to the constraints is given by λ = 0. Thus
the maximum profit over this range of values of µ occurs at µ = 0, at which
the profit equals zero.

Over the range µ > µ0, λ satisfies the constraints if and only if U ′(λ) =
δ+G(λ, µ). Thus we have the following equivalent form for the problem with
µ restricted to (µ0,∞):

max
{λ,µ:µ>µ0}

λδ − c(µ)

(F) s.t. U ′(λ)−G(λ, µ) = δ ,

0 ≤ λ < µ .

Following the approach suggested in the analysis of social optimality, let
λ(µ) denote the (unique) solution of the equilibrium equation, U ′(λ) = δ +
G(λ, µ), associated with service rate µ > µ0. Then the profit maximization
problem for this range of values of µ may be rewritten as

max
{µ>µ0}

λ(µ)δ − c(µ) .

The first-order necessary condition for a facility-optimal value of µ (in the
range µ > µ0) is therefore

λ′(µ)δ = c′(µ) . (5.16)

Remark 2 Recall that this condition is also satisfied by the socially optimal
value of µ in the special case of a linear utility function: U(λ) = r · λ. This
is not surprising, since in that case U(λ) = λU ′(λ) and hence the objective
functions for social and facility optimality coincide. Since they share the same
constraint,

U ′(λ)−G(λ, µ) = δ ,

it follows that the two problems are equivalent in this case. Hence we can
apply the results of Section 5.4.2.1. In particular, the conditions given there
for λ(µ) to be concave are also relevant here, and under these conditions
equation (5.16) is sufficient as well as necessary for a facility-optimal value of
µ.
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When the utility function is not linear, a different approach is called for.
Let us return to Problem (F), in which the search for a facility-optimal pair,
(λ, µ), in the range µ > µ0 is formulated as a nonlinear program (NLP). First
note that, since U ′(λ) is nonincreasing and G(λ, µ) is nondecreasing in λ and
nonincreasing in µ, we can replace the “=” in the constraint, U ′(λ)−G(λ, µ) =
δ, with a “≥” without loss of optimality. Thus we can replace Problem (F)
with the following equivalent NLP:

max
{λ,µ:µ>µ0}

λδ − c(µ)

(F′) s.t. U ′(λ)−G(λ, µ) ≥ δ ,
0 ≤ λ < µ .

(For any given values of λ and µ, a feasible solution to this problem in which
the constraint is satisfied with a strict inequality can always be replaced with
a feasible solution with a strictly larger value of λ and/or a strictly smaller
value of µ, resulting in a strictly larger value of the objective function. Thus
the ≥ constraint will always be satisfied with equality in an optimal solution.)

Theorem 5.4 Suppose U ′(λ) is concave in λ, G(λ, µ) is jointly convex in
(λ, µ), and c(µ) is convex in µ. Then Problem (F) has a unique global maxi-
mum pair, (λ, µ), which is the unique solution to the KKT conditions,

δ + α

(
U ′′(λ)− ∂

∂λ
G(λ, µ)

)
= 0 ,

−c′(µ)− α ∂

∂µ
G(λ, µ) = 0 ,

U ′(λ)−G(λ, µ)− δ = 0 .

Proof Since both the objective function and the l.h.s. of the ≥ constraint
are jointly concave in (λ, µ), it follows that Problem (F′) has a unique global
maximum which is the unique solution to the KKT conditions. The equiva-
lence of Problems (F) and (F′) implies that the inequality KKT conditions
are satisfied with equality and hence that the complementary slackness con-
ditions hold.

Remark 3 Note that the results of this section apply to utility functions
U(λ) for which U ′(0) =∞. In particular, because δ is fixed, they apply without
the technical assumption that λU ′(λ) → 0 as λ → 0. This is in contrast to
the facility optimization models of Chapter 2 (see, e.g., Sections 2.1.3 and
2.3.3), in which δ was a decision variable. There we saw, for example, that
if λU ′(λ) → ∞, the facility operator could earn an arbitrarily large profit
by choosing an arrival rate arbitrarily close to zero (equivalently, choosing an
arbitrarily large toll). Recall that the condition, λU ′(λ)→∞, can occur only
if the distribution of customer rewards, F (x) = P{R ≤ x}, has a heavy tail.
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5.4.3.1 Comparison of Socially Optimal and Facility Optimal Solutions

We now compare the socially optimal and facility optimal solutions to the
problem with a fixed admission fee. Recall that when we examined the socially
optimal and facility optimal arrival rates in the case of a system with a fixed
service rate and a variable admission fee (in Chapter 2) we found that the
socially optimal admission fee (arrival rate) is always smaller (larger) than
the facility optimal admission fee (arrival rate). This result is consistent with
the general property from welfare economics that profit maximization leads
to underutilization of an economic system than is optimal from the point of
view of overall welfare maximization. We shall see that a similar phenomenon
holds in the present context, where the admission fee is constant and control
is exercised by varying the service rate.

Since the optimal solution for both social and facility optimization over the
range 0 ≤ µ ≤ µ0 occurs at µ = 0, with an objective function value equal to
zero in both cases, we shall restrict our attention to the range µ > µ0.

First observe that, in both social optimization and facility optimization, for
any particular value of the service rate in the range µ > µ0 the associated
arrival rate is determined by the same equation,

U ′(λ) = δ +G(λ, µ) .

Let λ(µ) denote the unique solution, λ ∈ [0, µ), to this equation, for µ > µ0.

Lemma 5.5 λ(µ) is a (strictly) increasing function of µ > µ0.

Proof Let µ0 < µ1 < µ2 and note that

U ′(λ(µ1))−G(λ(µ1), µ1) = δ .

Since G(λ, µ) is strictly decreasing in µ, it follows that

U ′(λ(µ1))−G(λ(µ1), µ2) > δ .

But U(λ) is concave and G(λ, µ) is strictly increasing in λ. Hence U ′(λ) −
G(λ, µ2) is strictly decreasing in λ. Since

U ′(λ(µ2))−G(λ(µ2), µ2) = δ ,

we conclude that λ(µ2) > λ(µ1).

Let λs and µs denote the socially optimal arrival rate and service rate,
respectively, and let λf and µf denote the facility optimal arrival rate and
service rate, respectively. We shall resolve ties by selecting the largest max-
imizer. The following theorem expresses the ordering between these rates,
alluded to above.

Theorem 5.6 Both the arrival rate and the service rate are larger in the
socially optimal solution than in the facility optimal solution: λs > λf and
µs > µf .

Proof By Lemma 5.5, it suffices to show that µs > µf . Substituting λ(µ) for
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λ in the objective functions for social and facility optimization, we can write
the two problems in equivalent form as

max
µ

Bs(µ) := U(λ(µ))− λ(µ)G(λ(µ), µ)− c(µ)

and
max
µ

Bf (µ) := λ(µ)U ′(λ(µ))− λ(µ)G(λ(µ), µ)− c(µ) ,

respectively. Now

Bs(µ)−Bf (µ) = U(λ(µ))− λ(µ)U ′(λ(µ)) .

But λ(µ) is nondecreasing in µ by Lemma 5.5 and the concavity of U(λ)
implies that U(λ)−λU ′(λ) is nondecreasing in λ (see Lemma 2.1 in Chapter 2).
Therefore Bs(µ)−Bf (µ) is nondecreasing in µ. But this implies that µs ≥ µf .

Recall that the constraint for both social and facility optimality, which
defines λ(µ), is the equilibrium condition for the individually optimal arrival
rate when the service rate is µ and the toll is δ:

U ′(λ(µ))−G(λ(µ), µ) = δ . (5.17)

Since the right-hand side of this equation is constant in µ, we have, upon
differentiating both sides with respect to µ,

U ′′(λ(µ))λ′(µ)−
[
∂

∂λ
G(λ(µ), µ)λ′(µ) +

∂

∂µ
G(λ(µ), µ)

]
= 0 ,

so that

U ′′(λ(µ))λ′(µ) =
∂

∂λ
G(λ(µ), µ)λ′(µ) +

∂

∂µ
G(λ(µ), µ) . (5.18)

Now, in the case of social optimality the first-order condition for the opti-
mality of µ is

d

dµ
[U(λ(µ))− λ(µ)G(λ(µ), µ)− c(µ)] = U ′(λ(µ))λ′(µ)− λ′(µ)G(λ(µ), µ)

−λ(µ)
[
∂

∂λ
G(λ(µ), µ)λ′(µ) +

∂

∂µ
G(λ(µ), µ)

]
= 0

Substituting from equations (5.17) and (5.18) and rearranging terms yields
the following equation:

λ′(µ) · δ − c′(µ) = λ(µ)U ′′(λ(µ))λ′(µ) .

Since U(λ) is concave and λ(µ) is nonnegative and nondecreasing in µ, the
right-hand side of this equation is nonpositive.

In the case of facility optimality, the equation satisfied by the optimal value
of µ is

λ′(µ) · δ − c′(µ) = 0 .
The left-hand side of both these equations represents the marginal net revenue
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of the toll collector, with respect to the service rate µ. We see that the facility
optimizer sets this marginal net revenue equal to zero, whereas the social op-
timizer sets it equal to a nonpositive number, which agrees with our intuition
and previous results. In the case of linear utility, U ′′(λ) = 0 for all λ ≥ 0,
and hence the socially optimal and facility optimal service rates coincide, as
expected.

One final observation: it also follows from the above observations and equa-
tion (5.18) that

d

dµ
G(λ(µ), µ) =

∂

∂λ
G(λ(µ), µ)λ′(µ) +

∂

∂µ
G(λ(µ), µ) ≤ 0 .

That is, the waiting cost per customer does not increase as the service rate
increases. Note that this is a direct consequence of the concavity of the utility
function. If the utility function is strictly concave, then the waiting cost per
customer strictly decreases as µ increases. If the utility function is linear, then
the above inequality is replaced by equality and hence (as we have already
seen) the waiting cost per customer remains constant as µ increases.

5.5 Models with Variable Toll and Variable Arrival Rate

In this section we consider an optimal design model in which both the toll
and the arrival rate – as well as the service rate – are design variables. In the
model of the previous section, the toll was fixed and the system designer could
influence the arrival rate only by choice of the service rate. By contrast, in
this section the system designer is free to choose the toll as well as the service
rate. Together the toll and the service rate determine the arrival rate, through
the equilibrium condition for individually optimizing customers.

5.5.1 Individual Optimality

For a given value of the toll, δ, and the service rate, µ, the individually optimal
arrival rate, λe, uniquely satisfies the equilibrium conditions, (5.6) and (5.7),
which we rewrite here for convenient reference:

U ′(λ) ≤ δ +G(λ, µ) ,
U ′(λ) = δ +G(λ, µ) , if λ > 0 .

5.5.2 Social Optimality

The social optimization problem takes the form

max
λ,µ

U(λ, µ) := U(λ)− λG(λ, µ)− c(µ)

s.t. 0 ≤ λ < µ .

The KKT necessary conditions for a maximizing pair, (λ, µ), are:

U ′(λ) ≤ G(λ, µ) + λ
∂

∂λ
G(λ, µ) , and λ ≥ 0 , (5.19)
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U ′(λ) = G(λ, µ) + λ
∂

∂λ
G(λ, µ) , if λ > 0 , (5.20)

c′(µ) ≥ −λ ∂

∂µ
G(λ, µ) , and µ ≥ 0 , (5.21)

c′(µ) = −λ ∂

∂µ
G(λ, µ) , if µ > 0 ; , (5.22)

0 ≤ λ < µ . (5.23)

Remark 4 Note that, like H(λ, µ), ∂
∂µH(λ, µ) = λ ∂

∂µG(λ, µ) may not be
well defined at λ = 0, µ = 0. We shall adopt the convention that

∂

∂µ
H(0, 0) = lim

µ→0
lim
λ→0

λ
∂

∂µ
G(λ, µ) = 0 .

With this convention and under the default assumption that c′(µ) > 0 for all
µ ≥ 0, the effect of conditions (5.21) and (5.22) is to require that µ = 0 when
λ = 0.

In the case of an interior maximum, 0 < λ < µ, the necessary conditions
simplify to:

U ′(λ) = G(λ, µ) + λ
∂

∂λ
G(λ, µ) , (5.24)

c′(µ) = −λ ∂

∂µ
G(λ, µ) . (5.25)

For any given µ > 0, (5.24) is necessary and sufficient for λ > 0 to be socially
optimal for that particular µ (cf. Chapter 2). Likewise, for any given λ > 0,
(5.25) is necessary and sufficient for µ > λ to be socially optimal for that
particular λ (cf. Section 5.2 of this chapter). However, because the function
H(λ, µ) = λG(λ, µ) may not be jointly convex in (λ, µ), as we have already
noted, the two conditions together may not be sufficient for the pair (λ, µ) to
be socially optimal for the problem in which both λ and µ are variables.

As usual, we note that, by charging individually optimizing customers a toll
equal to the external effect, namely,

δs := λs
∂

∂λ
G(λs, µs) ,

we can induce the customers to join at a rate that satisfies the necessary
condition (5.24) for λs.

Remark 5 Consider a solution, (λ, µ), to the necessary conditions, (5.24)
and (5.25). For systems in which

∂

∂λ
G+

∂

∂µ
G = 0 , (5.26)

(which includes all M/M/1 systems with linear waiting costs) it follows from
(5.24) and (5.25) that

δs = c′(µs) , (5.27)
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that is, the optimal toll to charge customers for entering equals the marginal
cost of increasing the service rate.

As in the short-run problem, by assuming that there is an interior maximum,
0 < λ < µ, one is able to ignore the nonnegativity constraints and simply look
for solutions to the necessary conditions, (5.24) and (5.25), for an interior
maximum. In the long-run problem, however, the assumption that there is an
interior maximum is no longer trivial nor easily verified a priori, since µ is
now also a decision variable. An additional complication comes from the fact
that the first-order necessary conditions (5.24) and (5.25) are not in general
sufficient, even when an interior point is optimal. They would be sufficient if
H(λ, µ) = λG(λ, µ) were jointly convex in (λ, µ), but this is not true in general,
as we have noted. We shall illustrate these complications in Section 5.5.2.1
below in the context of an M/GI/1 model with linear waiting cost. To analyze
this and other examples, we shall sometimes find it convenient to work with
the following alternative formulation of the long-run problem.

First observe that for any fixed choice of λ > 0, the cost component of
U(λ, µ), namely λG(λ, µ) + c(µ), is convex in µ . Thus we can find the associ-
ated optimal value µ(λ) of µ by differentiating with respect to µ and setting
the derivative equal to zero. In other words, µ(λ) satisfies the first-order con-
dition (5.25). For λ = 0, we define µ(λ) := 0. The socially optimal value, λs,
of λ can then be found by substituting µ(λ) for µ in U(λ, µ) and maximizing
the resulting function of λ, namely,

φ(λ) := U(λ, µ(λ)) = U(λ)− λG(λ, µ(λ))− c(µ(λ)) , (5.28)

over λ ≥ 0. Provided that µ(λ) is a differentiable function of λ, an interior
maximum λs will satisfy the first-order necessary condition obtained by dif-
ferentiating φ(λ) and setting the derivative equal to zero:

φ′(λ) = U ′(λ)−G(λ, µ(λ))− λ ∂

∂λ
G(λ, µ(λ))

−λ ∂

∂µ
G(λ, µ(λ))µ′(λ)− c′(µ(λ)µ′(λ)

= U ′(λ)−G(λ, µ(λ))− λ ∂

∂λ
G(λ, µ(λ)) = 0 . (5.29)

(The second equality follows from (5.25).)
Each solution λ to (5.29), together with the associated optimal service rate

µ = µ(λ), constitutes a solution to the first-order conditions (5.24) and (5.25)
for an interior maximum. Therefore, the question of the existence of multiple
solutions to (5.24) and (5.25)) can be answered by examining the solutions to
(5.29).

5.5.2.1 An Example with a Nonconcave Objective Function

In this subsection we show that the objective function in (5.28), φ(λ) = U(λ)−
λG(λ, µ(λ))−c(µ(λ)), is not in general concave and that its nonconcavity can
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give rise to multiple solutions to the first-order optimality conditions. We
shall give an example in which the cost component of φ(λ), namely, C(λ) :=
λG(λ, µ(λ))+c(µ(λ)), is itself a concave function, so that φ(λ) is the difference
of two concave functions and hence not in general concave nor even unimodal.

Our example is a system in which H(λ, µ) = f(λ/µ), where f(ρ) is a con-
tinuous, increasing function of ρ ∈ [0, 1), with f(0) = 0 and f(ρ) = ∞ for
ρ ≥ 1. (See Remark 1 in Section 5.1.) Recall that this property holds for
many queueing systems with a linear waiting-cost function in which λ and
µ are scale factors. In this case we have H(λ, µ) = λG(λ, µ) = hE[L(λ, µ)],
where L(λ, µ) has the steady-state distribution of the number of jobs in the
system. An example is an M/GI/1 queue with linear waiting cost, in which
the server performs work at rate µ and customers bring i.i.d. amounts of work
to be served. (See Remark 6 below.)

We also assume that the service-cost function, c(µ), is linear: c(µ) = c · µ,
µ ≥ 0. Thus

C(λ) = H(λ, µ(λ)) + cµ(λ) , (5.30)
where µ(λ) is a solution to

− ∂

∂µ
H(λ, µ) = c . (5.31)

To resolve ties, we shall assume that µ(λ) is the smallest such solution. From
the assumption that H(λ, µ) = f(λ/µ), it follows that

λ
∂

∂λ
H(λ, µ) + µ

∂

∂µ
H(λ, µ) = 0 . (5.32)

We wish to show that C ′(λ) is nonincreasing, that is, C(λ) is concave, where
C(λ) is given by (5.30). Now

C ′(λ) =
∂

∂λ
H(λ, µ(λ))

+
∂

∂µ
H(λ, µ(λ))µ′(λ) + cµ′(λ)

=
∂

∂λ
H(λ, µ(λ))

= −
(
µ(λ)
λ

)
∂

∂µ
H(λ, µ(λ))

= c

(
µ(λ)
λ

)
,

where the second and fourth equalities follow from (5.31) and the third equal-
ity from (5.32).

Thus it suffices to show that µ(λ)/λ is nonincreasing in λ, or, equivalently,
that ρ(λ) := λ/µ(λ) is nondecreasing in λ. Now for each λ, ρ(λ) is the smallest
minimizer of the function f(ρ) + cλ/ρ, which is easily seen to be submodular
in (λ, ρ), so that ρ(λ) is nondecreasing in λ, the desired result (Topkis [192],
Heyman and Sobel [92]).



MODELS WITH VARIABLE TOLL AND VARIABLE ARRIVAL RATE 203

Figure 5.4 Long-Run Demand and Supply Curves

Remark 6 In the case of a M/GI/1 queue with linear waiting costs, we
have H(λ, µ) = λG(λ, µ) = h · E[L(λ, µ)] = f(ρ), where

f(ρ) = h

[
ρ+

ρ2β

1− ρ

]
.

Here β := E[S2]/2, where S is the generic random amount of work brought
to the system by a customer. (We assume w.l.o.g. that E[S] = 1.)

Marginal economic analysis of the long-run problem suggests that we inter-
pret U ′(λ) as the demand curve and C ′(λ) as the supply curve for the service
facility (cf. the analysis of the short-run problem in Section 2.4 of Chapter 2).
Thus we see that our example has a downward-sloping supply curve. That is,
if the service rate µ is a design variable and the service (capacity) cost is a
linear function of µ, then the service facility exhibits economies of scale with
respect to increasing load λ, when both waiting cost and capacity cost are
considered.

When both the demand and the supply curves are downward sloping, they
may intersect at more than one point. That is, there may be multiple solutions
to the equality U ′(λ) = C ′(λ). Figure 5.4 illustrates what might happen.

The solutions to φ′(λ) = 0 are the points where the demand curve (the
graph of U ′(λ)) and the supply curve (the graph of C ′(λ)) intersect. Of these,
some are relative maxima (indicated by a square) and some are relative minima
(indicated by a circle) of the objective function φ(λ). Only one point, of course,
can be the sought-for global maximum of φ(λ).

It should be noted that the value distribution associated with the demand
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curve in Figure 5.4 has a bimodal density, which roughly corresponds to the
case of two classes of customers with distinctly different value distributions.

Example We now provide a simple concrete example in which either there
are multiple solutions to the first-order conditions or the optimal solution lies
on the boundary of the feasible region. Consider an M/M/1 queueing system
in which potential customers arrive at a fixed rate Λ, with a linear waiting cost
and a customer value distribution that is uniform on the interval S = [d, a],
where 0 ≤ d < a < ∞. That is, F (x) = 0, x < d; F (x) = (x − d)/(a − d),
d ≤ x < a ; F (x) = 1, x ≥ a. In this case it is readily verified that

U ′(λ) = F̄−1(λ/Λ) = [dλ+ a(Λ− λ)]/Λ ,

0 ≤ λ ≤ Λ. The cost component, C(λ), of the objective function, φ(λ), is
given by

C(λ) = hλ/(µ(λ)− λ) + cµ(λ) , (5.33)

where µ(λ) = λ+(λh/c)1/2. Substituting for µ(λ) in (5.33) and differentiating
with respect to λ, we obtain

C ′(λ) = c+ (hc/λ)1/2 .

Recall that the solutions to the first-order necessary conditions for an interior
maximum are given by (λ, µ(λ)), where λ is a solution to U ′(λ) = C ′(λ), that
is, a point at which the demand and supply curves intersect. We consider two
cases.

Case 1: d ≤ c+ (hc/Λ)1/2

In this case it can happen that the demand and supply curves do not intersect
at all in [0,Λ]. This occurs if U ′(λ) < C ′(λ) for all 0 ≤ λ ≤ Λ, in which
case λs = µs = 0. Otherwise, there are exactly two solutions in [0,Λ] to the
equation U ′(λ) = C ′(λ), which we shall denote λ1 and λ2, where 0 < λ1 <
λ2 ≤ Λ. These are the two points of intersection of the demand and supply
curves in [0,Λ], as illustrated in Figure 5.5.

The smaller of these, λ1, is a relative minimum of φ(λ) (at which φ(λ) < 0).
The larger, λ2, is a relative maximum, which is the global maximum, λs, over
0 ≤ λ ≤ Λ if and only if φ(λ2) ≥ 0. (If not, λs = 0.)

Case 2: d > c+ (hc/Λ)1/2

In this case there is exactly one solution in [0,Λ] to the equation U ′(λ) =
C ′(λ), which we shall denote λ1, where 0 < λ1 < Λ. This is the only point
of intersection of the demand and supply curves in [0,Λ], as illustrated in
Figure 5.6.

It is a relative minimum of the objective function φ(λ) and again yields a
negative value, φ(λ1) < 0. The global maximum λs of φ(λ) occurs at Λ if
φ(Λ) ≥ 0. Otherwise, λs = 0.

Thus we have an example in which the unique solution (λ1, µ(λ1)) to the
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Figure 5.5 Uniform [d, a] Value Distribution Long-Run Demand and Supply Curves,
Case 1

Figure 5.6 Uniform [d, a] Value Distribution Long-Run Demand and Supply Curves,
Case 2
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first-order necessary condition for an interior maximum of f(λ, µ) is in fact
a local minimum and yields a negative value of the objective function. The
sought-for global maximum (λs, µs) always occurs on the boundary of the
feasible region.

Remark 7 Note that the case of a deterministic reward (which corresponds
to a linear utility function) is the limiting case of the uniform value distribution
as d → a. We introduced this example in Chapter 1, in which we focused on
Case 2. In this case the supply and demand curves intersect at exactly one
point in the interior of the feasible region, {λ : 0 < λ < Λ}. This point is the
global minimum of the objective function, φ(λ). The global maximum occurs
at one of the extreme points, λ = 0 or λ = Λ. We return to the case of a linear
utility function in Section 5.5.2.3 below, where we use an alternative approach
which allows us to extend this result to concave service-cost functions, c(µ).

In the next subsection we shall further examine the M/M/1 model with
uniform value distribution for the case d = 0. Our interest there will be in
an iterative algorithms for computing the optimal solution (λs, µs) for the
long-run problem.

5.5.2.2 Dynamic Adaptive Algorithm

Recall that in the long-run problem we are trying to find the value of λ,
denoted λs, that maximizes the objective function φ(λ) = U(λ) − C(λ) over
0 ≤ λ ≤ Λ. The first-order necessary condition for an interior maximum,
0 < λs < Λ, is given by φ′(λ) = U ′(λ)−C ′(λ) = 0, which in this case reduces
to:

a(1− λ/Λ) = c+ (ch/λ)1/2 . (5.34)
When d = 0, Case 2 cannot occur. As we saw in the previous section, in Case
1 this equation has either no solutions or two solutions in the feasible region,
0 ≤ λ ≤ Λ. Figure 5.7 illustrates the case where there are two solutions, λ1

and λ2 (0 < λ1 < λ2 < Λ) to (5.34).
For numerical computation of λs several iterative schemes are possible. We

shall focus attention on a class of schemes that exploit the equilibrium-seeking
behavior of the customers who use the facility. To motivate these schemes we
shall once again consider a discrete-time, dynamic version of our problem, as
we did in the case of the short-run problem (cf. Chapters 2 and 3).

Suppose the system operates over a succession of time periods, labeled n =
0, 1, . . .. During time period n the arrival rate is fixed at a particular value
λn and each time period is assumed to last long enough for the system to
attain steady state (approximately). At the beginning of period n the system
operator fixes the service rate at

µn = µ(λn) = λn + (λnh/c)1/2 ; (5.35)

that is, µn is the optimal value of µ associated with arrival rate λn. Next
the system operator chooses a toll δ to charge for entry during period n.
Together, the toll δ, the arrival rate λn, and the service rate µn induce a
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Figure 5.7 Long-Run Demand and Supply Curves; Uniform [0, a] Value Distribution

cost per customer equal to h/(µn − λn) + δ during period n. The customers
react collectively to this perceived cost by adjusting the arrival rate during
the next period so as to equate this cost with the marginal value received
per unit time. That is, λn+1 is the unique solution in [0,Λ] of the equation
a(1 − λn+1/Λ) = h/(µn − λn) + δ. (Note that this algorithm corresponds to
the relaxed discrete-time algorithm presented in Section 3.3 of Chapter 3 in
the extreme case, ω = 1. This is sometimes called best reply.)

Now if (λn, µn) were the optimal pair, (λs, µs), then the optimal arrival
rate λn+1 = λs could be induced by charging entering customers the optimal
toll δ = c (see Remark 5). Hence it makes sense for the system operator to
set δ = c at each period n. Thus λn+1 is the unique solution in [0,Λ] of the
equation

a(1− λn+1/Λ) = h/(µn − λn) + c . (5.36)

If λn+1 = λn, then it follows from (5.35) and (5.36) that (λn, µn) satisfy
both first-order conditions (5.24) and (5.25) for the optimal pair (λs, µs). If
λn+1 6= λn, then we replace n by n+ 1 and repeat the process.

Does this algorithm converge? If so, does it converge to the correct solution
to (5.34)? To answer these questions, first consider the case λ2 < λ0 ≤ Λ.
Suppose we are at iteration n ≥ 0, with λ2 < λn ≤ Λ. Then, since a(1−λ/Λ) is
nonincreasing in λ and c+(bh/λn)1/2 > a(1−λn/Λ), it follows from (5.34) and
(5.35) that λ2 < λn+1 < λn. Thus the sequence, λn, n = 0, 1, . . ., converges
to a limit λ̃ ≥ λ2. Suppose λ̃ > λ2. Then, with λ0 = λ̃, the above argument
with n = 0 implies that λ2 < λ1 < λ0. Now consider the original sequence,
which converges to λ̃ from above. By choosing n sufficiently large, we can
ensure that λn is arbitrarily close to Λ. Since the functions appearing in (5.34)
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Figure 5.8 Convergence of Iterative Algorithm for Case of Uniform [0, a] Demand

are continuous, we conclude that λn+1 < λ̃ for sufficiently large n. But this
contradicts our hypothesis that the sequence, λn, n = 0, 1, . . ., converges to
λ̃ > λ2. Therefore, it must converge to λ2.

A similar argument shows that the sequence, λn, n = 0, 1, . . ., is monotoni-
cally nondecreasing and converges to λ2 for the case λ1 < λ0 < λ2. Finally, if
0 < λ0 < λ1, then the sequence, λn, n = 0, 1, . . ., converges to 0. Figure 5.8
illustrates each of these cases.

The algorithm we have described is open to two different interpretations. On
the one hand, we may imagine a situation in which the designer of a facility not
yet in operation wishes to find the optimal service capacity µs. The designer
knows the utility function U(λ) of the customers as well as the waiting-cost
coefficient h and the service-cost coefficient c. Then the algorithm may be used
offline as an iterative technique for finding µs. On the other hand, suppose
the facility designer (or operator) does not know the utility function of the
customers. Then the algorithm can be used online and adaptively to find µs.
In this case the dynamic scenario described above provides a rough description
of the actual evolution of the system from period to period, where a “period”
is a time interval long enough for steady state to be attained (approximately)
and during which the arrival rate and service rate remain constant.

An implicit assumption underlying this interpretation of the algorithm is
that the facility operator is able to adjust the service rate at the beginning of
each period. That is, the service rate can be changed every time the arrival rate
changes. In practice this may not be a feasible alternative. For example, in the
applications to computer systems changing the service rate may correspond
to replacing one computer with another.
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What if it is not feasible to change the service rate so often? To take an
extreme case, suppose that after the facility operator selects the service rate
µn for period n, enough time elapses that a new equilibrium arrival rate is
attained before the next opportunity to change the service rate. Then λn+1

satisfies
a(1− λn+1/Λ) = h/(µn − λn+1) + c . (5.37)

That is, λn+1 is the equilibrium arrival rate associated with service rate µ = µn
and toll δ = c. The analysis and results of Section 2.4.1 of Chapter 2 thus
apply. In particular, λn+1 is a stable equilibrium if and only if µn > [(a −
c)/a]Λ. If λn+1 is not stable for some n, then, after the service rate is changed
to µn = µ(λn), the arrival rate will not converge to the new equilibrium
value λn+1, and hence our proposed adaptive, dynamic scheme for finding the
optimal pair (λs, µs) will not work.

Note that, even if µ0 > [(a−c)/a]Λ, after several iterations of the algorithm,
it may be that µn ≤ [(a − c)/a]Λ, so that the algorithm fails to converge
beyond this iteration. This will be the case, for example, if λs = λ2 and
µ(λ2) ≤ [(a − c)/a]Λ. Conversely, if λs = λ2 and µ(λ2) > [(a − c)/a]Λ, then
the algorithm will always converge to λs = λ2, provided that λ0 > λ2. The
next theorem (see Stidham [187] for a proof) gives a sufficient condition for
this to be true.

Theorem 5.7 Suppose

a > 2c+ (h/2Λ)[1 + (1 + 8cΛ/h)1/2] . (5.38)

Then the proposed modified algorithm converges to λ2, provided that λ0 > λ2.

Proof. From the preceding remark, we see that it suffices to show that
µ(λ2) > Λ′ = [(a− c)/a]Λ. Let λ be the unique solution in [0,Λ′] to

µ(λ) = λ+ (λh/c)1/2 = Λ′ .

That is, λ = Λ′ − (h/2c)[(1 + 4Λ′c/h)1/2 − 1]. Then to show that µ(λ2) > Λ′

it suffices to show that λ2 > λ. But this is true if c+ (ch/λ)1/2 < a(1− λ/Λ)
or, equivalently, if

(bh/λ)1/2 < (a′/Λ′)(Λ′ − λ)
= (a′/Λ′)(λh/c)1/2 ,

that is, if λ/Λ′ > c/a′. Substituting for λ we obtain (after some algebraic
manipulations) the equivalent inequality

a′ > c+ (h/2Λ′)[1 + (1 + 4cΛ′/h)1/2] ,

which in turn is equivalent to (5.38).

Remark 8 For the long-run problem, in which µ as well as λ and δ are
design variables, we have observed that a socially optimal solution may not
be uniquely characterized by the first-order necessary (KKT) conditions. The
KKT conditions typically have multiple solutions, some of which may not be
relative maxima and may produce a negative value of the objective function.
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Indeed, we gave an example in which the KKT conditions have a unique
interior solution which is in fact a relative minimum with a negative value of
the objective function. In this example, the global maximum occurs on the
boundary of the feasible region.

Using the case of an M/M/1 queue with linear waiting cost and a uniform
distribution for the customer’s value of service for illustration, we examined
the convergence of a dynamic, adaptive algorithm for finding the optimal
arrival rate and service rate. The algorithm always converges to a relative
maximum of the objective function if the service rate can be adjusted every
time the arrival rate changes. Otherwise, the algorithm will diverge if and
when the service rate ever falls below the threshold value associated with
stability of the equilibrium arrival rate.

Although our results are for simple queueing models, they illustrate the type
of economic behavior that can arise in the design and operation of a service
facility when both the arrival rate and service rate are design variables. They
indicate the need for caution in applying economic insights gained only from
examination of the first-order necessary conditions for an interior maximum.
For example, economic analysis of a service facility may indicate that the
arrival rate is in equilibrium and that the service rate is optimal for that
arrival rate, and yet this pair of arrival and service rates may not be even
locally, let alone globally, optimal.

5.5.2.3 Linear Utility Function: Optimality of an Extreme-Point Solution

In this section we restrict attention to the special case in which the utility
function is linear: U(λ) = r · λ. In this case we are able to extend some of
the above results for a linear service-cost function to a concave service-cost
function, c(µ). In particular we show that the objective function for social
optimality is not in general concave and that the socially optimal pair, (λs, µs),
may occur at an extreme point of the feasible region.

The social optimization problem now takes the form

max
λ,µ
U(λ, µ) := r · λ− λG(λ, µ)− c(µ)

s.t. 0 ≤ λ < µ ≤ µ̄ . (5.39)

Note that we are assuming that the feasible region for µ is [0, µ̄], where µ̄ ≤ ∞.
We also make the following assumptions.

Assumption 2 The service cost, c(µ), is a concave, strictly increasing, and
differentiable function of µ ∈ [0, µ̄].

Assumption 3 The waiting cost per unit time, H(λ, µ) = λG(λ, µ), takes
the form

H(λ, µ) = f(λ/µ) ,
where f(ρ) is a convex, strictly increasing, and differentiable function of ρ ∈
[0, 1), with f(0) = 0 and limρ→1 f(ρ) =∞ and f(ρ) =∞ for ρ ≥ 1.
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Note that in Assumption 2 we depart from our default assumption that
c(µ) is convex. Recall that Assumption 3 holds for many queueing systems
with a linear waiting-cost function in which λ and µ are scale factors, for
example, a steady-state M/GI/1 queue with a linear waiting-cost function.
(See Remark 1 in Section 5.1.

For a given value of µ, let λ(µ) denote the value of λ that maximizes the
objective function, U(λ, µ), for social optimization. Let µ0 be the unique solu-
tion to r = G(0, µ)}. Then for 0 ≤ µ ≤ µ0, we have λ(µ) = 0. For µ > µ0, λ(µ)
maximizes the function, r ·λ− f(λ/µ), and is therefore the unique solution to
the optimality condition,

r =
(

1
µ

)
f ′(λ/µ) . (5.40)

Let ψ(µ) := U(λ(µ), µ), µ ∈ [0, µ̄]. Then

ψ(µ) = r · λ(µ)− f(λ(µ)/µ)− c(µ) .

The following theorem shows that ψ(µ) is not concave. Indeed, it is a convex
function of µ and therefore attains its maximum at a boundary point of the
feasible region for µ.

Theorem 5.8 The objective function, ψ(µ) = U(λ(µ), µ), is convex in µ ≥ 0.
Hence, the socially optimal pair (λs, µs) is either (0, 0) or (λ(µ̄), µ̄).

Proof Differentiating ψ(µ) with respect to µ yields

ψ′(µ) = r · λ′(µ)− f ′(λ/µ)
(
λ′(µ)
µ

)
− f ′(λ/µ)

(
−λ(µ)
µ2

)
− c′(µ)

= f ′(λ/µ)
(
λ(µ)
µ2

)
− c′(µ)

=
(
λ(µ)
µ

)
r − c′(µ) .

The second and third equalities both follow from (5.40). Let ρ(µ) := λ(µ)/µ.
Thus we have

ψ′(µ) = ρ(µ)r − c′(µ) .
It follows from (5.40) that ρ(µ) is the unique solution to the equation

rµ = f ′(ρ(µ)) .

Since f ′(·) is nondecreasing, ρ(µ) is nondecreasing in µ. This fact, together
with the assumption that c(µ) is concave, implies that ψ′(µ) is nondecreasing
in µ, that is, ψ(µ) is convex in µ.

Remark 9 It is important to note that, because ψ(µ) is a strictly convex
function of µ, there will be (at most) one interior point, µ = µ̃ ∈ (0, µ̄),
at which ψ′(µ) = 0. The pair, (λ(µ̃), µ̃), will then solve the necessary KKT
conditions for a social optimum. But in fact µ̃ will be a global minimum,
not a maximum, of ψ(µ). Not only that, but the objective function for social
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optimization will assume a negative value at (λ(µ̃), µ̃). We saw an example of
this phenomenon in Section 1.3 of Chapter 1.

The above results hold for all values of the reward parameter, r, in the
linear utility function, but they require Assumptions 2 and 3. We now show
that the extreme-point solution (0, 0) is always optimal for sufficiently small
r, under a weak assumption.

Assumption 4 The service cost c(µ) satisfies the following asymptotic
condition:

lim inf
µ→∞

c(µ)
µ

> 0 . (5.41)

Assumption 4 says that c(µ) grows asymptotically at least linearly. This as-
sumption holds trivially when c(µ) is convex. It may, but does not necessarily,
hold when c(µ) is concave. Note that the case of a finite upper bound, µ̄, on
µ may be accommodated by setting c(µ) = ∞ for µ > µ̄, which implies that
Assumption 4 is automatically satisfied when µ̄ <∞.

Theorem 5.9 Suppose Assumption 4 holds. Then there exists r0 > 0 such
that for 0 ≤ r ≤ r0, the socially optimal arrival and service rates for the
problem with linear utility function, U(λ) = r · λ, given by (5.39), are λs =
µs = 0.

Proof As a function of the parameter r, let µ0(r) denote the unique solution
to

r = G(0, µ) .
Let λ(µ) denote the socially optimal value of λ corresponding to the service
rate µ. Then λ(µ) is the unique solution to the optimality conditions

r ≤ G(λ, µ) + λ
∂

∂λ
G(λ, µ) ,

r = G(λ, µ) + λ
∂

∂λ
G(λ, µ) , if λ > 0 .

Since G(0, µ) is strictly decreasing in µ, it follows that λ(µ) = 0 for 0 ≤ µ <
µ0(r). Moreover, since limµ→∞G(0, µ) = 0, we have

µ0(r)→∞ , as r → 0 .

Let

ψ(µ) := max
0≤λ<µ

{r · λ− λG(λ, µ)− c(µ)

= r · λ(µ)− λ(µ)G(λ(µ), µ)− c(µ) .

For 0 ≤ µ < µ0(r) we have ψ(µ) = −c(µ) ≤ 0, whereas for µ ≥ µ0(r),

ψ(µ) ≤ r · µ− c(µ) .

But Assumption 4 implies that there exists a µ such that, for all sufficiently
small r, c(µ) ≥ r · µ for all µ ≥ µ. Now let r0 be sufficiently small that this
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condition holds and also that µ0(r0) ≥ µ. Then, for all 0 ≤ r ≤ r0, we have
ψ(µ) ≤ 0 for all µ > 0 and hence µs = 0, and therefore λs = λ(µs) = 0 as
well.

5.5.3 Facility Optimality

Now consider the problem from the point of view of a facility operator who
wishes to maximize its profit. Both the admission fee δ and the service rate
µ are decision variables, and the arrival rate is determined by the equilibrium
condition for individually optimizing customers. The facility receives gross
revenue in the form of the fees received per unit time, λδ, and incurs service
cost at rate c(µ) per unit time. The profit of the service facility is therefore

λδ − c(µ) .

Given δ and µ ≥ 0, the arrival rate λ is the individually optimal equilibrium
arrival rate uniquely determined by equations (5.6) and (5.7), which we rewrite
here for convenience:

δ +G(λ, µ)− U ′(λ) ≥ 0 ,
δ +G(λ, µ)− U ′(λ) = 0 , if λ > 0 .

The profit-maximization problem thus takes the following form:

max
{λ,µ,δ}

U(λ, µ, δ) := λδ − c(µ)

s.t. δ +G(λ, µ)− U ′(λ) ≥ 0 ,
δ +G(λ, µ)− U ′(λ) = 0 , if λ > 0 ,
µ ≥ 0 , 0 ≤ λ < µ .

Let µ0 := inf{µ ≥ 0 : U ′(0)−G(0, µ) > 0}. For 0 < µ ≤ µ0 and any λ > 0, it
follows from the constraints that δ = U ′(λ)−G(λ, µ) < U ′(0)−G(0, µ) ≤ 0.
Hence λδ < 0 and for such a feasible solution we have U(λ, µ, δ) ≤ U(0, µ, δ′) =
−c(µ) < 0 = U(0, δ′, 0), where δ′ ≥ U ′(0)−G(0, µ). Therefore, over the range
0 < µ ≤ µ0, the profit-maximizing service rate is µ = 0 (with λ = 0 and toll
δ′).

It remains to characterize the facility-optimal solution over the range µ >
µ0, with λ > 0. In this case the individually optimal equilibrium constraints
hold if and only if δ = U ′(λ)−G(λ, µ). Therefore, over this range the profit-
maximization problem takes the form

max
{λ,µ,δ}

U(λ, µ, δ) = λδ − c(µ)

s.t. U ′(λ)−G(λ, µ) = δ ,

µ ≥ µ0 , 0 < λ < µ .

Substituting for δ in the objective function gives the following equivalent form



214 OPTIMAL SERVICE RATES IN A SINGLE-CLASS QUEUE

for the problem with µ restricted to (µ0,∞):

max
{λ,µ,δ}

λU ′(λ)− λG(λ, µ)− c(µ)

s.t. U ′(λ)−G(λ, µ) = δ ,

µ > µ0 , 0 < λ < µ .

Thus we see that the profit maximization problem takes exactly the same form
as the social optimization problem, with the utility function U(λ) replaced by
λU ′(λ). (The equality constraint now simply serves as a definition of the toll,
δ.)

We leave it to the reader to complete the analysis of the facility optimization
problem, following the approach used above for the social optimization prob-
lem. We note here that the facility optimization problem is subject not only to
all the difficulties associated with the social optimization problem, brought on
by the possible nonconvexity of the cost component of the objective function,
λG(λ, µ) + c(µ), but also to additional complexities caused by the possible
nonconcavity of λU ′(λ). The latter complexities were discussed at length in
Chapter 2.

One point worth mentioning, however, is the effect of the behavior of λU ′(λ)
as λ→ 0 on the behavior of the objective function for facility optimization,

Ũ(λ, µ) := λU ′(λ)− λG(λ, µ)− c(µ) .

For any fixed value of µ, a value of λ maximizes Ũ(λ, µ) if and only if it
maximizes λU ′(λ) − λG(λ, µ). This problem was covered in Section 2.1.3 of
Chapter 2. If λU ′(λ)→ 0 as λ→ 0, then the search for the maximizing value
λ may be confined to the interior of the feasible region for λ, namely, (0, µ).
In this case, λ must satisfy the first-order necessary condition,

U ′(λ) + λU ′′(λ)−G(λ, µ)− λG′(λ, µ) = 0 . (5.42)

As noted above, if λU ′(λ) is not concave, then this equation may have multiple
solutions, some of which are local maxima or minima, and only one of which
can be the global maximum.

Suppose λU ′(λ) → κ as λ → 0, where 0 < κ < ∞. In this case, Ũ(λ, µ)
has a discontinuity at λ = 0, since (by convention) Ũ(0, µ) = −c(µ), whereas
Ũ(0+, µ) = κ − c(µ) > Ũ(0, µ). For a particular value of µ > 0, we must
compare Ũ(0+, µ) to the value of Ũ(λ, µ) at each of the positive values of
λ that satisfy the optimality condition (5.42). (Again, see Section 2.1.3 of
Chapter 2.)

Finally, suppose λU ′(λ) → ∞ as λ → 0. Then, for any µ > 0, the profit-
maximizing facility operator can achieve an arbitrarily large profit by choosing
an arbitrarily small arrival rate, λ (equivalently, charging an arbitrarily large
toll, δ). Since this can be done regardless of the value of µ, as long as µ > λ,
it follows that there is a sequence of values of λ and µ, with 0 < λ < µ,
approaching zero along which the facility operator can earn larger and larger
profits, with the profit equalling ∞ in the limit.
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5.6 Endnotes

Dewan and Mendelson [54] considered the combined selection of the arrival
rate and the service rate in the context of a model for a computer facility
within an organization. They introduced the distinction between the long-run
problem (selecting the service rate) and the short-run problem (selecting the
arrival rate).

Section 5.2.2

As mentioned in Chapter 1, the optimal-service-rate problem was intro-
duced by Hillier [93] in the context of a steady-state M/M/1 queue with
deterministic reward and linear waiting cost function. A recent reference is
George and Harrison [73], which compares the solution to the optimal de-
sign problem to the solution to the corresponding optimal control problem,
in which the service rate is allowed to depend on the number of customers in
the system.

Section 5.4.3

For a reference on the theory of nonlinear programming, see, e.g., Bazaraa
et al. [16].

Section 5.5.2

The material in this section is based largely on Stidham [187].
Dewan and Mendelson [54]) were apparently the first to observe (in the

context of a linear service-cost function) that equation (5.27) holds at a so-
cially optimal solution, provided that equation (5.26) is satisfied. That is, the
optimal toll to charge customers for entering equals the marginal cost of in-
creasing the service rate, which Dewan and Mendelson called the “allocated
fixed cost.”

Section 5.5.2.1

For references on submodularity and its properties, see, e.g., Topkis [192]
and Heyman and Sobel [92].

Section 5.5.2.2

Masuda and Whang [142] analyzed the problem of selecting optimal arrival
rates and service rates in a Jackson network of queues. Their paper may be
regarded as an extension of the M/M/1 model of this section to a network of
queues.





CHAPTER 6

Multi-Facility Queueing Systems:
Parallel Queues

In this chapter we show how some of the models and techniques presented
in the previous chapters can be extended to multi-facility queueing systems:
in particular, systems consisting of parallel service facilities fed by one or
more arrival processes. Such systems are the simplest examples of networks of
queues, which will also be the subject of the next two chapters.

We begin (Section 6.1) by looking at a system of n parallel facilities in which
the arrival rates are decision variables. The starting point for all our models
is the competitive equilibrium set of arrival rates, for a given set of entrance
fees or tolls, which results when customers are individual optimizers. We then
examine how the tolls may be chosen by the facility operator(s) to achieve var-
ious objectives, including social optimization and facility optimization (profit
maximization). For the latter criterion we examine both the cooperative case,
in which the facility operators act together to maximize total profit, and the
competitive case, in which the facility operators act independently, each with
the goal of maximizing the profit at the facility in question.

The next topic (Section 6.2) deals with the case where the service rates are
the decision variables and the arrival rates are fixed. Finally (Section 6.3) we
consider a model in which both the arrival rates (and/or the tolls) and service
rates at the facilities are decision variables.

6.1 Optimal Arrival Rates

In this section we present a general model for selection of arrival rates to a
system of parallel facilities. This model is a multi-facility version of the general
single-facility model introduced in Chapter 2. It is also a generalization of the
simple parallel-facility model introduced in Section 1.5 of Chapter 1. Later
in this chapter we shall revisit this model and other special cases in which
explicit solutions for the arrival rates are available.

As with the model introduced in Section 1.5 of Chapter 1, we consider
a system with n independent parallel queues with fixed service rates and
variable arrival rates, λj , j ∈ J := {1, . . . , n}. Now, however, the total arrival
rate, λ =

∑
j∈J λj , is a decision variable, as in the single-facility model of

Chapter 2. The set of feasible values for λj is denoted by Aj . Our default
assumption will be that Aj = [0,∞), j ∈ J . The system earns a utility, U(λ),

217
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per unit time when the total arrival rate is λ. As usual, we assume that U(λ)
is nondecreasing, differentiable, and concave in λ ≥ 0.

Also in contrast to the parallel-facility model introduced in Chapter 1, the
waiting cost per customer may differ from facility to facility and is no longer
required to be linear in the waiting time at the facility. As in the general
single-facility model of Chapter 2, we assume that at each facility the average
waiting cost per customer is a function of the arrival rate at that facility. For
a given value of the arrival rate, λj , let Gj(λj) denote the average waiting cost
of a job at facility j, averaged over all customers who arrive during the period
in question. We make the same assumptions about each Gj(λj) as we made
for the single-facility model; we repeat them here for convenient reference.

We assume that Gj(λj) takes values in [0,∞] and is strictly increasing and
differentiable in λj ∈ Aj . We allow infinite values for Gj(λj) to accommodate,
for example, a single-server system with service rate µj , in which we typically
have Gj(λj) =∞ for λj ≥ µj .

For example, in the case of an infinite time period, it might be that

Gj(λj) = E[hj(W j(λj))] , (6.1)

where hj(t) is the waiting cost incurred by a job that spends a length of time t
at facility j and, for each λj ≥ 0, W j(λj) is the steady-state random waiting
time in the system for the queueing system induced by λj .

Let Hj(λj) = λjGj(λj): the average waiting cost per unit time at facility
j, j ∈ J . We assume that Hj(λj) is convex in λj ≥ 0, j ∈ J .

There may also be an admission fee (or toll) δj which is charged to each
customer who joins facility j, j ∈ J .

As usual, the solution to the decision problem depends on who is making the
decision and what criteria are being used. The decision may be made by the
individual customers, each concerned only with its own net utility (individual
optimality), by an agent for the customers as a whole, who might be interested
in maximizing the aggregate net utility to all customers (social optimality),
or by a system operator interested in maximizing profit (facility optimality).

6.1.1 Individually Optimal Arrival Rates

As in the single-facility model, a natural starting point is the notion of indi-
vidually optimal arrival rates. In this case (roughly speaking) the arrival rates
are chosen so as to balance the marginal utility per unit time with the full
price (sum of admission fee and waiting cost) at each facility that is used.

It is useful to separate the decision about the total arrival rate λ from the
decision about the arrival rates λj at each facility j. As in the single-facility
model, the total arrival rate is found by equating the marginal utility to the
full price of admission, π(λ). Determining the appropriate value for π(λ) is
more complicated than in the single-facility model; we shall deal with this issue
presently. For the time being, we just assume (as usual) that π(λ) is strictly
increasing in λ and that limλ→∞(U ′(λ)− π(λ)) < 0. (We shall see that these



OPTIMAL ARRIVAL RATES 219

properties hold for π(λ) in the present model.) Thus the equilibrium arrival
rate, λe, for the system as a whole satisfies the equilibrium equation,

U ′(λ) = π(λ) ,

if this equation has a solution in A = [0,∞). This is the case if and only if
U ′(0) ≥ π(0). If U ′(0) < π(0), then no user has any incentive to join and we
set λe := 0. If U ′(0) ≥ π(0), then there is a unique solution to this equation
in A. Thus we have

U ′(λ) ≤ π(λ) , and λ ≥ 0 ,
U ′(λ) = π(λ) , if λ > 0 .

These are the equilibrium conditions which uniquely define the individually
optimal arrival rate, λe.

Equivalent equilibrium conditions are the following:

π(λ)− U ′(λ) ≥ 0 ,
λ ≥ 0 ,

λ(π(λ)− U ′(λ)) = 0 .

Note that, if we know the full-price function, π(λ), the process of finding
the overall equilibrium arrival rate λe is identical to that for the single-facility
model.

It remains to show how to calculate π(λ) in the case of parallel facilities
and to characterize the equilibrium arrival rate, λej , at each facility j ∈ J . Of
course, if λe = 0, then λej = 0 for all j ∈ J . Suppose λe > 0, in which case λe

is the unique solution to U ′(λ) = π(λ).
Now, for a given value of the total arrival rate, λ, let us consider the behavior

of a marginal user who joins the system. At equilibrium, such a user will choose
to go to a facility which offers the minimum full price, which implies that

π(λ) = min
{j∈J}

{δj +Gj(λj)} .

If, to the contrary, a facility with a larger price has positive flow, then such a
solution cannot be an equilibrium, since there is an incentive to divert some
of this flow to a facility that achieves the minimum price. Thus λej > 0 only if
δj +Gj(λj) = π(λ).

We can summarize these observations as follows. An allocation of flows,
(λj , j ∈ J), is individually optimal (and denoted (λej , j ∈ J)) if and only if

U ′(λ) ≤ π , (6.2)
λ(π − U ′(λ)) = 0 , (6.3)∑

j∈J
λj = λ , (6.4)

Gj(λj) + δj ≥ π , j ∈ J , (6.5)
λj(Gj(λj) + δj − π) = 0 , j ∈ J , (6.6)

λj ≥ 0 , j ∈ J . (6.7)
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Together with conditions (6.2) and (6.7), the complementary-slackness condi-
tion (6.3) ensures that either (i) the total flow λ is positive and the marginal
utility, U ′(λ), equals the price, π, or (ii) λ = 0 and U ′(λ) ≤ π. Together
with conditions (6.5) and (6.7), the complementary-slackness conditions (6.6)
ensure that π = minj∈J{δj + Gj(λj)} and that only the facilities with the
minimal price have positive flow. Note that it will be typical for an equilib-
rium solution to have more than one facility sharing the minimal price and,
therefore, having positive flow.

Before proceeding, we need to answer a basic question: do the equilibrium
conditions have a unique solution? The answer is “yes” and we shall ver-
ify this by showing that the equilibrium conditions are the (necessary and
sufficient) optimality conditions for a related maximization problem with a
concave objective function and linear constraints. The maximization problem
is the following:

max
{λ,λj ,j∈J}

U(λ)−
∑
j∈J

∫ λj

0

(δj +Gj(ν))dν

s.t.
∑
j∈J

λj = λ ,

λj ≥ 0 , j ∈ J .

Since the objective function is jointly concave in (λ, λj , j ∈ J), the KKT
conditions are necessary and sufficient for a global maximum to this problem.
These conditions have a unique solution and it is easily verified that they are
identical to the equilibrium conditions, (6.2)-(6.7), for an individually optimal
solution.

6.1.1.1 Individual Optimization with a Fixed Total Arrival Rate

Now consider the case in which the total arrival rate, λ, is fixed. An allocation
of arrival rates, λj , j ∈ J , subject to the constraint,

∑
j∈J λj = λ, will be

individually optimal if the full price is the same (say equal to π) at every
facility with a positive arrival rate and at least π at every facility with zero
arrival rate. More formally, as a function of the parameter π, let λej(π), j ∈ J ,
denote the unique solution to the equilibrium conditions,

π ≤ Gj(λj) + δj , λj ≥ 0 , (6.8)
π = Gj(λj) + δj , if λj > 0 . (6.9)

The arrival rates, λej(π), j ∈ J , will be individually optimal for the toll-
free individual optimization problem if π is chosen so that the constraint,∑
j∈J λ

e
j(π) = λ, is satisfied.

Note that λej(π) = 0 for π < Gj(0)+ δj and λej(π) is continuous and strictly
increasing in π ≥ Gj(0)+δj , for all j ∈ J . It follows that λe(π) :=

∑
j∈J λ

e
j(π)

is continuous and strictly increasing in π ≥ minj∈J{Gj(0) + δj}. Hence the
individual optimization problem with a fixed total arrival rate λ can be solved
parametrically by increasing π until the constraint, λe(π) =

∑
j∈J λ

e
j(π) =
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λ, is (uniquely) satisfied. (Recall that we used this parametric approach in
Section 1.5 of Chapter 1 for the special case of a system of parallel steady-
state M/M/1 facilities with linear waiting costs and zero tolls.)

Remark 1 Note that adding a constant to each of the tolls, δj , j ∈ J , has
no effect on the individually optimal allocation when the total arrival rate is
fixed. The result is simply that the same constant is added to both sides of
(6.8) and (6.9). This observation will be relevant when we analyze socially
optimal and facility optimal allocations with a fixed total arrival rate and
consider implementation of such allocations by charging appropriate tolls to
individually optimizing customers. (See Sections 6.1.2.2 and 6.1.3.2.)

6.1.2 Socially Optimal Arrival Rates

Now let us consider the problem from the point of view of social optimization.
The objective is to choose the system arrival rate, λ, and arrival rates, λj , at
each facility j ∈ J , to maximize the steady-state expected net benefit (utility
minus waiting costs) per unit time. Thus the problem takes the form:

max
{λ,λj ,j∈J}

U(λ)−
∑
j∈J

λjGj(λj)

s.t.
∑
j∈J

λj = λ , (6.10)

λj ≥ 0 , j ∈ J .

Note that the admission fees, δj , do not appear in the objective function for
social optimality. This is consistent with the single-facility model of Chapter 2
and reflects the fact that they are internal transfer fees, which we assume are
redistributed to the collective of all customers and thus do not affect the
aggregate net benefit.

We shall use a Lagrange multiplier to eliminate the constraint on the total
arrival rate. The Lagrangean problem is:

max
{λ,λj ,j∈J}

U(λ)−
∑
j∈J

λjGj(λj) + α

∑
j∈J

λj − λ

 (6.11)

s.t. λj ≥ 0 , j ∈ J .

The solution is parameterized by α, which can be interpreted as an imputed
cost per unit time per unit of arrival rate. Rewriting the objective function in
equivalent form,

U(λ)− αλ+
∑
j∈J

λj(α−Gj(λj)) ,

reveals that it is separable in λ and λj , j ∈ J , for any fixed value of α. Thus
we can maximize the objective function separately with respect to the arrival
rate λ for the system as a whole and with respect to the arrival rate λj for
each facility j.
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For the system as a whole the problem takes the form of a single-facility
arrival-rate-optimization problem (cf. Chapter 2), with utility function U(λ)
and constant waiting-cost function, G(λ) ≡ α. It is clear that λ maximizes
U(λ) − αλ if (and only if) either (i) λ > 0 and U ′(λ) = α, or (ii) λ = 0 and
U ′(0) ≤ α.

The problem for each facility j also takes the form of a single-facility arrival-
rate-optimization problem, in this case with a linear utility function αλj , and
waiting-cost function Gj(λj). The optimal value of λj for the Lagrangean
problem therefore has the following characterization:

α ≤ Gj(λj) + λj
∂

∂λj
Gj(λj) , λj ≥ 0 ,

α = Gj(λj) + λj
∂

∂λj
Gj(λj) , if λj > 0 .

A solution λ, λj , j ∈ J , to these conditions will be optimal for the original
problem if α is chosen so that the constraint,

∑
j∈J λj = λ, is satisfied.

Thus we see that a socially optimal allocation (denoted λs, λsj , j ∈ J) is
characterized by the following (necessary and sufficient) optimality conditions:

U ′(λ) ≤ α , (6.12)
λ(α− U ′(λ)) = 0 , (6.13)∑

j∈J
λj = λ , (6.14)

Gj(λj) + λj
∂

∂λj
Gj(λj)− α ≥ 0 , j ∈ J , (6.15)

λj

(
Gj(λj) + λj

∂

∂λj
Gj(λj)− α

)
= 0 , j ∈ J , (6.16)

λj ≥ 0 , j ∈ J . (6.17)

These are the KKT conditions for the social optimization problem.
As in the single-facility model, we can interpret the term Gj(λj) in (6.15)

and (6.16) as the internal effect of a marginal increase in the arrival rate λj
at facility j. It is the portion of the marginal increase in aggregate waiting
cost that is borne by the “marginal” arriving customer when the arrival rate
is λj . Similarly, we can interpret the term λj

∂
∂λj

Gj(λj) as the external effect:
the rate of increase in waiting cost borne by all users as a result of a marginal
increase in the arrival rate λj .

Remark 2 An intuitive interpretation of the Lagrangean approach might
be instructive. From the point of view of a decision maker setting the over-
all arrival rate, λ, the Lagrange multiplier, α, represents a price paid per
unit of flow. By contrast, from the point of view of a decision maker setting
the arrival rate, λj , at facility j, the Lagrange multiplier, α, represents a re-
ward received per unit of flow. Thus, as α increases from zero, the value of
λ which satisfies the optimality conditions, (6.12) and (6.13), will at first be
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large, but decreasing. On the other hand, the values of λj which satisfy the
optimality conditions, (6.15), (6.16), and (6.17), will at first be small, but
increasing, as will the value of the sum,

∑
j∈J λj . Thus, at first we will have

λ >
∑
j∈J λj . Eventually, however, as α increases, we will reach a value at

which λ =
∑
j∈J λj . At this point, all the optimality conditions for the original

problem will be satisfied.

6.1.2.1 Comparison of Socially Optimal and Toll-Free Individually Optimal
Solutions

Note that that the conditions for social optimality are of the same form as
those for the competitive equilibrium. Choosing the admission fee, δj , at facil-
ity j to equal the external effect, λj ∂

∂λj
Gj(λj), makes the individually optimal

and socially optimal allocations coincide: λej = λsj , j ∈ J . The Lagrange mul-
tiplier α then equals the full price π paid by each individually optimizing
customer who enters the system.

As in the single-facility model, it is possible to make some strong state-
ments about the relationship between the socially optimal and the individually
optimal flow allocations, when no tolls are charged in the individually optimal
case. The strongest of these statements concerns the relation between the total
arrival rates under the two optimality criteria. Using the single-facility model
as a paradigm, we expect that the total arrival rate will be smaller in the so-
cially optimal allocation than in the individually optimal allocation without
tolls. This indeed turns out to be true. The relationship between the arrival
rates to a particular facility under the two allocations is more complicated,
however.

To compare the total arrival rates under the two criteria, it is convenient
once again to consider separately the problem of setting the total arrival rate
and the problem of choosing arrival rates to the various facilities. From the
optimality conditions for the two problems, we see that in both cases the total
arrival rate is found by equating the marginal utility to a price parameter. In
the case of social optimization, the equation is

U ′(λ) = α , (6.18)

whereas in the case of individual optimization, the equation is

U ′(λ) = π . (6.19)

The following lemma will help us make the connection between the problem
of allocating flows among the facilities and the problem of selecting the total
arrival rate.

Lemma 6.1 λs ≤ λe if and only if α ≥ π. λs < λe if and only if α > π.

Proof An immediate consequence of the concavity of U(λ) and the defining
equations, (6.18) and (6.19).

The difference between the two problems, of course, lies in how the two
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parameters, α and π, are calculated. Examining the two sets of optimality
conditions, we see that

α = min
{j∈J}

{Gj(λj) + λjG
′
j(λj)}

s.t. λj(Gj(λj) + λjG
′
j(λj)− α) = 0 , j ∈ J ,∑

j∈J
λj = λ ,

λj ≥ 0 , j ∈ J ,

whereas (when, as we are now assuming, δj = 0 for all j)

π = min
{j∈J}

{Gj(λj)}

s.t. λj(Gj(λj)− π) = 0 , j ∈ J ,∑
j∈J

λj = λ ,

λj ≥ 0 , j ∈ J .

For any given value of λ, these formulations tell us how to allocate a total
arrival rate of λ to the individual facilities under the socially optimal and the
(toll-free) individually optimal solutions, respectively.

Remark 3 Allocating a fixed total arrival among parallel facilities is an
interesting problem in its own right, which we shall study presently (see Sec-
tion 6.1.2.2 below). We introduced a special case of this problem in Chapter 1,
in which each facility was an M/M/1 queue and the waiting-cost function
Gj(λj) was the same linear function at each facility. So the two formulations
above are natural generalizations of this problem.

Our goal now is to show that α ≥ π. Note that the two formulations differ
only in the presence of the extra term, λjG′j(λj) (the external effect), in the
minimand and the complementary-slackness condition in the socially optimal
formulation. This term is always nonnegative, since the waiting-cost function,
Gj(λj), is nondecreasing. This observation makes it intuitively plausible that
α ≥ π.

Following the above intuition, let us consider two individually optimal al-
locations, for a fixed total arrival rate λ. The waiting-cost functions in the
first allocation are Gj(λj), j ∈ J . In the second allocation, the waiting-cost
functions are G̃j(λj), j ∈ J . We assume that G̃j(λj) ≥ Gj(λj), for all λj ≥ 0,
j ∈ J . Let π(λ) (π̃(λ)) denote the full price of admission for the problem with
waiting-cost functions Gj(λj) (G̃j(λj)), j ∈ J . The full price, π(λ), for the
former problem may be found by solving the following mathematical program
(denoted Problem (P)):

π = min
{j∈J}

{Gj(λj)}

(P) s.t. λj(Gj(λj)− π) = 0 , j ∈ J ,
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j∈J

λj = λ ,

λj ≥ 0 , j ∈ J .

For the latter problem (denoted Problem ˜(P)), the same mathematical pro-
gram with Gj(λj) replaced by G̃j(λj), j ∈ J , may be used to solve for π̃(λ).
Theorem 6.2 For all λ > 0, π̃(λ) ≥ π(λ).
Proof The proof is by contradiction. Let λ > 0 be given and let π := π(λ)
and π̃ := π̃(λ). Suppose π̃ < π. Let λj denote the arrival rate at facility j in
the solution to Problem (P) and let λ̃j denote the arrival rate at facility j in
the solution to Problem ˜(P). Now G̃j(λ̃j) ≥ π̃ for all j ∈ J , with equality for
j such that λ̃j > 0. Thus for all j such that λ̃j > 0 we have

G̃j(λ̃j) = π̃ < π ≤ Gj(λj) ≤ G̃j(λj) .

Since G̃j is a nondecreasing function, it follows that λ̃j < λj for all j such
that λ̃j > 0. In particular this implies that λj > 0 if λ̃j > 0, or equivalently,
1{λj > 0} ≥ 1{λ̃j > 0}. That is, a facility that has positive flow in Problem
˜(P) also has positive flow in Problem (P), under the assumption that π̃ < π.

Therefore, we have∑
j∈J

λj1{λ̃j > 0} >
∑
j∈J

λ̃j1{λ̃j > 0}

= λ

=
∑
j∈J

λj1{λj > 0}

≥
∑
j∈J

λj1{λ̃j > 0} ,

which is a contradiction. Thus π̃ ≥ π.

Remark 4 Theorem 6.2 is a kind of monotonicity result. It says that the
full price of admission to the system under a Nash equilibrium allocation of
flows is monotonically increasing in the waiting-cost function at each facility.
This is an intuitively plausible property. After all, the users are all trying
to find a path through the system that has least cost. It makes sense that
increasing any particular cost should lead to an increase in the cost of the
path(s) they follow in an equilibrium solution. As we shall see in Section 7.4.1
(Braess’s Paradox) in Chapter 7, however, this monotonicity property may not
hold in more general networks, in which users choose between paths, each of
which may consist of a sequence of facilities. In such cases the topology of the
network may lead to complicated interactions between different customers,
whose chosen paths may or may not share particular facilities. If we were
concerned with socially optimal allocations, then the monotonicity property
would hold trivially. The fact that customers are self-optimizing, however, can
lead to surprising and nonintuitive behavior.
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As a consequence of Lemma 6.1 and Theorem 6.2, we have the following
result:

Corollary 6.3 λs ≤ λe

6.1.2.2 Social Optimization with a Fixed Total Arrival Rate

In this section we consider the case in which the total arrival rate, λ, is fixed.
For social optimization, the objective is to choose the arrival rates, λj , at each
facility j ∈ J , to minimize the steady-state expected total waiting cost per
unit time, subject to the constraint that the arrival rates at the facilities sum
to λ. Thus the problem takes the form:

min
{λj ,j∈J}

∑
j∈J

λjGj(λj)

s.t.
∑
j∈J

λj = λ , (6.20)

λj ≥ 0 , j ∈ J .

In Chapter 1 we considered the special case of this model in which each facility
is an M/M/1 queue with the same linear waiting-cost function. In that case
an equivalent objective is to minimize the steady-state total expected number
of customers in the system.

As usual, we shall use a Lagrange multiplier to eliminate the constraint on
the total arrival rate. The Lagrangian problem is:

min
{λj ,j∈J}

∑
j∈J

λjGj(λj)− α

∑
j∈J

λj − λ

 (6.21)

s.t. λj ≥ 0 , j ∈ J .

Rewriting the objective function in equivalent form,∑
j∈J

λj(Gj(λj)− α) + αλ ,

reveals that it is separable in λj , j ∈ J , for any fixed value of α. Thus we can
minimize the objective function separately with respect to the arrival rate λj
for each facility j.

The optimal value of λj for the Lagrangian problem therefore has the fol-
lowing characterization:

α ≤ Gj(λj) + λj
∂

∂λj
Gj(λj) , λj ≥ 0 , (6.22)

α = Gj(λj) + λj
∂

∂λj
Gj(λj) , if λj > 0 . (6.23)

Let λsj(α), j ∈ J , denote the unique solution to these conditions. The arrival
rates, λsj(α), j ∈ J , will be optimal for the original social optimization problem
if α is chosen so that the constraint,

∑
j∈J λ

s
j(α) = λ, is satisfied.
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6.1.2.3 Comparison of Socially Optimal and Toll-Free Individually Optimal
Solutions with a Fixed Total Arrival Rate

Now consider the individual optimization problem with zero tolls. Here we
apply the parametric analysis of Section 6.1.1.1 to the special case with δj = 0,
j ∈ J . (To facilitate comparison with social optimization, we shall denote the
parameter as α rather than π.) Let λej(α), j ∈ J , denote the unique solution
to the equilibrium conditions (6.8) and (6.9), which now take the form:

α ≤ Gj(λj) , λj ≥ 0 , (6.24)
α = Gj(λj) , if λj > 0 . (6.25)

The arrival rates, λej(α), j ∈ J , will be individually optimal for the toll-
free individual optimization problem if α is chosen so that the constraint,∑
j∈J λ

e
j(α) = λ, is satisfied. (In equilibrium, all facilities with positive arrival

rates have equal waiting costs per customer, and all facilities with zero arrival
rates have waiting costs at least this large.)

The following lemma is an immediate consequence of the assumption that
Gj(·) is strictly increasing.

Lemma 6.4 For 0 < α ≤ Gj(0), λsj(α) = λej(α) = 0. For α > Gj(0), 0 <
λsj(α) < λej(α).

Remark 5 The conditions satisfied by λsj(α) and λe(α) are equivalent to
those satisfied by the socially optimal and individually optimal arrival rates,
respectively, in a single-facility model with linear utility function, U(λj) =
αλj , and waiting-cost function, Gj(λj). Therefore, Lemma 6.4 is in fact a
direct consequence of the general result for single-facility systems, proved in
Chapter 2, that the socially optimal arrival rate is always smaller than the
individually optimal arrival rate, when both are positive.

Let αs denote the value of α for which
∑
j∈J λ

s(α) = λ, and let αe denote
the value of α for which

∑
j∈J λ

e
j(α) = λ. Then λsj = λsj(α

s), j ∈ J , and
λej = λej(α

e), j ∈ J , solve the original social and individual optimization
problems, respectively, with fixed arrival rate λ.

Lemma 6.5 αs > αe.

Proof Suppose αs ≤ αe. Then it follows from (6.22)-(6.23) and (6.24)-(6.25)
that λej = 0 implies λsj = 0. On the other hand, if λej > 0, then by Lemma 6.4,
λej = λej(α

e) ≥ λej(αs) > λsj(α
s) = λsj . Hence

∑
j∈J(λej−λsj) is positive, since it

contains at least one positive term and no negative terms. But this contradicts
the requirement that

∑
j∈J λ

e
j =

∑
j∈J λ

s
j = λ. Thus αs > αe.

Remark 6 The “weak” version of the inequality proved in Lemma 6.5 –
that is, αs ≥ αe – is a corollary of Theorem 6.2 of the previous section.

M/GI/1 Queues with Linear Waiting Costs. We now consider the special case
where each facility consists of an M/GI/1 queue operating in steady state
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with a linear waiting-cost function. Specifically, we assume that the arrival
process at facility j is Poisson with parameter λj , j ∈ J . Successive service
times at each facility are i.i.d. with a general distribution. Let Sj be a generic
service time at facility j, with E[Sj ] = 1/µj and E[S2

j ] = 2β/µ2
j , j ∈ J .

Let hj denote the cost per customer per unit of time waiting in the system
at facility j, j ∈ J . Further assume that the facilities are numbered so that
h1/µ1 ≤ · · · ≤ hn/µn.

The expected steady-state waiting time in the system at facility j is

Wj(λj) =
1
µj

+
λjβ

µj(µj − λj)
. (6.26)

The waiting cost per customer at facility j is given by

Gj(λj) = hj ·Wj(λj) . (6.27)

Remark 7 Note that we are assuming that the coefficient of variation of the
service times is the same at all n facilities. (It equals (2β−1)1/2.) Two possible
scenarios which might make this assumption plausible are: (1) the nature of
the service process is such that it is reasonable to assume that all service-time
distributions come from a parametric family (e.g., the exponential family)
with a common coefficient of variation; or (2) the servers process “work”
in a deterministic fashion (at rate µj at facility j ∈ J); customers require a
random duration of the server’s attention because they present the server with
a random amount of work; customer’s work requirements have expected value
1 and variance (2β − 1). In Section 1.5 of Chapter 1 we considered a system
of parallel M/M/1 facilities, in which the assumption of a common coefficient
of variation is automatically satisfied, since all exponential distributions have
coefficient of variation equal to one (and β = 1).

For this model we have the following explicit formulas for λsj(α) and λej(α):

λsj(α) =

µj − µj [ β

β + αh−1
j µj − 1

]1/2
+

(6.28)

λsj(α) =

(
µj − µj

[
β

β + αh−1
j µj − 1

])+

. (6.29)

For each j ∈ J , define ρsj := λsj/µj , ρ
e
j := λej/µj . Dividing both sides of

(6.28) and (6.29) by µj yields the following result, which is used in the proof
of the main theorem.

Lemma 6.6 For k > j,

(i) λsj > 0 ⇒ ρsj ≥ ρsk with equality only if hk/µk = hj/µj ,

(ii) λej > 0 ⇒ ρej ≥ ρek with equality only if hk/µk = hj/µj .

That is, under both solutions, faster servers are busier.
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Theorem 6.7 If λsj ≥ λej , then λsk ≥ λek for all k > j. That is, lower numbered
(faster) servers have smaller arrival rates under a socially optimal than an
individually optimal allocation; higher numbered (slower) servers have larger
arrival rates.

Proof Assume k > j. First note that λsj = 0 and λsj ≥ λej imply λej = 0
and hence λsk = λek = 0 by Lemma 6.6 and thus the Theorem holds. Now
suppose λsj > 0 and λsj ≥ λej , but λsk < λek. We shall show that this leads to a
contradiction. First we observe that Lemmas 6.5 and 6.6 imply that all of λsj ,
λej , λ

s
k, and λek are positive. From (6.23) and (6.25) we have

hj(Wj(λsj) + λsjW
′
j(λ

s
j)) = αs = hk(Wk(λsk) + λskW

′
k(λsk)) , (6.30)

hjWj(λsj) = αs = hkWk(λsk) . (6.31)

Define
f(ρ) := βρ/(1− ρ) , 0 ≤ ρ < 1 . (6.32)

Note that f(ρ) is nonnegative, differentiable, strictly increasing, and strictly
convex in 0 ≤ ρ < 1. We shall also need the following property of f(·), which
is easily verified from (6.32) by differentiation:

ρf ′(ρ)/f(ρ) is strictly increasing in 0 ≤ ρ < 1 . (6.33)

It follows from (6.26) that Wi(λi) = (1 + f(ρi))/µi and Wi(λi) + λiW
′
i (λi) =

(1+f(ρi)+ρif
′(ρi))/µi, and , where ρi := λi/µi, i ∈ J . Hence we can rewrite

(6.30) and (6.31) in equivalent form:

(hjµ−1
j )(1 + f(ρsj) + ρsjf

′(ρsj))

= αs = (hkµ−1
k )(1 + f(ρsk) + ρskf

′(ρsk)) ,(6.34)
(hjµ−1

j )(1 + f(ρej)) = αe = (hkµ−1
k )(1 + f(ρek)) . (6.35)

By the hypotheses, ρsj ≥ ρej and ρsk < ρek. It follows by subtracting (6.35) from
(6.34) and using the fact that f(·) is strictly increasing and strictly convex
that

(hjµ−1
j )ρejf

′(ρej) ≤ αs − αe < (hkµ−1
k )ρekf

′(ρek) . (6.36)

But (6.35) and the fact that hjµ−1
j ≤ hkµ

−1
k imply that

(hjµ−1
j )f(ρej) ≥ (hkµ−1

k )f(ρek) . (6.37)

Dividing (6.36) by (6.37) yields

ρejf
′(ρej)/f(ρej) < ρekf

′(ρek)/f(ρek) ,

from which it follows, using property (6.33), that ρej < ρek, which is a con-
tradiction of Lemma 6.6. Therefore it cannot be true that both ρsj ≥ ρej and
ρsk < ρek. We conclude that ρsj ≥ ρej implies ρsk ≥ ρek, which is the desired
result.

Remark 8 Note that f(ρ) as defined by (6.32) equals the average delay
(waiting time in the queue), expressed in units of mean service time. The-
orem 6.7 uses only the fact that ρf ′(ρ)/f(ρ) is nondecreasing in ρ; thus it
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extends to any queueing system with this property. A sufficient condition for
ρf ′(ρ)/f(ρ) to be nondecreasing is that f(ρ) be log convex.

We studied the special case of a system of parallel M/M/1 facilities in
Section 1.5 of Chapter 1 and graphically displayed the individually and socially
optimal arrival rates for an example with three facilities. Figures 1.7, 1.9, and
1.10 illustrate the behavior predicted by Theorem 6.7.

Heavy Traffic Limits. By definition a socially optimal allocation has a lower
total cost, Cs :=

∑
j∈J λ

s
jhjWj(λsj), than that of an equilibrium allocation,

Ce :=
∑
j∈J λ

e
jhjWj(λej). How much lower? That is, what can we say about

the ratio, Ce/Cs? facilities.

Theorem 6.8 Suppose each facility operates as an M/M/1 queue in steady
state. Assume hj = 1, j ∈ J . Let µ :=

∑
j∈J µj. Then

lim
λ↑µ

Ce/Cs = nµ/(
∑
j∈J

√
µj)2 ≤ n .

Proof (See Exercise 1 below.)

Note that Ce/Cs attains its lower bound, 1, in the symmetric case: µj =
µ/n, j = 1, . . . , n. (Of course, in this case the individually optimal and socially
optimal allocations coincide at all levels of traffic: λsj = λej = λ/n.) The
upper bound, n, is the least upper bound, since it is the limit as ε → 0 of
nµ/(

∑
j∈J
√
µj)2 for the (very unsymmetric) case µ1 = µ− (n− 1)ε, µj = ε,

j = 2, . . . , n.

Exercise 1 Prove Theorem 6.8. (Hint: As λ ↑ µ, all facilities will eventually
be open in both the individually optimal and the socially optimal allocations.)

6.1.3 Facility Optimal Arrival Rates and Tolls

As in the case of a single-facility queueing system, one may also consider the
system from the point of view of a facility operator whose goal is to set tolls
that will maximize its revenue. Now, however, we have multiple facilities, each
of which may have its own operator. Or there may be a single operator who
manages (and sets prices for) all the facilities. Naturally the resulting arrival
rates differ according to which of these scenarios prevails. We shall refer to the
former scenario as competing facilities and the latter as cooperating facilities.
We shall consider only the case of cooperating facilities.

6.1.3.1 Cooperating Facilities

Suppose a single operator (or a team of cooperating operators) sets the tolls,
δj , for all facilities j ∈ J . The goal is to maximize the total profit. We assume
that the costs of operating the facilities are fixed. (Later (cf. Section 6.3.3)
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we shall examine models in which the service rates, µj , and hence the oper-
ating costs, at the facilities are variable.) Thus maximizing the total profit is
equivalent to maximizing the total revenue,∑

j∈J
λjδj ,

received from the tolls paid by the entering customers.
Assuming (as usual) that the arriving customers are individual optimizers,

any particular set of values δj for the tolls will result in arrival rates λj that
satisfy the equilibrium conditions, (6.2)-(6.7). To keep the exposition simple,
let us focus on the case where the total arrival rate, λ, is positive. Then the
equilibrium conditions may be written in the following form:

U ′(λ) = π ,∑
j∈J

λj = λ ,

Gj(λj) + δj ≥ π , j ∈ J
; ,

λj(Gj(λj) + δj − π) = 0 , j ∈ J ,
λj ≥ 0 , j ∈ J .

Thus, we have the following formulation of the facility optimization problem:

max
{π,λ,λj ,δj ,j∈J}

∑
j∈J

λjδj

s.t. λj(Gj(λj) + δj − π) = 0 , j ∈ J ,
δj ≥ π +Gj(λj) , j ∈ J ,∑
j∈J

λj = λ ,

U ′(λ) = π ,

λj ≥ 0 , j ∈ J .

Summing the first set of constraints (the complementary-slackness conditions)
over j ∈ J , subtracting this sum (which equals zero) from the objective func-
tion, and simplifying leads to the following equivalent problem:

max
{π,λ,λj ,δj ,j∈J}

∑
j∈J

λj(π −Gj(λj))

s.t. δj ≥ π +Gj(λj) , j ∈ J ,
δj = π +Gj(λj) , if λj > 0 , j ∈ J ,∑
j∈J

λj = λ ,

U ′(λ) = π ,

λj ≥ 0 , j ∈ J .
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Since the tolls, δj , j ∈ J , no longer appear in the objective function, we can
solve this problem by first solving the problem,

max
{π,λ,λj ,j∈J}

∑
j∈J

λj(π −Gj(λj))

s.t.
∑
j∈J

λj = λ ,

U ′(λ) = π ,

λj ≥ 0 , j ∈ J ,

and then choosing δj , such that

δj ≥ π −Gj(λj) , j ∈ J , (6.38)
δj = π −Gj(λj) , if λj > 0 , (6.39)

for all j ∈ J . (Note that the solution to (6.38) and (6.39) may not be unique,
inasmuch as δj can be any value greater than or equal to π − Gj(λj) when
λj = 0.)

Finally, using the constraint,
∑
j∈J λj = λ, we can rewrite the maximization

problem in equivalent form as

max
{π,λ,λj ,j∈J}

λπ −
∑
j∈J

λjGj(λj)

(F) s.t.
∑
j∈J

λj = λ ,

U ′(λ) = π ,

λj ≥ 0 , j ∈ J .

Substituting for π in the objective function, we see that Problem (F) is equiv-
alent to a social optimization problem in which the utility function U(λ) is
replaced by λU ′(λ) (cf. the analysis of the facility optimization problem in
the case of a single facility in Section 2.1.3 of Chapter 2). Hence we can apply
the analysis of the previous section, bearing in mind that the necessary KKT
conditions may not have a unique solution, because the function, λU ′(λ), may
not be concave. (It may also fail to be nondecreasing.)

We shall have more to say about this problem below in Section 6.1.3.3, but
first we shall consider cooperating facilities when the total arrival rate λ is
fixed.

6.1.3.2 Cooperating Facilities: Fixed Total Arrival Rate

In this subsection we consider the cooperative facility optimal solution in the
case of a fixed total arrival rate λ. The problem takes the following form:

max
{π,λj ,δj ,j∈J}

∑
j∈J

λjδj

s.t. π ≤ δj +Gj(λj) , j ∈ J ,
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π = δj +Gj(λj) , if λj > 0 , j ∈ J ,∑
j∈J

λj = λ ,

λj ≥ 0 , j ∈ J .

Let us begin by considering the case n = 2. To keep the exposition simple, we
shall assume that the arrival rates at both facilities are positive in an optimal
solution. In this case we can write the problem as

max
{π,λj ,δj ,j=1,2}

λ1δ1 + λ2δ2

s.t. π = δ1 +G1(λ1) ,
π = δ2 +G2(λ2) ,
λ1 + λ2 = λ ,

λ1 ≥ 0 , λ2 ≥ 0 .

Using the equality constraints to eliminate the variables π and λ2, we obtain
the following equivalent formulation:

max
{λ1,δj ,j=1,2}

λ1(δ1 − δ2) + λδ2

s.t. δ1 − δ2 = G2(λ− λ1)−G1(λ1) ,
λ1 ≥ 0 .

Substituting for δ1− δ2 in the objective function leads to the following formu-
lation with λ1 and δ2 as the only decision variables:

max
{λ1,δ2}

λ1(G2(λ− λ1)−G1(λ1)) + λδ2

s.t. λ1 ≥ 0 .

Differentiating the objective function with respect to λ1 yields the first-order
optimality condition,

G2(λ− λ1)−G1(λ1) + λ1(−G′2(λ− λ1)−G′1(λ1)) = 0 ,

which must be satisfied by an interior maximum, 0 < λ1 < λ. (Note that there
may be multiple solutions to this equation, since the objective function is not
necessarily concave (or even unimodal) in λ1.) For any given value of δ2, the
corresponding value of the toll, δ1, to be charged at facility 1 is given by

δ1 = δ2 +G2(λ− λ1)−G1(λ1) . (6.40)

Note that this equation implies that δ1 > δ2, since G2(λ−λ1) > G1(λ1) in an
optimal solution to the given maximization problem.

Recall, however, that the problem is symmetric in facilities 1 and 2, so we
could equally well have eliminated λ1 to obtain an equivalent formulation with
λ2 and δ1 as the only decision variables:

max
{λ2,δ1}

λ2(G1(λ− λ2)−G2(λ2)) + λδ1
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s.t. λ2 ≥ 0 .

Differentiating this objective function with respect to λ2 yields the first-order
optimality condition,

G1(λ− λ2)−G2(λ1) + λ2(−G′1(λ− λ2)−G′2(λ2)) = 0 ,

which must be satisfied by an interior maximum, 0 < λ2 < λ. For any given
value of δ1, the corresponding value of the toll, δ2, to be charged at facility 2
is given by

δ2 = δ1 +G1(λ− λ2)−G2(λ2) . (6.41)
But, by symmetry, G1(λ − λ2) > G2(λ2) in an optimal solution to the given
maximization problem. Hence, δ2 > δ1, a contradiction of our previous con-
clusion that δ1 > δ2.

We must conclude that there is no set of values λj , δj , j = 1, 2, that si-
multaneously satisfy the two first-order optimality conditions for λ1 and λ2.
What has gone wrong here? Looking again at the objective function in the
first reformulation of the problem, we see that there is also a term, λδ2, which
we have been neglecting. Since δ2 is a decision variable, in addition to λ1, it
follows that the objective function can be made arbitrarily large by selecting
a suitably large value of δ2, whatever the value of λ1. (Symmetrically, in the
second reformulation, the objective function can be made arbitrarily large by
selecting a suitably large value of δ1, whatever the value of λ2.)

This tells us that the objective function in the cooperative facility optimization
problem with fixed λ is actually unbounded: the facility operator(s) can obtain
an arbitrarily large profit by charging sufficiently large tolls.

Recall that we observed a similar phenomenon in the case of a single facility
in which the arrival rate was fixed and the toll (in addition to the service
rate) was variable. (See Section 5.3.3 of Chapter 5.) For any fixed value of
the service rate, we observed there that the facility operator could earn an
arbitrarily large profit by setting the toll at an arbitrarily large value.

Remark 9 Another way to arrive at this conclusion is to imagine a dynamic,
sequential toll-setting process along the lines of the dynamical-system models
proposed in Chapter 3. Suppose that servers 1 and 2 adjust their tolls in turn,
using the first-order optimality conditions given above. That is, for a given
value of δ2, server 1 employs its “best reply” and charges the toll

δ1 = δ2 +G2(λ− λ1)−G1(λ1) > δ2 .

Server 2 then adjusts its toll, also in accordance with its “best reply,” resulting
in

δ2 = δ1 +G1(λ− λ2)−G2(λ2) > δ1 .

This process continues ad infinitum, resulting in a sequence of strictly increas-
ing tolls, approaching infinity. It is important to remember that the servers,
although acting sequentially, are still cooperating. That is, each is setting its
arrival rate and toll in accordance with the objective of maximizing the total
value of all tolls collected.
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We shall see (in Section 6.1.3.5) that this result – the fact that the facilities,
by cooperating, can earn an arbitrarily large profit – does not hold if the
facilities compete, that is, if each is concerned only with maximizing its own
profit. Moreover, the result does not hold in general when the total arrival rate,
λ, is not fixed but instead is determined by maximization of a concave utility
function, U(λ). A little reflection should convince the reader that, indeed,
there is something special, perhaps even peculiar, about the assumption that
the total arrival rate is fixed. This assumption requires that the demand be
completely inelastic: no matter how large the tolls and/or the waiting costs,
the total demand on the system remains fixed. With this perspective, it is not
so surprising that the facilities, by cooperating, can “get away with” charging
exorbitant tolls.

Now, with these insights in mind, let us turn our attention to the problem
with more than two facilities (n > 2). Using the same analysis that led to
the formulation of the problem with a variable total arrival rate as Problem
(F), we can reformulate the problem with a fixed total arrival rate as one of
solving the maximization problem,

max
{π,λj ,j∈J}

λπ −
∑
j∈J

λjGj(λj)

s.t.
∑
j∈J

λj = λ ,

λj ≥ 0 , j ∈ J ,

and then choosing δj , to satisfy (6.38) and (6.39) for all j ∈ J . Now we see
that, whatever the values of λj , j ∈ J , the objective function may be made
arbitrarily large by choosing a sufficiently large value of π. Thus, the result
obtained above for n = 2 generalizes to n > 2.

Remark 10 In fact, the unboundedness of the facility optimization problem
with a fixed total arrival rate was foreshadowed in Remark 1 in Section 6.1.1.1,
where we considered the individual optimization problem. There we observed
that adding the same constant to the toll at each facility has no effect on
the individually optimal arrival rates at the facilities when the total arrival
rate is fixed. It follows from this observation that, given any set of tolls, δj ,
j ∈ J (with associated individually optimal arrival rates, λj , j ∈ J , such that∑
j∈J λj = λ), by adding a positive constant K to each toll we can increase the

revenue at facility j by λjK and the total revenue by λK. Thus, there cannot
be a finite optimal solution, δj , j ∈ J , to the cooperative facility optimization
problem with fixed total arrival rate λ.

Now suppose, for some reason, that we are not free to choose an arbitrarily
large value for π. Suppose instead that we are given a fixed value of π and
then wish to find the values of λj , j ∈ J (equivalently, the values of the tolls,
δj , j ∈ J) that will maximize the total revenue received by the cooperating
servers. Then it follows from the above formulation (in which π is now fixed,
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as well as λ) that the problem is solved by finding values of λj , j ∈ J , that
solve the minimization problem,

min
{λj ,j∈J}

∑
j∈J

λjGj(λj)

s.t.
∑
j∈J

λj = λ , , ,

λj ≥ 0 , j ∈ J .

But this minimization problem is just the problem of finding the socially
optimal arrival rates at each facility when the total arrival rate is fixed, which
we solved in Section 6.1.2. Recall that the socially optimal arrival rates satisfy
the optimality conditions,

α ≤ Gj(λj) + λjG
′
j(λj) , λj ≥ 0 ,

α = Gj(λj) + λjG
′
j(λj) , if λj > 0 ,

for all j ∈ J , where α is chosen so that
∑
j∈J λj = λ. The facility-optimal

tolls then must satisfy (6.38) and (6.39). Note that these tolls coincide with
the socially optimal tolls at each facility j with λj > 0, up to addition of a
constant. Specifically,

δj = π − α+ λjG
′
j(λj) . (6.42)

Recall that the socially optimal toll at facility j equals the external effect,
λjG

′
j(λJ). Thus, the facility optimal toll associated with π equals the external

effect plus π − α.

6.1.3.3 Cooperating Facilities: Variable Total Arrival Rate

Now we return to the problem with a variable total arrival rate λ and a
(concave) utility function U(λ). Recall that this problem can be solved by
first solving Problem (F) and then choosing tolls, δj , to satisfy (6.38) and
(6.39) for all j ∈ J . For convenience we rewrite Problem (F) here:

max
{π,λ,λj ,j∈J}

λπ −
∑
j∈J

λjGj(λj)

(F) s.t.
∑
j∈J

λj = λ ,

U ′(λ) = π ,

λj ≥ 0 , j ∈ J .

We use a Lagrangean approach to solve Problem (F). For simplicity we only
consider the case in which λj > 0, j ∈ J . Attach Lagrange multipliers, α and
β, to the first and second constraints, respectively, and form the Lagrangean:

L(π, λ, λj , j ∈ J ;α, β) := λπ −
∑
j∈J

λjGj(λj)
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+α

∑
j∈J

λj − λ

+ β(U ′(λ)− π) .

Differentiating the Lagrangean with respect to the decision variables, λj , j ∈
J , λ, and π, leads to the following first-order optimality conditions:

∂L

∂λj
= −Gj(λj)− λjG′j(λj) + α = 0 , j ∈ J ,

∂L

∂λ
= π + βU ′′(λ) = 0 ,

∂L

∂π
= λ− β .

Combining and simplifying, we obtain

Gj(λj) + λjG
′
j(λj) = α , j ∈ J , (6.43)

π + λU ′′(λ) = α . (6.44)

Together with the (definitional) constraints

λ =
∑
j∈J

λj ,

δj = π −Gj(λj) , j ∈ J ,

these equations constitute the KKT conditions, which are necessary for an
optimal solution to the original problem.

Note that these equations differ from the optimality conditions for the prob-
lem with fixed λ only in that the parameter α now must be chosen so that
π + λU ′′(λ) = α, where λ =

∑
j∈J λj is variable, rather than being chosen so

that the latter constraint holds with λ fixed.
Now consider λ as a variable and let α(λ) denote the value of α which,

together with the equations (6.43) defining λj , j ∈ J , yields
∑
j∈J λj = λ.

Likewise, let π(λ) denote the value of π that satisfies (6.44), that is,

π(λ) = α(λ) + λ(−U ′′(λ)) .

Thus, π(λ) is the full price of admission, expressed as a function of the total
arrival rate λ.

When
U ′(λ) = π = π(λ) , (6.45)

all the necessary conditions for facility optimization are satisfied.
Note that the term λ(−U ′′(λ)) need not be nondecreasing. Thus it is pos-

sible for there to be multiple values of λ that satisfy (6.45), that is, multiple
solutions to the necessary conditions for optimality. The situation here is ex-
actly as it was in our analysis of the single-facility problem in Chapter 2,
and we refer the reader there for a discussion of classes of utility functions
with multiple solutions to the optimality conditions and those for which the
solution is unique.



238 MULTI-FACILITY QUEUEING SYSTEMS: PARALLEL QUEUES

As in the model with fixed arrival rate, we find that the facility-optimal
tolls are given by

δj = π −Gj(λj) = π − α+ λjG
′
j(λj) , j ∈ J ,

where we have used (6.43). Now, however, instead of being arbitrary, π must
satisfy equation (6.44). Combining these two equations yields the following
expression for the tolls:

δj = λ(−U ′′(λ)) + λjG
′
j(λj) , j ∈ J .

Recall that the socially optimal toll at facility j is just the external effect,
λjG

′
j(λj). Just as in the single-facility model of Chapter 2, we see that in the

facility-optimal case the extra nonnegative term,

λ(−U ′′(λ)) ,

is added to each of the tolls.
What is the effect of this addition to the tolls on the optimal total arrival

rate? In the case of social optimality, the full price associated with arrival rate
λ is given by α(λ), the value of α that makes

∑
j∈J λj = λ, where each λj is

the solution of equation (6.43). In the case of facility optimality, the full price
associated with arrival rate λ is given by π(λ) = α(λ) + λ(−U ′′(λ)) ≥ α(λ).
Hence the supply curve for facility optimality lies uniformly above the supply
curve for social optimality, from which it follows that it intersects the demand
curve (the graph of U ′(λ)) at a smaller value of λ. (See Figure 6.1.) That is,

λf ≤ λs .

6.1.3.4 Heavy-Tailed Rewards

What happens in the multi-facility setting if λU ′(λ) → ∞ as λ → 0? Recall
that this is the case if the reward distribution, F (x) = P{R ≤ x}, has a heavy
tail and xF̄ (x)→∞ as x→∞ (cf. Section 2.3.3 of Chapter 2). In the single-
facility model of Chapter 2 we saw that in this case the facility operator can
earn an arbitrarily large profit by choosing an arbitrarily small arrival rate
(equivalently, charging an arbitrarily large toll).

Not surprisingly, the same is true in the multi-facility setting with cooper-
ating facilities. It remains to examine how the arrival rate λ is allocated to
the various facilities as λ → 0. We shall find it convenient to work with the
formulation of the facility optimization problem in terms of the arrival rates,
λj , j ∈ J , as the decision variables, namely Problem (F), which we rewrite
here for convenience:

max
{π,λ,λj ,j∈J}

λπ −
∑
j∈J

λjGj(λj)

(F) s.t.
∑
j∈J

λj = λ ,

U ′(λ) = π ,
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Figure 6.1 Comparison of S.O. and F.O. Supply-Demand Curves for Variable λ

λj ≥ 0 , j ∈ J .

Now consider a fixed, arbitrary λ. Let π = U ′(λ). Since λπ is fixed, the optimal
λj , j ∈ J , corresponding to this value of λ will solve the following minimization
problem:

min
{λj ,j∈J}

∑
j∈J

λjGj(λj)

s.t.
∑
j∈J

λj = λ ,

λj ≥ 0 , j ∈ J .

The necessary and sufficient KKT conditions for this problem are

α ≤ Gj(λj) + λjG
′(λj) , j ∈ J ,

α = Gj(λj) + λjG
′(λj) , , if λj > 0 , j ∈ J ,∑

j∈J
λj = λ ,

λj ≥ 0 , j ∈ J .

Assume the facilities are ordered so that

G1(0) < G2(0) < · · · < Gn(0) .

(For simplicity we assume strict inequalities. The modifications required to
allow for equalities are straightforward and we leave them to the reader.)
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Theorem 6.9 For sufficiently small λ > 0, the cooperative facility optimal
allocation of arrival rates is

λ1 = λ ; λj = 0 , j = 2, 3, . . . , n .

Proof It suffices to show that this allocation satisfies the above KKT condi-
tions for sufficiently small λ. Since G1(λ1)+λ1G

′(λ1) is a continuous function
of λ1, for sufficiently small λ we have

α = G1(λ) + λG′1(λ) < Gj(0) , j 6= 1 ,

so that

α = G1(λ1) + λ1G
′
1(λ1) ,

α < Gj(λj) + λjG
′
j(λj) , j 6= 1 ,∑

j∈J
λj = λ ,

with λ1 = λ and λj = 0, j 6= 1. Thus the KKT conditions are satisfied.

As a corollary of this theorem, we have:

Corollary 6.10 Suppose λU ′(λ)→∞ as λ→ 0. Then the cooperative facility
optimal solution has an unbounded objective function as λ → 0. The optimal
solution consists in allocating the total arrival rate, λ, to facility 1 (i.e., the
facility with the minimal no-flow waiting cost, Gj(0)) and then letting λ→ 0.

6.1.3.5 Competing Facilities

Suppose now that each facility has a separate operator, who sets the toll at
that facility and whose goal is to maximize the total profit at that facility.
Again we assume that the costs of operating the facilities are fixed, so that
maximizing the profit at facility j is equivalent to maximizing the revenue,

λjδj ,

received from the tolls paid by the customers who use that facility.
Assuming (as usual) that the arriving customers are individual optimizers,

any particular set of values δj for the tolls will result in arrival rates λj that
satisfy the equilibrium conditions, (6.2)-(6.7). As in the model with coop-
erating facilities, we shall focus on the case where the total arrival rate, λ,
is positive. Then the equilibrium conditions may be written in the following
form:

U ′(λ) = π ,∑
j∈J

λj = λ ,

Gj(λj) + δj ≥ π , j ∈ J ,
λj(Gj(λj) + δj − π) = 0 , j ∈ J ,

λj ≥ 0 , j ∈ J .
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Each of the (competing) revenue-maximizing facility operators seeks to find
a value for the toll at its facility that maximizes its revenue, with the above
equilibrium conditions as constraints. We seek a Nash equilibrium solution for
the tolls, that is, a set of values for δj , j ∈ J , such that, at each facility j, δj
maximizes the revenue, λjδj , at that facility, assuming that δk, k 6= j, do not
change. In other words, no facility operator can benefit (i.e., achieve a larger
revenue at its facility) by unilaterally changing the value of its toll.

Focusing on a particular facility j, the set of tolls, {δk, k ∈ J}, satisfies the
Nash-equilibrium characterization with respect to that facility, if δj maximizes
λjδj , with the above i.o. equilibrium conditions as constraints (in which δk,
k 6= j, are fixed). That is, δj achieves the maximum in the following problem:

max
{π,λ,δj ;λk,k∈J}

λjδj

(Fj) s.t. π ≤ δk +Gk(λk) , k ∈ J ,
π = δk +Gk(λk) , if λk > 0 , k ∈ J ,∑
k∈J

λk = λ ,

U ′(λ) = π ,

λk ≥ 0 , k ∈ J ,

with δk, k 6= j, fixed.
In the case where all arrival rates are positive, the formulation of each

Problem (Fj) simplifies. As with the single-facility model of Chapter 2 and the
cooperating-facilities model of the previous section, we can use the constraint,
π = δj + Gj(λj), to substitute for δj in the objective function. Thus, in this
case an equivalent formulation of the optimization problem for facility j is the
following:

max
{π,δj ,λk,k∈J}

λj(π −Gj(λj))

(Fj) s.t. U ′(λ) = π ,

π = δk +Gk(λk) , k ∈ J ,∑
k∈J

λk = λ ,

with δk, k 6= j, fixed.

6.1.3.6 Competing Facilities: Fixed Total Arrival Rate

In this subsection we consider the competitive facility-optimal solution in the
case of a fixed total arrival rate λ.

We shall begin our analysis with the special case n = 2. To keep the ex-
position simple, we shall assume that the arrival rates at both facilities are
positive in an optimal solution. In this case the optimization problem for fa-
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cility 1 (with δ2 fixed) takes the form:

max
{π,δ1,λ1,λ2}

λ1δ1

s.t. π = δ1 +G1(λ1) ,
π = δ2 +G2(λ2) ,
λ1 + λ2 = λ ,

λ1 ≥ 0 , λ2 ≥ 0 .

Using the equality constraints to eliminate the variables π and λ2, we obtain
the following equivalent formulation:

max
{λ1,δ1}

λ1δ1

s.t. δ1 = δ2 +G2(λ− λ1)−G1(λ1) ,
0 ≤ λ1 ≤ λ .

Using the equality constraint to substitute for δ1 in the objective function
yields

max
{λ1}

λ1(δ2 +G2(λ− λ1)−G1(λ1))

s.t. δ1 = δ2 +G2(λ− λ1)−G1(λ1) ,
0 ≤ λ1 ≤ λ .

The equality constraint now serves simply to define δ1 and can be disregarded
in the optimization.

Differentiating the objective function with respect to λ1 yields the following
(necessary) first-order condition for a value of λ1 ∈ (0, λ) to be optimal for
facility 1, with δ2 fixed:

δ1 = δ2 +G2(λ− λ1)−G1(λ1) = λ1(G′1(λ1) +G′2(λ− λ1)) . (6.46)

Symmetrically, the (necessary) first-order condition for a value of λ2 ∈ (0, λ)
to be optimal for facility 2, with δ1 fixed, is:

δ2 = δ1 +G1(λ− λ2)−G2(λ2) = λ2(G′1(λ− λ2) +G′2(λ2)) . (6.47)

Rewriting (6.47) in terms of λ1 yields

δ2 = (λ− λ1)(G′1(λ1) +G′2(λ− λ1) ,

and subtracting this equation from equation (6.46) leads to

δ1 − δ2 = (2λ1 − λ)(G′1(λ1) +G′2(λ− λ1)) .

But the equilibrium condition for individual optimality on the part of the
customers implies that

δ1 − δ2 = G2(λ− λ1)−G1(λ1) .

Combining these two equations yields

G2(λ− λ1)−G1(λ1) = (2λ1 − λ)(G′1(λ1) +G′2(λ− λ1)) . (6.48)
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The solutions to this equation (note that the solution need not be unique) are
the candidates for an interior facility-optimal value of λ1. The facility-optimal
value of λ2 can then be found using the equation, λ1 + λ2 = λ.

Remark 11 Note that equations (6.46) and (6.47) can also be combined to
yield the following interesting relationship between the facility-optimal tolls
and arrival rates at the two facilities:

δ1
λ1

=
δ2
λ2

.

Note also that the full price π for this problem satisfies the equations

π = G1(λ1) + λ1G
′
1(λ1) + λ1G

′
2(λ2) ,

π = G2(λ2) + λ2G
′
2(λ2) + λ2G

′
1(λ1) .

The toll at facility 1 has two components: the external effect, λ1G
′
1(λ1), of a

marginal increase in λ1 on waiting costs at that facility, and a second com-
ponent, λ1G

′
2(λ2), which measures the increase in waiting costs at facility 2

caused by a marginal increase in λ1.

Remark 12 Let us look again at the optimization problem for facility 1
(given a fixed value of δ2) expressed in terms of the decision variable, λ1:

max
{λ1}

λ1(δ2 +G2(λ− λ1)−G1(λ1))

s.t. 0 ≤ λ1 ≤ λ . (6.49)

Consider the following “surrogate” utility function for facility 1:

U1(λ1) :=
∫ λ1

0

(δ2 +G2(λ− ν1)dν1 , 0 ≤ λ1 ≤ λ .

Then
U ′1(λ1) = δ2 +G2(λ− λ1) , 0 ≤ λ1 ≤ λ ,

and the optimization problem (6.49) can be rewritten as:

max
{λ1}

λ1U
′
1(λ1)− λG1(λ1)

s.t. 0 ≤ λ1 ≤ λ .

SinceG2(·) is a nonnegative, nondecreasing, and continuous function, the func-
tion, U1(λ1), is nondecreasing, concave, and differentiable and thus satisfies
the default assumptions for a utility function. We can therefore interpret the
optimization problem for facility 1 as that of finding a facility optimal arrival
rate for a single facility with utility function, U1(λ1), waiting-cost function,
G1(λ1), and a maximal arrival rate, λ. As we have remarked many times
already, this problem is in turn equivalent to a social optimization problem
with transformed utility function, Ũ1(λ1) := λ1U

′
1(λ1). In general, however,

Ũ1(λ1) may be neither nondecreasing nor concave. If it is concave, then the
solution to the optimization problem for facility 1, with δ2 fixed, is unique. Of
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course, the same observations hold for the optimization problem for facility
2, with δ1 fixed, mutatis mutandi. (Note, however, that even if each of these
optimization problems has a unique solution, there may still be more than one
Nash equilibrium.)

It is instructive to view the competitive facility optimization problem in
dynamic terms. Given that facility 2 is charging a toll δ2, the “best reply”
of facility 1 is to choose a toll, δ1, and corresponding arrival rate, λ1, to
maximize its revenue. This can be done by solving problem (6.49) for an
optimal λ1 and then setting δ1 equal to λ1(G′1(λ1) + G′2(λ − λ1)). The best
reply of facility 2 to this value of δ1 is then found by solving the symmetric
optimization problem for λ2 and setting δ2 equal to λ2(G′2(λ2) + G′1(λ −
λ2)). If the resulting value of δ2 equals the starting value, then the pair,
(δ1, δ2), constitute a Nash equilibrium for the competitive facility optimization
problem. If they are not equal, then one could in principle make this procedure
the basis for a discrete-time dynamical-system algorithm, along the lines of
those discussed in Chapter 3, and analyze its convergence properties. We shall
leave this as an exercise for the reader.

Example: M/M/1 Facilities with Linear Waiting Costs.

Suppose each of the two facilities is an M/M/1 queue operating in steady
state with a linear waiting cost function:

Gj(λj) =
hj

µj − λj
, j = 1, 2 .

We assume that µj > λ, j = 1, 2, so that it is feasible to assign all the traffic to
either facility. First we show that in this case the transformed surrogate utility
function, Ũj(λj) = λjU

′
j(λj) is nondecreasing and concave, so that there is

a unique solution to the optimality condition for the “best reply” for each
facility. It suffices to consider facility 1. We have

U ′1(λ1) = δ2 +G2(λ− λ1)

= δ2 +
h2

µ2 − λ+ λ1
,

and hence

Ũ ′1(λ1) = U ′1(λ1) + λ1U
′′
1 (λ1)

= δ2 +
h2

µ2 − λ+ λ1
− λ1h2

(µ2 − λ+ λ1)2

= δ2 +
h2(µ2 − λ)

(µ2 − λ+ λ1)2
≥ 0 .

Hence Ũ1(·) is nondecreasing. Moreover,

Ũ ′′1 (λ1) = 2U ′′1 (λ1) + λ1U
′′′
1 (λ1)

=
−2h2

(µ2 − λ+ λ1)2
+

2h2λ1

(µ2 − λ+ λ1)3
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=
−2h2(µ2 − λ)
(µ2 − λ+ λ1)3

≤ 0 .

Hence Ũ1(·) is concave. Therefore, the best reply for facility 1 to the toll δ2 at
facility 2 is the unique solution to the first-order optimality condition, which
in this case reduces to:

h1

(µ1 − λ1)2
− h2

(µ2 − λ+ λ1)2
= δ2 .

By symmetry, the same is true for the the best reply for facility 2 to the toll
δ1 at facility 1, mutatis mutandi.

Now consider the condition (6.48) which must be satisfied in order for a
pair (λ1, λ2) to be a Nash equilibrium for the competitive facility optimization
problem. This condition may be rewritten in symmetric form (subject to λ1 +
λ2 = λ) as:

G1(λ1) + (λ1 − λ2)G′1(λ1) = G2(λ2) + (λ2 − λ1)G′2(λ2)

For the present example, this equation becomes:

h1

µ1 − λ1
+

(λ1 − λ2)h1

(µ1 − λ1)2
=

h2

µ2 − λ2
+

(λ2 − λ1)h2

(µ2 − λ2)2

Let x1 := µ1 − λ1, x2 := µ2 − λ2, µ := µ1 + µ2, c := µ− λ, and b := µ2 − µ1.
Without loss of generality, assume b ≥ 0 (µ2 ≥ µ1). After substitution and
algebraic simplification, we obtain the following equivalent equations:

h1 · x2
2(x2 − b) = h2 · x2

1(x1 + b)
x1 + x2 = c

Substituting c− x1 for x2 in the first equation leads to:

h1 · (c− x1)2(c− x1 − b) = h2 · x2
1(x1 + b) .

The r.h.s. of this equation is positive and strictly increasing for x1 ∈ (0, c).
The l.h.s is positive for x1 ∈ (0, c− b) and negative for x1 ∈ (c− b, c); strictly
decreasing for x1 ∈ (0, c− 2b/3) and strictly increasing for x1 ∈ (c− 2b/3, c).
It follows that this equation has a unique solution in (0, c) and it lies in the
interval (0, c− b).

Figure 6.2 illustrates this result. The parameters are µ1 = 400, µ2 = 600,
λ = 500, h1 = 0.00002, h2 = 0.0001. (Hence, c = 500, b = 200.)

Now let us turn our attention to the problem with more than two facilities
(n > 2), in which we have the following formulation for the optimization
problem at facility j (in which δk, k 6= j, are fixed):

max
{δj ;λk,k∈J;π}

λjδj

(Fj) s.t. π = δk +Gk(λk) , k ∈ J ,∑
k∈J

λk = λ .
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Figure 6.2 Nash Equilibrium for Two Competitive M/M/1 Facilities

Now, attach Lagrange multipliers, βk, k ∈ J , to the constraints involving π,
and Lagrange multiplier, α, to the last constraint, and form the Lagrangean:

L(δj ;λk, k ∈ J ;π) = λjδj −
∑
k∈J

βk(π − δk −Gk(λk))− α

∑
j∈J

λj − λ


Differentiating the Lagrangean with respect to the decision variables, δj , λk,
k ∈ J , and π, leads to the following first-order optimality conditions:

∂L

∂δj
= λj + βj = 0 ,

∂L

∂λj
= δj + βjG

′
j(λj)− α = 0 ,

∂L

∂λk
= βkG

′
k(λk)− α = 0 , k 6= j ,

∂L

∂π
= −

∑
k∈J

βk = 0 .

Combining and simplifying, we obtain

δj = λjG
′
j(λj) + α , (6.50)

α = βkG
′
k(λk) , k 6= j , (6.51)

λj =
∑
k 6=j

βk . (6.52)
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Together with the constraints

λ =
∑
k∈J

λk ,

δk = π −Gk(λk) , k ∈ J ,

these equations constitute the KKT conditions, which are necessary for an
optimal solution to the original problem.

Note that, as a consequence of these equations,

δj = λjG
′
j(λj) + βkG

′
k(λk) , k 6= j .

This equation generalizes the equation for δj in the case n = 2 and the fact
that βk = λj when n = 2 (with j = 1, k = 2, and with j = 2, k = 1).

6.1.3.7 Competing Facilities: Variable Total Arrival Rate

Recall that the optimization problem for each facility j in the case of a variable
total arrival rate λ with utility function U(λ) may be written as:

max
{δj ;λk,k∈J;π}

λj(π −Gj(λj))

(Fj) s.t. π = δk +Gk(λk) , k ∈ J ,∑
k∈J

λk = λ ,

U ′(λ) = π ,

with δk, k 6= j, fixed. (Again we are assuming, for simplicity, that all arrival
rates are positive.) The set of tolls, {δk, k ∈ J}, constitutes a Nash equilibrium
for the competing facility operators if, together with a set of arrival rates λj ,
j ∈ J , total arrival rate, λ, and full price, π, they simultaneously satisfy the
optimization problems (Fj) for all j ∈ J .

Now, attach Lagrange multipliers, βk, k ∈ J , to the constraints involving
π, and Lagrange multipliers, α and β, to the last two constraints, and form
the Lagrangean:

L(δj , λk, k ∈ J ;π) := λjδj −
∑
k∈J

βk(π − δk −Gk(λk))

−α

∑
j∈J

λj − λ

− β(U ′(λ)− π) .

Differentiating the Lagrangean with respect to the decision variables, δj , λk,
k ∈ J , λ, and π, leads to the following first-order optimality conditions

∂L

∂δj
= λj + βj = 0 ,

∂L

∂λj
= δj + βjG

′
j(λj)− α = 0 ,
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∂L

∂λk
= βkG

′
k(λk)− α = 0 , k 6= j ,

∂L

∂λ
= α− βU ′′(λ) = 0 ,

∂L

∂π
= −

∑
k∈J

βk + β = 0 .

Combining and simplifying, we obtain

δj = λjG
′
j(λj) + α , (6.53)

α = βkG
′
k(λk) , k 6= j , (6.54)

α = (−λj +
∑
k 6=j

βk)U ′′(λ) . (6.55)

Together with the constraints

λ =
∑
k∈J

λk ,

δk = π −Gk(λk) , k ∈ J ,

these equations constitute the KKT conditions, which are necessary for an
optimal solution to the original problem.

Note that, as a consequence of these equations,

δj = λjG
′
j(λj) + βkG

′
k(λk) , k 6= j .

This is formally the same equation as in the case of a fixed arrival rate λ. The
difference is that now α – the common value of βkG′k(λk), k 6= j – must also
satisfy the equation

α = (−λj +
∑
k 6=j

βk)U ′′(λ) ,

whereas in the case of a fixed arrival rate α was a parameter whose value was
chosen so that the constraint,

∑
k∈J λk = λ, was satisfied.

6.1.3.8 Linear Utility Function

Consider now the special case of a linear utility function, U(λ) = r · λ. In
this case U ′′(λ) ≡ 0. Thus α = 0 and the optimality conditions imply δj =
λjGj(λj). Hence the facility-optimal solution in the case of competing servers
with a variable total arrival rate coincides with the socially optimal solution,
just as we saw was the case in the single-facility model studied in Chapter 2.
Moreover, the linear utility function renders the problem completely separable,
so that each server can maximize its profit with no regard for what the other
servers are doing.

6.1.3.9 Heavy-Tailed Rewards

In this section we again consider what happens if λU ′(λ)→∞ as λ→ 0, but
now in the setting of competitive facilities.



OPTIMAL ARRIVAL RATES 249

In the case of cooperating facilities, we saw that the facility operators acting
together can earn an arbitrarily large total revenue by charging an arbitrarily
large toll (and, incidentally, directing all traffic to the facility with the smallest
zero-flow waiting cost). The result is that a vanishingly small fraction of the
customer demand is satisfied. A priori it is not clear if the same phenomenon
can occur when the facilities compete. In fact, economic intuition suggests
that competition among facilities should lead to a significantly larger fraction
of the demand being satisfied, perhaps even to a solution that is close to being
socially optimal. We shall see, however, that this not necessarily the case.

Recall that a set of tolls, {δj , j ∈ J}, is a Nash equilibrium for competitive
facility operators, if for each j ∈ J , δj achieves the maximum in the problem,

max
{π,λ,δj ;λk,k∈J}

λjδj

(Fj) s.t. π ≤ δk +Gk(λk) , k ∈ J ,
π = δk +Gk(λk) , if λk > 0 , k ∈ J ,∑
k∈J

λk = λ ,

U ′(λ) = π ,

λk ≥ 0 , k ∈ J ,

with δk, k 6= j, fixed.
Let us focus first on the case of two facilities. The problem for facility 1

then takes the form,

max
{λ,δ1;λk,k=1,2}

λ1δ1

s.t. U ′(λ) ≤ δk +Gk(λk) , k = 1, 2 ,
U ′(λ) = δk +Gk(λk) , if λk > 0 , k = 1, 2 ,
λ1 + λ2 = λ ,

λk ≥ 0 , k = 1, 2 ,

with δ2 fixed. Since a solution with λ1 = 0 is clearly suboptimal, we can use
the equality, δ1 = U ′(λ)−G1(λ1), to substitute for δ1 in the objective function,
leading to the equivalent problem,

max
{λ;λk,k=1,2}

λ1(U ′(λ)−G1(λ1))

s.t. U ′(λ) ≤ δ2 +G2(λ2) ,
U ′(λ) = δ2 +G2(λ2) , if λ2 > 0 ,
λ1 + λ2 = λ ,

λk ≥ 0 , k = 1, 2 ,

with δ2 fixed and δ1 = U ′(λ)−G1(λ1). The problem for facility 2 is symmetric.
We begin by considering a special case which, at first glance, might seem of

little practical interest: the case of constant waiting costs.
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Theorem 6.11 Assume λU ′(λ) ↑ ∞ as λ ↓ 0. Suppose the waiting cost at
each facility is constant: Gk(λk) = Gk(0), for all λk ≥ 0, k = 1, 2. Then every
pair of tolls, (δ1, δ2), such that δ1 − δ2 = G2(0) − G1(0) generates a Nash
equilibrium for the competing facilities. As a consequence, there exist Nash
equilibria with arbitrarily small total arrival rate in which at least one of the
facilities earns an arbitrarily large profit.

Proof Consider an arbitrary pair of tolls, (δ1, δ2), such that δ1 − δ2 =
G2(0)−G1(0). Let λ, λ1, and λ2 be a solution to the conditions,

U ′(λ) = δ1 +G1(0) , (6.56)
U ′(λ) = δ2 +G2(0) , (6.57)

λ = λ1 + λ2 , (6.58)
λk ≥ 0 , k = 1, 2 . (6.59)

Then we have an individually optimal equilibrium. Note that λ is unique but
λ1 and λ2 may be any nonnegative numbers summing to λ.

We need to show that neither facility has an incentive to deviate unilaterally
from its choice of toll, assuming the other facility does not change its toll.
Obviously, there is no incentive for either facility to increase its toll, as this
would result in all the traffic going to the other facility. What about a decrease
in the toll? Suppose facility 1 decreases its toll from δ1 to δ1 − ε1, for some
ε1 > 0. As a result the total arrival rate will change to λ+ε, for some ε > 0, and
all of the traffic will go to facility 1. The new individually optimal equilibrium
will satisfy the conditions

U ′(λ+ ε) = δ1 + ε1 +G1(0) < δ2 +G2(0) = U ′(λ) ,

with λ1 = λ+ ε and λ2 = 0. The additional profit earned by facility 1 will be

(λ+ ε)(U ′(λ+ ε)−G1(0))− λ1(U ′(λ)−G1(0)) =
(λ+ ε)U ′(λ+ ε)− λ1U

′(λ)− εG1(0) .

But, since (λ+ε)(U ′(λ+ε) is a decreasing function of ε, this additional profit is
maximized by letting ε→ 0. Thus, facility 1 will want to choose a vanishingly
small ε to accomplish the goal of capturing all of the traffic while maximizing
its profit. The result is that in the limit the toll at facility 1 remains equal
to δ1, but now facility 1 has arrival rate λ1 = λ. The associated individually
optimal equilibrium solution still satisfies the conditions (6.56)–(6.59), with
the same values of δ1, δ2, and λ, but now with λ1 = λ and λ2 = 0.

Of course, the same argument applies to facility 2: given a fixed value of δ1,
it will maximize its profit by choosing a toll δ2 − ε2 and letting ε2 → 0. The
associated individually optimal equilibrium solution will have the same values
of δ1, δ2, and λ, but now with λ1 = 0 and λ2 = λ.

Perhaps this behavior is best understood in the context of a best-reply
discrete-time dynamic algorithm (cf. Chapter 3) in which the facilities alter-
nate their choices of toll. The result will be that the tolls and the total arrival
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Figure 6.3 Waiting-Cost Function for M/M/1 Queue

rate do not change but the arrival rate pair, (λ1, λ2), will alternate between
(λ, 0) and (0, λ).

Of course, in the real world the concept of a “vanishingly small” decrease
in the toll does not have any meaning. But the incentive will still be there for
each facility to decrease its toll by the smallest amount possible. The result
may be that the total arrival rate “creeps” up over time, but the rate of
increase could be quite small and negligible over the time scale of interest.
Our idealized model captures the limiting case of this behavior.

Also, in a realistic congestion model it seems beside the point to assume
that the waiting costs are constant. One can imagine, however, a situation in
which the waiting costs are constant for sufficiently small λ and do not begin
to increase until the arrival rate reaches a certain threshold. (Indeed, there
are classical queueing models in which this property can occur, for example, a
GI/GI/1 queue in which the interarrival-time and service-time distributions
are such that P{T ≥ S} = 1, for sufficiently small values of the parameter λ,
where S and T are, respectively, a generic service time and a generic inter-
arrival time). Moreover, for some queueing systems the waiting-cost function
increases very slowly at first (and much faster later) and may be well approx-
imated by a constant for relatively small values of λ. An example is a steady
state M/M/1 queue with linear waiting cost, in which

Gk(λk) =
hk

µk − λk
, 0 ≤ λk < µk .

(See Figure 6.3.)
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The result may be that, even with nonconstant waiting-cost functions, the
rate of increase of the facility arrival rates in the discrete-time algorithm may
be negligible over the time scale of interest. We quantify this assertion in the
following theorem.

Theorem 6.12 Assume λU ′(λ) → ∞ as λ → 0. Assume also that there
exists a λ̄ > 0 such that λU ′(λ) is strictly decreasing in λ ∈ (0, λ̄]. Let n be an
arbitrary positive integer. Then for all λ > 0, there exists a λ0 ∈ (0, λ) such
that the sequential discrete-time algorithm takes at least n iterations to reach
λ, starting from λ0.

Proof Let λ0 ∈ (0, λ̄] and let δ0
2 := U ′(λ0)−G2(λ0). Let δ1 = U ′(λ0)−G1(0).

Then
U ′(λ0) = δ0

2 +G2(λ0) = δ1 +G1(0)) ,
and therefore λ1 = 0 and λ2 = λ0 (with λ = λ1+λ2) constitute an individually
optimal equilibrium allocation corresponding to the given pair of tolls, (δ1, δ0

2).
We shall apply the sequential discrete-time algorithm to this starting point,

with facility 1 choosing a new toll, δ1, at iteration k=1, facility 2 choosing a
new toll, δ2, at iteration k=2, facility 1 choosing a new toll, δ1, at iteration
k=3, facility 2 choosing a new toll, δ2, at iteration k=4, and so forth.

At iteration k = 1 the problem for facility 1 takes the form

max
{λ1,λ2,λ}

λ1(U ′(λ)−G1(λ1))

s.t. U ′(λ) ≤ δ0
2 +G2(λ2) ,

U ′(λ) = δ0
2 +G2(λ2) , if λ2 > 0 ,

λ1 + λ2 = λ ,

λ1 ≥ 0 , λ2 ≥ 0 ,

with δ1 = U ′(λ) − G1(λ1), where δ0
2 is fixed at δ0

2 = U ′(λ0) − G2(λ0). (Note
that it is never optimal for facility 1 to increase its toll, since λ1 = 0 already
at the current solution. Therefore we have restricted attention to decreases
in the toll, or equivalently, to positive values of λ1.) Let λ1 be the (unique)
solution to

U ′(λ) = δ0
2 +G2(0) ,

and note that λ1 > λ0. Suppose λ1 < λ̄. Then it is suboptimal for facility 1 to
choose λ1 = λ > λ1, since λ2 = 0 for any such choice and λ(U ′(λ)−G1(λ)) is
strictly decreasing in λ ∈ (0, λ̄]. Therefore, without loss of generality, assume
that λ1 = λ1 (with λ2 = 0) maximizes the objective function in the above
problem. (If not, then λ1 provides an upper bound on the new value of λ and
the subsequent proof still works, mutatis mutandi.) We have

U ′(λ1) = δ1
1 +G1(λ1) = δ0

2 +G2(0) ,

and therefore λ1 = λ1 and λ2 = 0 (with λ = λ1 + λ2 = λ1) constitute an
individually optimal equilibrium allocation corresponding to the given pair of
tolls, (δ1

1 , δ
0
2). Let η1 := G1(λ1) − G1(0) and ε1 := λ1 − λ0. This completes

iteration k = 1.
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For iteration k = 2 the roles of facilities 1 and 2 are reversed. The problem
for facility 2 takes the form

max
{λ1,λ2,λ}

λ2(U ′(λ)−G2(λ2))

s.t. U ′(λ) ≤ δ1
1 +G1(λ1) ,

U ′(λ) = δ1
1 +G1(λ1) , if λ1 > 0 ,

λ1 + λ2 = λ ,

λ1 ≥ 0 , λ2 ≥ 0 ,

with δ2 = U ′(λ)−G1(λ2), where δ1
1 is fixed at δ1

1 = U ′(λ1)−G1(λ1). Let λ2

be the (unique) solution to

U ′(λ) = δ1
1 +G1(0) ,

and note that λ2 > λ1. Suppose λ2 < λ̄. Again, it is suboptimal for facility 2 to
choose λ2 = λ > λ2, since λ1 = 0 for any such choice and λ(U ′(λ)−G2(λ)) is
strictly decreasing in λ ∈ (0, λ̄]. Therefore, without loss of generality, assume
that λ2 = λ2 (with λ1 = 0) maximizes the objective function in the above
problem. We have

U ′(λ2) = δ1
1 +G1(0) = δ2

2 +G2(λ2) ,

and therefore λ1 = 0 and λ2 = λ2 (with λ = λ1 + λ2 = λ2) constitute an
individually optimal equilibrium allocation corresponding to the given pair of
tolls, (δ1

1 , δ
2
2). Let η2 := G2(λ2) − G2(0) and ε2 := λ2 − λ1. This completes

iteration k = 2.
This process is repeated until we reach iteration n. Figure 6.4 illustrates

the iterations of the algorithm for the case n = 4.
Now suppose n is a given positive integer. The above analysis shows that,

if λn ∈ (0, λ̄], then the sequential discrete-time dynamic algorithm reaches λn

in n steps, starting from λ0, provided λ0 = λn−
∑n
k=1 εk > 0. Hence we need

to check whether
∑n
k=1 εk < λn for the given value of n. To this end, let

sk :=
U ′(λk−1)− U ′(λk)

λk − λk−1
,

and note that

εk =
ηk
sk
≤ G(λk−1)−G(0)

sk
,

k = 1, . . . , n, where G(λ) := max{G1(λ), G2(λ)}, λ ≥ 0. Consider a particular
k, 1 ≤ k ≤ n. From the mean-value theorem it follows that

sk = −U ′′(λ̃) ,

for some λ̃ ∈ [λk−1, λk]. But, from the assumption that λU ′(λ) is strictly
decreasing in λ ∈ (0, λ̄], it follows that

−U ′′(λ̃) > U ′(λ̃)/λ̃ ≥ U ′(λk)/λk .



254 MULTI-FACILITY QUEUEING SYSTEMS: PARALLEL QUEUES

Figure 6.4 Illustration of Sequential Discrete-Time Algorithm

Combining these inequalities leads to

εk ≤ G(λk−1)−G(0)
sk

<
G(λk−1)−G(0)
U ′(λk)/λk

≤ G(λn)−G(0)
U ′(λn)/λn

so that
n∑
k=1

εk < n

(
λn(G(λn)−G(0))

U ′(λn)

)
.

Hence,
∑n
k=1 εk < λn if

U ′(λn)
G(λn)−G(0)

> n .

Since U ′(λ) increases and G(λ)−G(0) decreases as λ→ 0, we can ensure that
this inequality holds if we choose λn sufficiently small.

Now let λ > 0 be arbitrary. In order for the algorithm to reach λ from λ0, it
must first reach λn = λ0 +

∑n
k=1 εk. We have just shown that by choosing λn

sufficiently small (which is equivalent to choosing λ0 sufficiently small), this
will take (at least) n iterations. Therefore, it will take at least n iterations to
reach λ from λ0.
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6.2 Optimal Service Rates

In this section we consider parallel facilities in which the service rates at
the facilities are decision variables, instead of the arrival rates. Our model is
similar to the model introduced at the beginning of Section 6.1, except that
now the waiting cost at each facility depends on the variable service rate and
there is a service-cost function associated with the service rate at each facility.
Our model can also be viewed as a generalization of the model of Section 5.2.2
of Chapter 5 to parallel facilities. For the reader’s convenience, we provide a
self-contained description of the complete model here.

We consider a system with n independent parallel facilities with variable
service rates, µj , and fixed arrival rates, λj , j ∈ J := {1, . . . , n}. The variable
µj measures the average number of services completed per unit time while
facility j is busy. For example, when the service facility is a GI/GI/1 queue,
µj is the service rate of the single server (the reciprocal of the expected service
time). Throughout this section, µj will be a decision variable, chosen from a
feasible region Bj ⊆ [0,∞), j ∈ J . Our default assumption is that Bj = [0,∞).

We assume that at each facility the average waiting cost per customer is a
function of the service rate at that facility. For a given value of the service rate,
µj , let Gj(µj) denote the average waiting cost of a job at facility j, averaged
over all customers who arrive during the period in question. We make the
same assumptions about each Gj(µj) as we made for the single-facility model
in Chapter 5; we repeat them here for convenient reference.

For all j ∈ J , we assume that Gj(µj) is well defined and finite and differen-
tiable in µj , µj > λj , with Gj(µj) =∞ for 0 ≤ µj ≤ λj . We also assume that
Gj(µj) is strictly decreasing in µj , µj > λj , and Gj(µj)→∞ as µj ↓ λj .

Finally, for each facility j ∈ J there is a service-cost rate, cj(µj), which
measures the average cost per unit time associated with operating the facility
at rate µj . Our default assumption is that cj(·) is a nondecreasing, convex,
and differentiable function of µj ∈ Bj , with cj(0) = 0 and cj(µj) → ∞ as
µj →∞, j ∈ J .

As in the case of a single facility, since the arrival rates are fixed, the criteria
of individual and facility optimality are not relevant in the present context.

6.2.1 Social Optimality

Let µ := (µ1, . . . , µn). When the decision criterion is social optimality, the
objective function, to be minimized, is given by

C(µ) :=
∑
j∈J

(cj(µj) + λjGj(µj)) .

Since C(µ) is separable, we can minimize each term by itself. The problem for
facility j is therefore to minimize cj(µj) +λjGj(µj). This problem was solved
in Chapter 5. In particular, it follows that the socially optimal service rate,
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µsj , at facility j is the unique solution in (λj ,∞), to the equation

c′j(µj) + λj
∂

∂µj
Gj(µj) = 0 . (6.60)

The reader is referred to Section 5.2.2 of Chapter 5 for further results.

6.2.1.1 Fixed Total Service Rate

Consider a variant of the above problem, in which there is no service cost
(cj(·) ≡ 0, j ∈ J) but the total service rate, µ =

∑
j∈J µj , is fixed. Then the

social optimization problem takes the form:

min
{µj ,j∈J}

∑
j∈J

λjGj(µj)

s.t.
∑
j∈J

µj = µ , (6.61)

µj > λj , j ∈ J .

We can solve this problem using a Lagrange multiplier, α, to incorporate the
equality constraint into the objective function. The Lagrangean minimization
problem is:

min
{µj ,j∈J}

∑
j∈J

λjGj(µj) + α(
∑
j∈J

µj − µ) (6.62)

s.t. µj > λj , j ∈ J .

The solution to (6.62) is parameterized by α, which can be interpreted as
an imputed cost per unit time per unit of service rate. Let µsj(α) denote
the optimal service rate at queue j as a function of α. If α is chosen so that∑
j∈J µ

∗
j (α) = µ, then we have solved the original social optimization problem.

Problem (6.62) is separable, so we can minimize the terms in the objective
function separately for each facility. This results in n separate minimization
problems, each in the same form as the single-facility example in Section 5.2.2
of Chapter 5, namely,

min
{µj :µj>λj}

{λjGj(µj) + αµj} .

It follows that µsj(α) is the unique solution to the following optimality condi-
tion:

−λj
∂

∂µj
Gj(µj) = α . (6.63)

6.2.1.2 Example: M/M/1 Queue With Linear Waiting Costs

We now consider the special case where each facility consists of an M/M/1
queue operating in steady state with a linear waiting-cost function. Specifi-
cally, we assume that the arrival process at facility j is Poisson with parameter
λj , j ∈ J . Successive service times at each facility are i.i.d. with an exponential
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distribution with parameter µj , j ∈ J . Let hj denote the cost per customer
per unit of time waiting in the system at facility j, j ∈ J .

The expected steady-state waiting cost per customer at facility j is

Gj(µj) =
hj

µj − λj
, µ > λj , (6.64)

with Gj(µj) =∞ for 0 ≤ µj ≤ λj . In this case the Lagrangean minimization
problem for facility j takes the form

min
{µj :µj>λj}

{
λjhj
µj − λj

+ αµj

}
,

the solution to which is

µsj = µsj(α) = λj +
√
λjhj/α . (6.65)

(See Section 1.1 of Chapter 1.) Now that we have an explicit expression for
µsj(α) as a function of α, we can choose α to satisfy the constraint,

∑
j∈J µj =

µ:
µ =

∑
j∈J

µsj(α) =
∑
j∈J

λj +
√
α−1

∑
j∈J

√
λjhj .

Therefore, √
α−1 = (µ−

∑
j∈J

λj)/
∑
j∈J

√
λjhj .

Substituting in (6.65), we obtain

µsj = λj +

( √
λjhj∑

k∈J
√
λkhk

)(
µ−

∑
k∈J

λk

)
. (6.66)

We see that an optimal choice of service rates allocates the total excess service
capacity, µ−

∑
k∈J λk, to each of the individual facilities in proportion to the

square root of the arrival rate times the waiting-cost rate at that facility.

6.2.1.3 Generalization: Open Jackson Network

Consider an open Jackson network, consisting of n nodes, j ∈ J . Each node j
consists of a single exponential server, with mean service rate µj . Customers
arrive at the nodes j from outside the system according to independent Pois-
son processes, where the mean external arrival rate at node j is νj . A customer
who completes service at node j goes next to node k with probability rjk, in-
dependently of the state of the system and previous nodes visited (Markovian
routing of customers). For j ∈ J , let

rj0 := 1−
n∑
k=1

rjk ,

so that rj0 is the probability that a customer leaves the system upon complet-
ing service at node j. Assume that the νj and the rjk are such that a customer
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can reach any node from outside the system and can leave the system from
any node, either directly or indirectly via a path through other nodes. Under
these conditions, the traffic equations

λj = νj +
n∑
i=1

λirij , j ∈ J , (6.67)

have a unique positive solution, {λj , j ∈ J}, and that each node j behaves in
steady state like an M/M/1 queue with mean arrival rate λj and mean service
rate µj , provided λj < µj , j ∈ J .

It follows that the steady-state expected number of customers at node j is
given by:

Lj(µj) :=
λj

µj − λj
.

Thus all the above results about optimal service rates µ∗j for n parallel queues
extend to an open Jackson network.

6.3 Optimal Arrival Rates and Service Rates

In this section we consider an optimal design model in which both the arrival
rates (or tolls) and the service rates at the facilities j ∈ J are design variables.
Together the tolls and the service rates determine the arrival rate, through
the equilibrium condition for individually optimizing customers.

Our model is essentially the same as the model introduced at the beginning
of Section 6.1, with the additional features that the waiting cost at each facility
depends on the variable service rate as well as the arrival rate and there is
a service-cost function associated with the service rate at each facility. Our
model can also be viewed as a generalization of the model of Section 5.5 of
Chapter 5 to parallel facilities. For the reader’s convenience, we provide a
self-contained description of the complete model here.

We consider a system with n independent parallel facilities with variable
service rates, µj , and variable arrival rates, λj , j ∈ J := {1, . . . , n}. The
variable µj measures the average number of services completed per unit time
while facility j is busy. For example, when the service facility is a GI/GI/1
queue, µj is the service rate of the single server (the reciprocal of the expected
service time). Throughout this section, µj will be a decision variable, chosen
from a feasible region Bj ⊆ [0,∞), j ∈ J . Our default assumption is that
Bj = [0,∞). The set of feasible values for λj is denoted by Aj . Our default
assumption will be that Aj = [0, µj).

The system earns a utility, U(λ), per unit time when the total arrival rate is
λ =

∑
j∈J λj . As usual, we assume that U(λ) is nondecreasing, differentiable,

and concave in λ ≥ 0.
We assume that at each facility the average waiting cost per customer is a

function of the arrival rate and service rate at that facility. For given values
of the arrival rate, λj , and service rate, µj , let Gj(λj , µj) denote the average
waiting cost of a job at facility j, averaged over all customers who arrive during
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the period in question. We make the same assumptions about each Gj(λj , µj)
as we made for the single-facility model in Chapter 5; we repeat them here
for convenient reference.

For all j ∈ J , we assume that Gj(λj , µj) is well defined and finite and
differentiable in (λj , µj), 0 ≤ λj < µj , with Gj(λj , µj) = ∞ for λj ≥ µj ≥ 0.
We also assume that:

(i) for each fixed µj > 0, Gj(λj , µj) is strictly increasing in λj , 0 ≤ λj < µj ,
and G(λj , µj)→∞ as λj ↑ µj ;
(ii) for each fixed λj ≥ 0, Gj(λj , µj) is strictly decreasing in µj , µj > λj , and
Gj(λj , µj)→∞ as µj ↓ λj .

There may also be an admission fee (or toll) δj which is charged to each
customer who joins facility j, j ∈ J .

Finally, for each facility j ∈ J there is a service-cost rate, cj(µj), which
measures the average cost per unit time associated with operating the facility
at rate µj . Our default assumption is that cj(·) is a nondecreasing, convex,
and differentiable function of µj ∈ Bj , with cj(0) = 0 and cj(µj) → ∞ as
µj → ∞, j ∈ J . (In Section 6.3.2.1, however, we also consider the case of
concave service-cost functions.)

As usual, the solution to the decision problem depends on who is making the
decision and what criterion is being used. The decision may be made by the
individual customers, each concerned only with its own net utility (individual
optimality), by an agent for the customers as a whole, who might be interested
in maximizing the aggregate net utility to all customers (social optimality),
or by a system operator at each facility j interested in maximizing profit at
that facility (facility optimality).

As in the case of a single facility, the tolls may be either fixed or variable.
The analysis of the model with fixed tolls is a direct extension of the analysis
of the corresponding single-facility model and is left to the reader. For the
remainder of this section we shall assume that the tolls (as well as the arrival
rates and service rates) are decision variables.

6.3.1 Individual Optimality

For given values of the tolls, δj , and the service rates, µj , we can apply the
analysis of Section 6.1.1. Recall that the individually optimal allocation of
flows, {λej , j ∈ J}, uniquely satisfies conditions (6.2)-(6.7). We rewrite these
conditions below, with Gj(λj) now written as Gj(λj , µj), to indicate the de-
pendence on the service rate:

U ′(λ) ≤ π , (6.68)
λ(π − U ′(λ)) = 0 , (6.69)∑

j∈J
λj = λ , (6.70)

Gj(λj , µj) + δj ≥ π , j ∈ J , (6.71)
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λj(Gj(λj , µj) + δj − π) = 0 , j ∈ J , (6.72)
λj ≥ 0 , j ∈ J . (6.73)

6.3.2 Social Optimality

Now consider the problem from the point of view of social optimization. The
objective is to choose the arrival rates, λj , and service rates, µj , at each facility
j ∈ J , to maximize the steady-state expected net benefit (utility minus sum
of waiting costs and service costs) per unit time. Thus the problem takes the
form:

max
{λ,λj ,µj}

U(λ)−
∑
j∈J

(λjGj(λj , µj) + cj(µj))

s.t.
∑
j∈J

λj = λ , (6.74)

0 ≤ λj < µj , j ∈ J .

We use a Lagrange multiplier to eliminate the equality constraint on the
total arrival rate, leading to the following Lagrangian maximization problem:

max
{λ,λj ,µj}

U(λ)−
∑
j∈J

(λjGj(λj , µj) + cj(µj)) + α(
∑
j∈J

λj − λ) (6.75)

s.t. 0 ≤ λj ≤ µ , j ∈ J .

Rewriting the Lagrangean objective function in equivalent form,

U(λ)− αλ+
∑
j∈J

[λj(α−Gj(λj , µj))− cj(µj)] ,

reveals that it is separable in λ and (λj , µj), j ∈ J , for any fixed value of α.
For the system as a whole the objective function, U(λ) − λα, is that of a

single-facility arrival-rate-optimization problem (cf. Chapter 2), with utility
function U(λ) and constant waiting-cost function, G(λ) ≡ α. The necessary
(and sufficient) optimality conditions for this problem are

U ′(λ) ≤ α , λ ≥ 0 ,
U ′(λ) = α , if λ > 0 .

The objective function for each facility j ∈ J is that of a single-facility social
optimization problem with variable arrival and service rates with a linear
utility function, αλj . The necessary optimality conditions for this problem
are

α ≤ Gj(λj , µj) + λj
∂

∂λj
Gj(λj , µj) , λj ≥ 0 , j ∈ J ,

α = Gj(λj , µj) + λj
∂

∂λj
Gj(λj , µj) , if λj > 0 , j ∈ J ,

c′(µj) = −λj
∂

∂µj
Gj(λj , µj) , j ∈ J .
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In Section 5.5.2 of Chapter 5 we saw that these conditions are not in general
sufficient for a global maximum pair, (λj , µj), because the objective function is
not in general jointly concave, even when Hj(λj , µj) = λjGj(λj , µj) is convex
in λj and convex in µj , and cj(µj) is convex in µj (our default assumptions).

Combining the optimality conditions for the system with those for each
facility and adding the constraint,

∑
j∈J λj = λ, leads to the following KKT

conditions, which are necessary (but not in general sufficient) conditions for
the original problem:

U ′(λ) ≤ α , λ ≥ 0 , (6.76)
U ′(λ) = α , if λ > 0 , (6.77)

λ =
∑
j∈J

λj , (6.78)

α ≤ Gj(λj , µj) + λj
∂

∂λj
Gj(λj , µj) , λj ≥ 0 , j ∈ J , (6.79)

α = Gj(λj , µj) + λj
∂

∂λj
Gj(λj , µj) , if λj > 0 , j ∈ J , (6.80)

c′(µj) = −λj
∂

∂µj
Gj(λj , µj) , j ∈ J . (6.81)

As in the single-facility problem, because of the lack of joint concavity, it
is not enough simply to look for a solution to these conditions. A more care-
ful analysis is called for. The following example illustrates the complications
which may arise.

6.3.2.1 Example: Linear Utility Function

Suppose the utility function is linear: U(λ) = r · λ. Then the original social
optimization problem (6.74) is separable and the objective function can be
maximized separately for each facility j ∈ J .

We shall follow the approach for a single-facility problem introduced in
Section 5.5.2.3 of Chapter 5. The social optimization problem for each facility
j takes the form

max
λj ,µj

Bj(λj , µj) := r · λj − λjG(λj , µj)− cj(µj)

s.t. 0 ≤ λj < µj ≤ µ̄j ,

where µ̄j ≤ ∞. We make the following assumptions (cf. Assumptions 2 and 3
in Section 5.5.2.3 of Chapter 5).

Assumption 1 At each facility j, the service cost, cj(µj), is a concave,
strictly increasing, and differentiable function of µj ∈ [0, µ̄j ].

Assumption 2 The waiting cost per unit time, Hj(λj , µj) = λjG(λj , µj),
takes the form

Hj(λj , µj) = fj(λj/µj) ,
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where fj(ρ) is a convex, strictly increasing, and differentiable function of ρ ∈
[0, 1), with fj(0) = 0 and limρ→1 fj(ρ) =∞ and fj(ρ) =∞ for ρ ≥ 1.

For a given value of µj , let λj(µj) denote the value of λj that maximizes
the objective function, Bj(λj , µj), for facility j, subject to 0 ≤ λj < µj .
Let µj0 be the unique solution to r = Gj(0, µj). Then for 0 ≤ µj ≤ µj0,
we have λj(µj) = 0. For µj > µj0, λj(µj) maximizes the concave function,
r · λj − fj(λj/µj), and is therefore a solution to the optimality condition,

r =
(

1
µj

)
f ′j(λj/µj) . (6.82)

Let ψj(µj) := Bj(λj(µj), µj), µj ≥ 0. Then

ψj(µj) = r · λj(µj)− fj(λj(µj)/µj)− cj(µj) .

It follows from Theorem 5.8 that ψj(µj) is not concave. Rather, it is a convex
function of µj and therefore attains its maximum at a boundary point of the
feasible region for µj . Hence, the socially optimal pair, (λsj , µ

s
j) for facility j

is either (0, 0) or (λj(µ̄j), µ̄j).
Thus we see that each facility will either be closed or operate at the maxi-

mum possible service rate.

Of course, a linear utility function is an extreme case. When the utility
function is strictly concave, the optimal solution, µsj , for a particular facility
j may lie at an interior point of the feasible region, [0, µ̄j ], for that facility.
However, it may still be the case that there are multiple solutions to the
necessary KKT conditions, some of which are relative minima, rather than
maxima, of the objective function for social optimization.

6.3.2.2 Fixed Total Arrival Rate: Facility Dominance

Now consider the social optimization problem in which the total arrival rate
λ is fixed. The problem now takes the form:

min
{λj ,µj}

∑
j∈J

(λjGj(λj , µj) + cj(µj))

s.t.
∑
j∈J

λj = λ , (6.83)

0 ≤ λj ≤ λ , j ∈ J .

(The addition of the redundant constraints, λj ≤ λ, is without loss of opti-
mality.)

Once more we use a Lagrange multiplier to eliminate the equality constraint
on the total arrival rate. Consider the following Lagrangean minimization
problem:

min
{λj ,µj}

∑
j∈J

(λjGj(λj , µj) + cj(µj))− α(
∑
j∈J

λj − λ) (6.84)

s.t. 0 ≤ λj ≤ λ , µj > λj , j ∈ J .
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One can easily verify that, if {λj , µj , j ∈ J} achieve the minimum in the
Lagrangean problem for given α and

∑
j∈J λj = λ, then {λj , µj , j ∈ J} are

optimal for the original problem. Rewriting the Lagrangean objective function
in equivalent form (omitting the constant term, αλ),∑

j∈J
[λj(Gj(λj , µj)− α) + cj(µj)] ,

reveals that it is separable in (λj , µj), j ∈ J , for any fixed value of α. Thus,
we can minimize the objective function separately with respect to the arrival
and service rate, (λj , µj), at each facility j ∈ J , subject to 0 ≤ λj ≤ λ.

The Lagrangean minimization problem for each facility j is equivalent to
a single-facility social optimization problem with variable arrival and service
rates, with a linear utility function, αλj , in which the objective function (to
be maximized) is

Bj(λj , µj ;α) := αλj − λjGj(λj , µj) + cj(µj) .

Even under our default assumptions that Hj(λj , µj) = λjGj(λj , µj) is convex
in λj and convex in µj and cj(µj) is convex in µj , we know that Bj(λj , µj ;α)
need not be jointly convex in λj and µj . Indeed, when cj(µj) is linear (or, more
generally, concave) the optimal solution may lie at an extreme point of the
feasible region for (λj , µj). We analyzed this problem in the previous section,
with an upper bound on µj rather than on λj . Essentially the same analysis
applies here, except that the upper bound on µj is now implicit rather than
explicit.

As in the previous section, we shall make Assumptions 1 and 2. Let µj0 be
the unique solution to α = Gj(0, µj). Let µj1 be the unique solution to

α =
(

1
µj

)
f ′j(λ/µj) .

For µj0 < µj < µj1, let λ̃j(µj) be the unique solution to

α =
(

1
µj

)
f ′j(λj/µj) .

Let λj(µj) be the value of λj that maximizes Bj(λj , µj ;α) over 0 ≤ λj ≤ λ.
Then

λj(µj) := 0 , 0 ≤ µj ≤ µj0
:= λ̃j(µj) , µj0 < µj < µj1

:= λ , µj1 ≤ µj .

Now let µj(λ) denote the value of µj that maximizes Bj(λ, µj ;α) over µj > λ.
Let ψj(µj) := Bj(λj(µj), µj ;α), 0 ≤ µj < ∞. It follows from the analysis
of the case of a linear utility function in the previous section that ψj(µj) is
convex in µj ∈ [0, µj1] and therefore the maximum of ψj(µj) over this range
occurs either at µj = 0 or µj = µj(λ).

Thus we have proved the following lemma.
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Lemma 6.13 Under Assumptions 1 and 2, for any α ≥ 0 the optimal pair,
(λj(α), µj(α)) for the Lagrangean maximization problem for facility j,

max
{λj ,µj}

Bj(λj , µj ;α) := αλj − λjGj(λj , µj)− cj(µj)

s.t. 0 ≤ λj ≤ λ , µj > λj ,

is either (0, 0) or (λ, µj(λ)).

It remains to find a value of α for which the solutions to these Lagrangean
problems together satisfy the constraint,

∑
j∈J λj = λ. From Lemma 6.13 we

see that this will be the case if and only if, for some j ∈ J , we have λj = λ,
with λk = 0, for k 6= j.

Thus we have the following theorem.

Theorem 6.14 Under Assumptions 1 and 2, the socially optimal allocation
of arrival rates and service rates for the problem with a fixed total arrival rate
assigns all traffic to one facility (facility dominance).

Which facility j dominates depends, of course, on the value of λ. Because of
the continuity of the functions involved, for each facility j there is a (possibly
empty) interval of values of λ over which facility j dominates. The set of all
such intervals constitutes a partition of the interval [0,∞) of possible values
for λ.

The following example illustrates this phenomenon.

Example: M/M/1 Facilities with Linear Waiting and Service Costs.

Consider a system of n parallel facilities, in which facility j ∈ J = {1, . . . , n}
operates as an M/M/1 queue in steady state, with variable arrival rate, λj ,
and variable service rate, µj . The waiting cost per customer per unit time at
facility j is hj , so that

Gj(λj , µj) =
hj

µj − λj
, 0 ≤ λj < µj .

The service-cost function at each facility j ∈ J is linear:

cj(µj) = cj · µj , µj ≥ 0 .

We analyzed the single-facility version of this model in Section 1.3 of Chap-
ter 1.

For this model, the Lagrangean maximization problem for facility j takes
the form

max
{λj ,µj}

Bj(λj , µj ;α) := α · λj −
λjhj
µj − λj

− cj · µj

s.t. 0 ≤ λj ≤ λ , µj > λj .

For a given α, we have

Bj(λ, µj(λ);α) = (α− cj)λ− 2
√
λhjcj ,
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from which it follows that

λj(α) =
{

0 , if α ≤ cj + 2
√
hjcj/λ

λ , if α > cj + 2
√
hjcj/λ

.

As a function of λ, define

αk(λ) := ck + 2
√
hkck/λ , k ∈ J ,

and
j(λ) := arg min

{k∈J}
αk(λ) .

Then among all the facilities, k ∈ J , facility j = j(λ) attains the minimum to-
tal cost when assigned the total arrival rate, λ. That is, Cj(λ) = mink∈J Ck(λ),
where

Ck(λ) := ckλ+ 2
√
λhkck = λαk(λ) , k ∈ J .

For a given λ, let j = j(λ). The socially optimal arrival rates λsk, k ∈ J are
given by

λsj = λ ; λsk = 0 , k 6= j .

The socially optimal service rates are

µsj = µj(λ) = λ+
√
λhj/cj ; µsk = 0 , k 6= j .

How does the value of λ affect which facility is dominant? For a particular
value of λ, facility j dominates facility k if and only if αj < αk. (Note that
we are construing dominance in a strict sense here.) It follows that

1. If cj < ck and hjcj < hkck, then facility j dominates facility k for all
λ > 0.

2. If cj > ck and hjcj < hkck, then

facility j dominates facility k for 0 < λ < 4

(√
hkck −

√
hjcj

cj − ck

)2

,

facility k dominates facility j for λ > 4

(√
hkck −

√
hjcj

cj − ck

)2

.

Figure 6.5 illustrates the dominance relations for three parallel facilities,
with

c1 = 10 , h1 = 90 ;
c2 = 20 , h2 = 20 ;
c3 = 30 , h3 = 30 .

6.3.2.3 Variable Total Arrival Rate: Facility Dominance

Now let us return to the social optimization problem in which the total arrival
rate λ is variable. Throughout this section we again make Assumptions 1 and
2.
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Figure 6.5 Facility Dominance as a Function of λ

Recall that the general form for this problem is:

max
{λ,λj ,µj}

U(λ)−
∑
j∈J

(λjGj(λj , µj) + cj(µj))

s.t.
∑
j∈J

λj = λ , (6.85)

0 ≤ λj < µj , j ∈ J .

Now for any particular value of λ (including, of course, the socially optimal
value), the facility arrival rates, {λj , j ∈ J}, must maximize the above objec-
tive function with λ fixed at that value. That is, they must be optimal for the
problem discussed in the previous section, which takes the form:

min
{λj ,µj}

∑
j∈J

(λjGj(λj , µj) + cj(µj))

s.t.
∑
j∈J

λj = λ , (6.86)

0 ≤ λj ≤ λ , j ∈ J .

But we have shown (cf. Theorem 6.14) that an optimal solution to this problem
exhibits facility dominance; that is, λj = λ, λk = 0, k 6= j, for some j ∈ J . It
follows from the above reasoning that the same will be true for the problem
with a variable total arrival rate, and therefore we have the following theorem.

Theorem 6.15 Under Assumptions 1 and 2, the socially optimal allocation
of arrival rates and service rates for the problem with a variable total arrival
rate assigns all traffic to one facility (facility dominance).

Consider a particular facility j. As we observed in the previous section,
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facility j will be dominant over a (possibly empty) interval of values of λ,
say [λj , λ̄j ], where λj ≤ λ̄j . Over this interval, the objective for the social
optimization problem is to maximize U(λ)− Cj(λ), where (j ∈ J)

Cj(λ) := min
µj>λ
{λG(λ, µj) + cj(µj)} , λ ≥ 0 . (6.87)

Since Cj(λ) is concave (cf. Section 6.3.2.1), the function U(λ)−Cj(λ) may not
be concave. (Indeed, it may be convex, as is the case when the utility function
is linear: U(λ) = r · λ.) Thus the maximum of U(λ)−Cj(λ) over the interval,
[λj , λ̄j ], may occur at one of the endpoints or at a point in the interior of the
interval at which the optimality condition,

U ′(λ) = C ′j(λ) ,

holds. (There may be more than one such point.)
Following the approach suggested by the above observations, there is no easy

way to solve the social optimization problem without additional conditions on
the functions involved. One must identify the intervals, [λj , λ̄j ], over which
each facility j dominates, and then find the optimal value of λ over each such
interval, which, as we have noted, may require comparing several candidate
solutions.

An alternative approach is first to solve a separate optimization problem for
each facility j, in which one seeks the pair (λj , µj) that achieves the maximum
in the following single-facility problem:

max
λj ,µj

Uj(λj , µj) := U(λj)− λjGj(λj , µj)− cj(µj)

s.t. 0 ≤ λj < µj .

We discussed problems of this form in Section 5.5.2 of Chapter 5. There we
saw that there may in general be more than one solution to the necessary KKT
conditions, and hence we must compare the value of the objective function,
Uj(λj , µj), at the various solutions to identify which one is globally optimal.

Let (λ∗j , µ
∗
j ) denote the globally optimal pair for the above problem. Then,

in order to find the socially optimal allocation, (λs, λsk, µ
s
k, k ∈ J), for the

multi-facility problem, we must identify the facility j that achieves

max
{j∈J}

Uj(λ∗j , µ∗j ) .

This is the dominant facility and the socially optimal solution is given by

λsj = λ∗j , µ
s
j = µ∗j ;

λsk = 0 , µsk = 0 , k 6= j .

Again we use a simple example to illustrate these points.

Example: M/M/1 Facilities with Linear Waiting and Service Costs.

Consider (again) a system of n parallel facilities, in which facility j ∈ J =
{1, . . . , n} operates as an M/M/1 queue in steady state, with variable arrival
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rate, λj , and variable service rate, µj . The waiting cost per customer per unit
time at facility j is hj , so that

Gj(λj , µj) =
hj

µj − λj
, 0 ≤ λj < µj .

The service-cost function at each facility j ∈ J is linear:

cj(µj) = cj · µj , µj ≥ 0 .

For any given utility function, U(λ), because of facility dominance, the
social optimization problem may be written as

max
{λ}

U(λ)− C(λ)

s.t. λ ≥ 0

where C(λ) := minj∈J Cj(λ) and (cf. equation (6.87) above)

Cj(λ) = min
{µj>λ}

{λGj(λ, µj) + cj(µj)} , λ ≥ 0 , j ∈ J .

For the present example, we have

Cj(λ) = cj · λ+ 2
√
λhjcj , λ ≥ 0 , j ∈ J .

Suppose the utility function is given by

U(λ) = aλ

(
1− λ

2Λ

)
, 0 ≤ λ ≤ Λ .

Note that U(λ) is (strictly) increasing and (strictly) concave, with

U ′(λ) = a(1− λ/Λ) ,

over the interval [0,Λ]. (Recall that this utility function arises in the case
where potential customers arrive at rate Λ and follow a probabilistic joining
rule, with a uniform reward distribution, F (r) = r/a, 0 ≤ r ≤ a, in which case
we have U ′(λ) = F̄ (λ/Λ). See Section 2.4 of Chapter 2 and Section 5.5.2.1 of
Chapter 5.)

For the same three-facility example as in the previous section, with the
above utility function, with a = 50, Λ = 100, we have graphed the functions
U ′(λ) and C ′(λ) in Figure 6.6. Note that C ′(λ) has a discontinuity at λ =
40, where dominance switches from facility 2 to facility 1. The points where
the graphs of U ′(λ) and C ′(λ) intersect are the candidates for an interior
optimum.∗ In this case, there are two such points, λ1 and λ2. The former is a
relative minimum of the objective function and the latter a relative maximum.
The value of the objective function at λ2 must be compared to the value at
λ = 0 to determine the global maximum.

∗ More generally, any point at which U ′(λ−) − C′(λ−) ≥ 0 ≥ U ′(λ) − C′(λ) is a relative
maximum and hence a candidate for the global maximum.
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Figure 6.6 Graphs of U ′(λ) and C′(λ) for Parallel-Facility Example

6.3.3 Facility Optimality

Now we consider the system from the point of view of a facility operator
whose goal is to set service rates and tolls that will maximize its revenue.
As was the case with fixed service rates, each of the facilities may have its
own operator (competing facilities), or there may be a single operator who
manages all the facilities (cooperating facilities). We shall consider the case of
cooperating facilities first.

6.3.3.1 Cooperating Facilities

Suppose a single operator (or a team of cooperating operators) sets the tolls,
δj , and service rates, µj , for all facilities j ∈ J . The goal is to maximize the
total profit, ∑

j∈J
[λjδj − cj(µj)] ,

that is, the revenue received from the tolls paid by the entering customers
minus the sum of the service costs.

Assuming (as usual) that the arriving customers are individual optimizers,
any particular set of service rates, µj , and tolls, δj , will result in arrival rates
λj that satisfy the equilibrium conditions, (6.68)-(6.73), which we rewrite here
in equivalent form:

U ′(λ) ≤ δj +Gj(λj , µj) , λj ≥ 0 , j ∈ J ,
U ′(λ) = δj +Gj(λj , µj) , , if λj > 0 , j ∈ J ,∑
j∈J

λj = λ .
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(Here, for simplicity, we are again assuming that λ > 0.)
Using the same arguments as in Section 6.1.3.1 we can show that finding

the facility optimal arrival rates, λfj , and service rates, µfj , j ∈ J , reduces to
solving the following problem:

max
{λ,λj ,µj ,j∈J}

λU ′(λ)−
∑
j∈J

(λjGj(λj , µj) + cj(µj))

s.t.
∑
j∈J

λj = λ ,

0 ≤ λj < µj , j ∈ J .

A set of facility-optimal tolls, δf , then must satisfy the following conditions:

δj ≥ U ′(λf )−Gj(λfj , µ
f
j ) , j ∈ J

= U ′(λf )−Gj(λfj , µ
f
j ) , if λfj > 0 , j ∈ J ,

where λf :=
∑
j∈J λ

f
j .

The above optimization problem is equivalent to a social optimization prob-
lem in which the utility function U(λ) is replaced by λU ′(λ) (cf. the analysis
of the facility optimization problem in the case of a single facility in Sec-
tion 2.1.3 of Chapter 2). Hence we can apply the analysis of the previous
section. Now, however, in addition to the possible non-joint-convexity of the
waiting-cost functions, λjGj(λj , µj), we must contend with the fact that the
function, λU ′(λ), may not be concave. (It may also fail to be nondecreasing.)

6.3.3.2 Cooperating Facilities: Fixed Total Arrival Rate

In this subsection we consider the cooperative facility optimal solution in the
case of a fixed total arrival rate λ. The problem takes the following form:

max
{π,λj ,µj ,δj ,j∈J}

∑
j∈J

[λjδj − cj(µj)]

s.t. π ≤ δj +Gj(λj , µj) , j ∈ J ,
π = δj +Gj(λj , µj) , , if λj > 0 , j ∈ J ,∑
j∈J

λj = λ ,

0 ≤ λj < µj , j ∈ J .

Again, we can transform this problem into one in which the only decision
variables are π and λj , µj , j ∈ J , namely:

max
{π,λj ,µj ,j∈J}

λπ −
∑
j∈J

[λjGj(λj , µj)− cj(µj)] (6.88)

s.t.
∑
j∈J

λj = λ ,

0 ≤ λj < µj , j ∈ J .
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A set of facility-optimal tolls, δf , then must satisfy the following conditions:

δj ≥ π −Gj(λfj , µ
f
j ) , j ∈ J , (6.89)

= π −Gj(λfj , µ
f
j ) , if λfj > 0 , j ∈ J , (6.90)

where λf :=
∑
j∈J λ

f
j .

For any fixed value of π, since λ is fixed, the problem takes the following
form:

min
{λj ,µj ,j∈J}

∑
j∈J

[λjGj(λj , µj) + cj(µj)]

s.t.
∑
j∈J

λj = λ ,

0 ≤ λj < µj , j ∈ J .

We refer the reader to Section 6.3.2.2, where we studied this problem in
detail. In particular we showed (cf. Theorem 6.14) that, if Assumptions 1 and
2 hold, then an optimal allocation of arrival rates and service rates assigns all
traffic to one facility (facility dominance). Note that which facility receives all
the traffic depends on the parameter λ but not on π.

Now let π once again be a variable and consider the facility-maximization
problem (6.88). It follows that an optimal solution to this problem will assign
all traffic to a single facility, which does not depend on the value of π, and that
the objective function can be made arbitrarily large by allowing π to become
arbitrarily large, while choosing the tolls, δj , to satisfy the conditions (6.89)
and (6.90).

Thus we see that the facility-optimization problem with a fixed total arrival
rate and variable arrival and service rates at each facility has the unbounded-
profit property that we already observed (in Section 6.1.3.2) in the correspond-
ing problem with fixed service rates. Now, however, the optimal allocation of
arrival rates and service rates for each fixed value of π exhibits facility domi-
nance.

6.3.3.3 Cooperating Facilities: Variable Total Arrival Rate

We remarked earlier that the facility optimization problem with a variable
total arrival rate λ is equivalent to a social optimization problem in which
the utility function, U(λ), is replaced by Ũ(λ) := λU ′(λ). The analysis of this
problem thus combines the techniques used in the analysis of the single-facility
model (cf. Section 2.1.3 of Chapter 2) to deal with the fact that Ũ(λ) may fail
to be concave (or even nondecreasing) with the techniques used in Section 6.3.2
of this chapter to study the social optimization problem with variable arrival
and service rates, λj , µj , j ∈ J . We leave it to the reader to carry out this
analysis in detail, but note here that (once again) if Assumptions 1 and 2
hold, then an optimal allocation of arrival rates and service rates assigns all
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traffic to one facility (facility dominance). Since this property holds for any
fixed valuwe of the total arrival rate, λ, it holds regardless of whether Ũ(λ) is
concave or nondecreasing.

6.3.3.4 Cooperating Facilities: Heavy-Tailed Rewards

As in the model with fixed service rates, we are interested in what happens
in the cooperative multi-facility setting if λU ′(λ)→∞ as λ→ 0. Once again,
we expect that the facility operator will be able to earn an arbitrarily large
profit by choosing an arbitrarily small arrival rate (equivalently, charging an
arbitrarily large toll). But we also would like to know how the arrival and
service rates at each facility vary as λ→ 0.

We shall find it convenient to work with the formulation of the facility
optimization problem in terms of the arrival rates, λj , and service rates, µj ,
j ∈ J , as the decision variables:

max
{λ,λj ,µj ,j∈J}

λU ′(λ)−
∑
j∈J

(λjGj(λj , µj) + cj(µj))

s.t.
∑
j∈J

λj = λ ,

0 ≤ λj < µj , j ∈ J .

Now consider a fixed, arbitrary λ. Since λU ′(λ) is fixed, the optimal λj , j ∈ J ,
corresponding to this value of λ will solve the following minimization problem:

min
{λj ,µj ,j∈J}

∑
j∈J

(λjGj(λj , µj) + cj(µj))

s.t.
∑
j∈J

λj = λ , (6.91)

0 ≤ λj < µj , j ∈ J .

Again, we refer the reader to Section 6.3.2.2, where we showed (cf. Theo-
rem 6.14) that, if Assumptions 1 and 2 hold, then an optimal allocation of
arrival rates and service rates assigns all traffic to one facility (facility domi-
nance). In particular, for all sufficiently small λ, the same facility will receive
all the traffic. Without loss of generality, suppose it is facility 1. It follows that,
when λU ′(λ)→∞, the cooperating facility operators can earn an arbitrarily
large profit by directing all the traffic to facility 1 and charging arbitrarily
large tolls, in accordance with the above results.

The facility-dominance property used in this argument holds for all values
of the arrival rate, λ, but it requires Assumptions 1 and 2. If all we are
interested in is facility dominance for sufficiently small λ, it turns out that
we can establish this result under a weak assumption, following an approach
similar to that used in Section 5.5.2.3 of Chapter 5.

Assumption 3 For all j ∈ J , the service cost cj(µj) satisfies the following
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asymptotic condition:

lim inf
µj→∞

cj(µj)
µj

> 0 . (6.92)

As we observed in Section 5.5.2.3 of Chapter 5, Assumption 3 says that cj(µj)
grows asymptotically at least linearly.

Theorem 6.16 Suppose Assumption 3 holds. Then there exists λ0 > 0 such
that for 0 ≤ λ ≤ λ0, the optimal arrival and service rates for the problem with
a fixed total arrival rate, λ, given by (6.91), exhibit facility dominance. That
is, for some facility j ∈ J , λj = λ, µj = µj(λ), with λk = µk = 0, k 6= j.

Proof To solve problem (6.91), it suffices to solve the following Lagrangean
problem, where the Lagrange multiplier, α, is chosen so that

∑
j∈J λj(α) = λ:

min
{λj ,µj ,j∈J}

∑
j∈J

(λjGj(λj , µj) + cj(µj)− αλj)

s.t. 0 ≤ λj < µj , j ∈ J . (6.93)

(Here, λj(α), µj(α), j ∈ J , denote the optimal arrival and service rates for the
Lagrangean problem (6.93) as a function of the parameter, α.) The objective
function for this problem is separable and therefore can be solved separately
for each facility j ∈ J . The problem for a particular facility j can be written
as

max
{λj ,µj}

αλj − λjGj(λj , µj)− cj(µj)

s.t. 0 ≤ λj < µj .

Note that the optimal arrival rate for this problem, λj(α), is nondecreasing in
α.

We analyzed this problem in Section 5.5.2.3 of Chapter 5. From Assump-
tion 3 and Theorem 5.9, it follows that there exists a α0j > 0 such that, for
0 ≤ α ≤ α0j , the socially optimal arrival and service rates for this problem
are λj = 0 and µj = 0. Now let us order the facilities so that

α01 < α02 < . . . < α0n .

(For simplicity we assume strict inequalities. The modifications required to
allow for equalities are straightforward and we leave them to the reader.)
Then, for α01 < α ≤ α02, the optimal solution to the Lagrangean problem
(6.93) is

λ1 = λ1(α) > 0 , µ1 = µ1(α) > 0 ;
λk = 0 , µk = 0 , k 6= 1 .

Since λ1(α) is nondecreasing in α, it follows that there exists a λ0 > 0 such that
for 0 ≤ λ ≤ λ0, the value of α for which

∑
j∈J λj(α) = λ lies in (α01, α02].

Hence, for 0 ≤ λ ≤ λ0, the optimal solution to the problem has λ1 = λ,
µ1 = µ1(λ), with λk = µk = 0, k 6= 1.
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As a corollary of this theorem, we have

Corollary 6.17 Suppose Assumption 3 holds and λU ′(λ) → ∞ as λ → 0.
Then the cooperative facility optimal solution has an unbounded objective func-
tion as λ→ 0. The optimal solution consists in allocating the total arrival rate,
λ, to facility 1 (the facility j with the minimal α0j), that is, setting λ1 = λ
and µ1 = µ1(λ), and then letting λ→ 0.

6.3.3.5 Competing Facilities

Suppose now that each facility has an operator who sets the service rate and
the toll at that facility and whose goal is to maximize the total profit at that
facility,

λjδj − cj(µj) ,
that is, the revenue received from the tolls paid by the customers who use
that facility minus the service cost.

Assuming (as usual) that the arriving customers are individual optimizers,
any particular set of values for the service rates, µj , and the tolls, δj , j ∈ J ,
will result in arrival rates λj that satisfy the equilibrium conditions,

U ′(λ) ≤ δj +Gj(λj , µj) , λj ≥ 0 , j ∈ J ,
U ′(λ) = δj +Gj(λj , µj) , , if λj > 0 , j ∈ J ,∑
j∈J

λj = λ .

Each of the (competing) revenue-maximizing facility operators seeks to find
values for the toll and service rate at its facility that maximize its profit, with
the above equilibrium conditions as constraints. We seek a Nash equilibrium
solution for the tolls, that is, a set of values for (µj , δj), j ∈ J , such that, at
each facility j, the pair (µj , δj) maximizes the profit, λjδj − cj(µj), at that
facility, assuming that (µk, δk), k 6= j, do not change. In other words, no
facility operator can benefit (i.e., achieve a larger revenue at its facility) by
unilaterally changing the value of its service rate or toll.

Thus, the set of service rates and tolls (µk, δk), k ∈ J , satisfies the Nash-
equilibrium characterization with respect to that facility, if the pair (µj , δj),
achieves the maximum in the following problem:

max
{π,λ,µj ,δj ;λk,k∈J}

λjδj − cj(µj)

(Fj) s.t. π ≤ δk +Gk(λk, µk) , k ∈ J ,
π = δk +Gk(λk, µk) , if λk > 0 , k ∈ J ,∑
k∈J

λk = λ ,

U ′(λ) = π ,

0 ≤ λk < µk , k ∈ J ,

with µk, δk, k 6= j, fixed.
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When all arrival rates are positive, we can use the constraint, π = δj +
Gj(λj), to substitute for δj in the objective function. Then an equivalent
formulation of the optimization problem for facility j is the following:

max
{π,λ,µj ,δj ;λk,k∈J}

λj(π −Gj(λj , µj))

(Fj) s.t. U ′(λ) = π ,

π = δk +Gk(λk) , k ∈ J ,∑
k∈J

λk = λ ,

with δk, µk, k 6= j, fixed. In this case, the set (µj , δj), j ∈ J , constitutes a
Nash equilibrium for the competing facility operators if, together with a set of
arrival rates λj , j ∈ J , total arrival rate λ, and full price π, they simultaneously
solve the optimization problems (Fj) for all j ∈ J .

We shall consider only the case of a fixed total arrival rate. The analysis of
the case of a variable total arrival rate can be carried out by a combination
of the techniques used for a fixed total arrival rate with those used in Sec-
tion 6.1.3.7 for the case of fixed service rates and a variable total arrival rate.
We leave this to the reader.

6.3.3.6 Competing Facilities: Fixed Total Arrival Rate

In this subsection we consider the competitive facility-optimal solution in the
case of a fixed total arrival rate λ. We focus on the case in which all facility
arrival rates are positive.

We shall begin our analysis with the special case n = 2. In this case the
optimization problem for facility 1 takes the form,

max
{π,µ1,δ1,λj ,j=1,2}

λ1δ1 − c1(λ1)

s.t. π = δ1 +G1(λ1, µ1) ,
π = δ2 +G2(λ2, µ2) ,
λ1 + λ2 = λ ,

with µ2 and δ2 fixed. Using the equality constraints to eliminate the variables
π and λ2, we obtain the following equivalent formulation:

max
{λ1,µ1,δ1}

λ1δ1 − c1(µ1)

s.t. δ1 = δ2 +G2(λ− λ1, µ2)−G1(λ1, µ1) ,
0 ≤ λ1 ≤ λ .

Using the equality constraint to substitute for δ1 in the objective function
yields

max
{λ1,µ1}

λ1(δ2 +G2(λ− λ1, µ2)−G1(λ1, µ1))− c1(µ1)

s.t. δ1 = δ2 +G2(λ− λ1, µ1)−G1(λ1, µ1) ,
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0 ≤ λ1 ≤ λ .

As in the case of fixed service rates (cf. Remark 12 in Section 6.1.3.6), for
fixed δ2 and µ2 we can set

U ′1(λ1) = δ2 +G2(λ− λ1, µ2) ,

and write the above optimization problem equivalently as

max
{λ1,µ1}

λ1U
′(λ1)− λ1G1(λ1, µ1))− c1(µ1)

s.t. 0 ≤ λ1 ≤ λ , (6.94)

and then use the constraint,

δ1 = δ2 +G2(λ− λ1, µ2)−G1(λ1, µ1) ,

to define the toll, δ1. Problem (6.94) takes the form of a facility optimization
problem for a single facility with variable arrival and service rates, which we
considered in Section 5.5.3 of Chapter 5. Recall that it may or may not have
a unique solution, depending on whether

1. the transformed utility function,

Ũ1(λ1) := λ1U
′(λ1) ,

is concave; and

2. the cost function,

C1(λ1) := λ1G1(λ1, µ1(λ1))− c1(µ1(λ1)) ,

is convex.

Here, as usual, we are defining µ1(λ1) as the value of the service rate, µ1, that
solves the minimization problem:

min
{µ1}

λ1G1(λ1, µ1) + c1(µ1)

s.t. µ1 > λ1 .

We sketch the analysis of this problem here, leaving the details (and the
extension to more than two facilities) to the reader.

First, suppose Ũ1(λ1) is concave and C1(λ1) is convex. Then the objec-
tive function in Problem (6.94) is concave in λ1 and has a unique solution.
If the corresponding concave/convex conditions hold for the corresponding
optimization problem for facility 2, with δ1 and µ1 fixed, then this problem
also has a unique solution. This problem is essentially equivalent to the prob-
lem discussed in Section 6.1.3.6, with λ1G1(λ1) replaced by C1(λ1), and the
analysis carried out there may also be applied here.

Now suppose C(λ1) is concave. Recall that this is the case if c1(λ1) satis-
fies Assumption 1 and H1(λ1, µ1) = λ1G1(λ1, µ1) satisfies Assumption 2 (cf.
Section 6.3.2.1). Then, depending on the properties of the transformed utility
function, Ũ1(λ1), the objective function in Problem (6.94) may have several
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local maxima. In particular, the global maximum may occur at one of the two
extreme points, λ1 = 0 (with µ1 = 0) or λ1 = λ (with µ1 = µ1(λ)).

The Nash equilibrium for the competing two facilities must simultaneously
solve Problem (6.94) and the corresponding problem for facility 2, with δ1 and
µ1 fixed. If one or both of these problems has multiple local maxima, then in
general there may also be multiple Nash equilibria.

6.4 Endnotes

Section 6.1.2.2

The material in this section is largely based on Bell and Stidham [18].

Section 6.2.1.3

For a reference on networks in which the traffic equations (6.67) hold and
have a unique solution, see, e.g., Kelly [103]).





CHAPTER 7

Single-Class Networks of Queues

In this chapter we show how some of the models and techniques presented in
the previous chapters can be extended to networks of queues. A network of
queues is a system consisting of several service facilities connected by logical
or physical links along which customers move from one facility to another,
in some cases choosing among alternative paths through the system. In the
previous chapter we studied systems of parallel queueing facilities, which are
the simplest examples of networks of queues: each path through the system
contains exactly one facility. As we shall see, many of the results for such sys-
tems carry over without too much additional effort to more general networks
of queues. But there are also some important differences and new results.

This chapter focuses on a network of queues with a single class of customers.
Multi-class networks of queues are the subject of the next chapter.

7.1 Basic Model

In Section 6.1 of Chapter 6 we studied a model for selection of the arrival rate
λj to each facility j among a set of parallel facilities. The jobs were assumed
to belong to a single class, with a given utility function, but different facilities
could have different delay-cost functions. The general model of this chapter is
a generalization of this model; there is still a single class of jobs, but the set
of parallel facilities is replaced by a network of queues.

The total arrival rate to the system, λ, is a decision variable. The set of
feasible values for λ is denoted by A. Our default assumption is that A =
[0,∞). The system earns a utility, U(λ), per unit time when the total arrival
rate is λ. As usual, we assume that U(λ) is nondecreasing, differentiable, and
concave in λ ≥ 0. The system is now a network consisting of a set J of facilities
and a set R of routes. Each route r ∈ R consists of a subset of facilities, and
we use the notation j ∈ r to indicate that facility j is on route r.∗

∗ This abstract characterization of a network is sufficiently general to include both classical
models of networks of queues and road traffic networks, as well as more recent models
of communication networks. In queueing-network models (e.g., a Jackson network), each
queue (service facility) is modeled as a node, with a directed arc from node j to node k if
service at queue j may be followed immediately by service at queue k. In communication-
network models it is more common (and more natural) to consider each transmission link
as a service facility, with a queue of jobs (messages or packets) at the node (router/server)
at the head of the link, waiting to be transmitted. In road traffic networks, both nodes
(intersections) and links (road segments between intersections) are service facilities in
the sense that they are potential sources of congestion and waiting.

279
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Each job that enters the system must be assigned to one of the routes,
r ∈ R. Let λr denote the flow assigned to route r, r ∈ R. The flows, λr, r ∈ R,
are decision variables, subject to the constraint that the total flow must equal
λ: ∑

r∈R
λr = λ .

As in many of our previous models we assume that at each facility the
average waiting cost per job is a function of the flow (arrival) rate at that
facility. The flow rate νj at each facility j is the sum of the flow rates on all
the routes that use that facility:

νj =
∑
r:j∈r

λr , j ∈ J .

Let Gj(νj) denote the average waiting cost of a job at facility j. We make
the same assumptions about each function Gj(νj) as we made for G(λ) in
the single-facility model: that Gj(νj) takes values in [0,∞] and is strictly
increasing and differentiable in νj , 0 ≤ νj <∞.

Let Hj(νj) = νjGj(νj): the average waiting cost per unit time at facility j,
j ∈ J . We assume that Hj(νj) is convex in νj ≥ 0, j ∈ J .

Given the flow rates, νj , at the various facilities, the total waiting cost
incurred by a job that follows a particular route is the sum of the resulting
waiting costs at the facilities on that route:∑

j∈r
Gj(νj) , r ∈ R .

There may also be a toll δj which is charged to each customer who uses
facility j, j ∈ J . In this case the total cost (full price) for a job assigned to
route r is given by ∑

j∈r
(δj +Gj(νj)) .

As in the previous models for selection of arrival rates, the solution to the
decision problem depends on who is making the decision and what criteria
are being used. The decision may be made by the individual customers, each
concerned only with its own net utility (individual optimality), by an agent for
the customers as a whole who might be interested in maximizing the aggre-
gate net utility to all customers (social optimality), or by a system operator
interested in maximizing profit (facility optimality).

7.2 Individually Optimal Arrival Rates and Routes

As usual, a natural starting point for all the optimality criteria is the notion of
individually optimal (equilibrium) arrival rates. In this case (roughly speaking)
the arrival rates are chosen so as to balance the marginal utility per unit time
with the full price on each route that is used.

Once again it is useful to separate the decision about the total arrival rate
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λ from the decision about the flow rates λr on each route r. As in the single-
facility model (Chapter 2) and the parallel-facility model (Chapter 6), the
total arrival rate is found by equating the marginal utility to the price per
unit of flow. Let π denote the price. Then the equilibrium arrival rate, λe, for
the system as a whole is the unique solution of

U ′(λ) = π , (7.1)

in the interval [0,∞), provided such a solution exists. This is the case if and
only if U ′(0) ≥ π. If U ′(0) < π, then λe := 0.

The next step is to calculate the full price π and, in the process, to determine
the equilibrium arrival rate, λer, on each route r ∈ R. Of course, if λe = 0,
then λer = 0 for all r ∈ R. Suppose λe > 0, in which case U ′(λe) = π. Consider
the behavior of a marginal user who joins the system. At equilibrium, such a
user will choose a route that offers the minimum full price, which implies that

π = min
r∈R

∑
j:j∈r

(δj +Gj(νj))

If, to the contrary, a route with a larger full price receives positive flow, then
such a solution cannot be an equilibrium, since there is an incentive to divert
some of this flow to a route that achieves the minimum price. Thus λer > 0
only if

∑
j:j∈r(δj +Gj(νj)) = π.

We can summarize these observations as follows. An allocation of flows,
(λr, r ∈ R), is individually optimal (denoted (λer, r ∈ R)) if and only if it
satisfies the following system of equations and inequalities:

U ′(λ) ≤ π , (7.2)
λ(π − U ′(λ)) = 0 , (7.3)∑

r∈R
λr = λ , (7.4)∑

j:j∈r
(δj +Gj(νj)) ≥ π , r ∈ R , (7.5)

λr

∑
j:j∈r

(δj +Gj(νj))− π

 = 0 , r ∈ R , (7.6)

∑
r:j∈r

λr = νj , j ∈ J , (7.7)

λr ≥ 0 , j ∈ J . (7.8)

The formulation of this problem is essentially the same as that for the
parallel-facility model, except that now each facility is replaced by a route,
which may consist of several facilities. Moreover, the fact that different routes
may share the same facility leads to interactions which make the solution of
the problem more difficult and the properties of that solution more complex.

Using an argument similar to that used for parallel facilities, we can es-
tablish that the equilibrium conditions for an individually optimal allocation
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have a unique solution. As in Section 6.1.1 of Chapter 6, we can show that
the equilibrium conditions are the (necessary and sufficient) optimality con-
ditions for a related maximization problem with a concave objective function
and linear constraints. The maximization problem is the following:

max
{λ;λr,r∈R;νj∈J}

U(λ)−
∑
j∈J

∫ νj

0

(δj +Gj(η))dη

s.t.
∑
r∈R

λr = λ ,∑
r:j∈r

λr = νj ,

λr ≥ 0 , r ∈ R .

Since the objective function is jointly concave in (λ, νj , j ∈ J) and the con-
straints are linear, the KKT conditions are necessary and sufficient for a global
maximum to this problem. These conditions have a unique solution and it is
easily verified that they are identical to the equilibrium conditions, (6.2)-(6.7),
for an individually optimal solution.

7.3 Socially Optimal Arrival Rates and Routes

Now let us consider the problem from the point of view of social optimization.
The objective is to choose the system arrival rate, λ, and flow rates, λr, for
each route r ∈ R, to maximize the steady-state expected net benefit (utility
minus waiting costs) per unit time. Thus the problem takes the form:

max
{λ;λr,r∈R;νj ,j∈J}

U(λ)−
∑
r∈R

λr
∑
j:j∈r

Gj(νj)

(S) s.t.
∑
r∈R

λr = λ ,∑
r:j∈r

λr = νj ,

λr ≥ 0 , r ∈ R .

We shall use a Lagrange multiplier to eliminate the constraint on the total
arrival rate. The Lagrangean problem is:

max U(λ)−
∑
r∈R

λr
∑
j:j∈r

Gj(νj)− α

(∑
r∈R

λr − λ

)
s.t.

∑
r:j∈r

λr = νj , j ∈ J ,

λr ≥ 0 , r ∈ R ,

λ ≥ 0 .

The solution is parameterized by α, which can be interpreted as an imputed
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cost per unit time per unit of arrival rate. Rewriting the objective function in
equivalent form,

U(λ)− αλ+
∑
r∈R

λr(α−
∑
j:j∈r

Gj(νj)) ,

reveals that it is separable in λ and λj , j = 1, . . . ,m, for any fixed value of α.
Thus we can maximize the objective function separately with respect to the
arrival rate λ for the system as a whole and with respect to the arrival rate
λj for each facility j. If the resulting solution satisfies the linking constraint∑

r∈R
λr = λ ,

then it is optimal for the original problem.
For the system as a whole the problem takes the form of a single-facility

arrival-rate-optimization problem (cf. Chapter 2), with utility function U(λ)
and constant waiting-cost function, G(λ) ≡ α. That is,

max U(λ)− αλ
s.t. λ ≥ 0 .

We know how to solve this problem and the reader may consult Chapter 2
for the details. For example, if U(·) is differentiable, then we know that λ
maximizes U(λ)− αλ if (and only if) either

(i) λ > 0 and U ′(λ) = α, or
(ii) λ = 0 and U ′(0) ≤ α .

For each r ∈ R, the optimal value of λr for the Lagrangean problem has
the following characterization (together with the defining constraints, νj =∑
s:j∈s λs, j ∈ J):

α ≤
∑
j:j∈r

(Gj(νj) + νj
∂

∂νj
Gj(νj)) , λr ≥ 0 ,

α =
∑
j:j∈r

(Gj(νj) + νj
∂

∂νj
Gj(νj)) , if λr > 0 .

As mentioned above, a solution λ, λr, r ∈ R, to these conditions will be
optimal for the original problem if α is chosen so that the constraint,

∑
r∈R λr =

λ, is satisfied.
Thus we see that a socially optimal allocation, denoted (λs, λsr, r ∈ R), is

characterized by the following necessary and sufficient KKT optimality con-
ditions:

U ′(λ) ≤ α , (7.9)
λ(α− U ′(λ)) = 0 , (7.10)∑

r∈R
λr = λ , (7.11)
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j:j∈r

(Gj(νj) + νj
∂

∂νj
Gj(νj)) ≥ α , r ∈ R , (7.12)

λr

∑
j:j∈r

(Gj(νj) + νj
∂

∂νj
Gj(νj))− α

 = 0 , r ∈ R , (7.13)

∑
r:j∈r

λr = νj , j ∈ J , (7.14)

λr ≥ 0 , r ∈ R . (7.15)

As in the single-facility model, we can interpret the term Gj(νj) as the internal
effect of a marginal increase in the flow (arrival rate) νj at facility j. It is the
portion of the marginal increase in aggregate waiting cost that is borne by the
“marginal” arriving customer when the arrival rate is νj . Similarly, we can
interpret the term νj

∂
∂νj

Gj(νj) as the external effect: the rate of increase in
waiting cost borne by all users as a result of a marginal increase in the arrival
rate νj . By charging a toll at each facility j equal to the external effect –
that is, δj = νj

∂
∂νj

Gj(νj) – one can render the individually optimal allocation
socially optimal.

In a similar fashion, the social optimization problem with a fixed arrival
rate, λ, may be formulated as a constrained minimization problem:

min
{λr,r∈R;νj ,j∈J}

∑
r∈R

λr
∑
j:j∈r

Gj(νj)

s.t.
∑
r∈R

λr = λ ,∑
r:j∈r

λr = νj , j ∈ J ,

λr ≥ 0 , r ∈ R .

The necessary and sufficient KKT conditions for this problem are (7.11),
(7.12), (7.13), (7.14), and (7.15).

7.4 Comparison of S.O. and Toll-Free I.O. Solutions

In the single-facility and parallel-facility models of Chapters 2 and 6, we
were able to make strong statements about the relationship between the so-
cially optimal and the individually optimal flow allocations, when no tolls are
charged in the individually optimal case. In particular we could show that
the full price of admission is always higher in the socially optimal than in the
individually optimal allocation. As a consequence of this result, we saw that
for the model with variable total arrival rate and a concave utility function,
the total arrival rate is always smaller in the socially optimal allocation than
in the individually optimal allocation without tolls, for both the single-facility
and the parallel-facility models.

In fact we showed a more general monotonicity result: that the full price
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of admission to the system under an individually optimal allocation of flows
is monotonically increasing in the waiting-cost function at each facility. Since
a socially optimal allocation may be implemented by charging appropriate
nonnegative tolls at the various facilities and then assuming an individually
optimal allocation, this result implies that the full price of admission is always
higher in the socially optimal than in the individually optimal allocation.

As we mentioned in Chapter 6, this is an intuitively plausible property. Af-
ter all, the users are all trying to find a path through the system that has least
cost. It seems to make sense that increasing any particular cost should lead to
an increase in the average cost, that is, the cost of the path(s) they follow in an
equilibrium solution. As we shall see below, however, this monotonicity prop-
erty may not hold in more general networks, in which users choose between
routes, each of which may consist of a sequence of facilities. In such cases
the topology of the network may lead to complicated interactions between
different customers, whose chosen routes may or may not share particular
facilities.

If we were concerned with only socially optimal allocations, then the mono-
tonicity property would hold trivially. The total (and therefore the average)
cost of a socially optimal allocation is monotonic in the waiting-cost functions
at the various facilities. Moreover, for any fixed flow allocation (in particular,
for the socially optimal allocation) the average cost is always smaller than
the marginal cost, since the waiting-cost functions at the various facilities are
convex.

The fact that customers are self-optimizing, however, can lead to surprising
and nonintuitive behavior.

To compare the total arrival rates under the two criteria, it is convenient
once again to consider separately the problem of setting the total arrival rate
and the problem of choosing flow rates on the various routes. From the op-
timality conditions for the two problems, we see that in both cases the total
arrival rate is found by equating the marginal utility to a price parameter. In
the case of social optimization, the equation is

U ′(λ) = α , (7.16)

whereas in the case of social optimization, the equation is

U ′(λ) = π . (7.17)

The difference of course lies in how the two parameters, α and π, are calcu-
lated.

Recall that in the case of a simple network consisting of parallel facilities
(Chapter 6), we showed that for any given λ, α(λ) ≥ π(λ), where α(λ) and
π(λ) are, respectively, the marginal cost of a socially optimal allocation and
the average cost (full price) of an individually optimal allocation, with λ fixed.
From this inequality and equations (7.16) and (7.17) it follows that λs ≤ λe.

It turns out that neither the general monotonicity result nor this relation
between arrival rates need hold in more general networks. We shall demon-
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Figure 7.1 First Example Network for Braess’s Paradox

strate these negative results by means of counterexamples, each of which uses
a relatively simple network of four nodes. The first counterexample is one in
which an increase in the waiting cost at one facility results in a decrease in
the average total cost along all the routes used by customers in the individ-
ually optimal flow allocation. It is an example of what has become known in
the literature as Braess’s Paradox, named after the traffic engineer who first
discovered and exhibited it in the context of vehicular traffic flow. In Braess’s
example (and in ours, which is slightly different) the result is particularly
dramatic, in that the cost at the facility in question is changed from zero to
infinity. †

7.4.1 Braess’s Paradox

Consider the four-node network in Figure 7.1. All traffic enters the network
(at rate λ) at node 1 and leaves the network at node 4. There are two routes.
Route 1 consists of links (facilities) 1 and 2 and route 2 consists of links
(facilities) 3 and 4. The cost functions on the links (facilities) are as follows:

G1(ν) = G4(ν) = ν , ν ≥ 0 ,
G2(ν) = G3(ν) = 1 , ν ≥ 0 .

An individually optimal flow allocation allocates flows λ1 and λ2 to routes 1
and 2, respectively, so that the total flow is allocated,

λ1 + λ2 = λ ,

† Actually, Braess’s Paradox is usually stated in the following equivalent form: adding a
zero-cost link to an existing network can result in an increase in the total cost incurred
by each user. Adding such a link, of course, is equivalent to having the link there all the
time, but changing its cost from infinity to zero.
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and the average total cost per customer on each is the same,

G1(λ1) +G2(λ1) = G3(λ2) +G4(λ2) ,

that is,
λ1 + 1 = 1 + λ2 .

The individually optimal solution is therefore λ1 = λ2 = λ/2, with average
cost π(λ) = λ/2 + 1. It is easy to see that the socially optimal allocation is
also λ1 = λ2 = λ/2, since this allocation equates the total marginal cost on
each route. That is, with Ĝj(ν) := Gj(ν) + νG′j(ν), we have

Ĝ1(λ1) + Ĝ2(λ1) = Ĝ3(λ2) + Ĝ4(λ2) ,

or, equivalently,
λ1 + λ1 + 1 = 1 + λ2 + λ2 .

Thus the marginal cost of the socially optimal allocation is α(λ) = λ+ 1.

Remark 1 Note that for this network we have α(λ) > π(λ), which agrees
with our intuition that the full price of the socially optimal allocation should
be larger than that of the individually optimal allocation. (So this is not
the promised counterexample of this intuition: that will come later.) Indeed,
since the full price of the socially optimal allocation is a marginal cost and
the full price of the individually optimal allocation is an average cost (per
customer), it is tempting to conclude that this inequality will always hold,
since “it is well known that” the marginal cost always exceeds the average
cost when the total cost is a convex function (as it is in the present case).
But this is a specious argument, since we are comparing the marginal cost
of one allocation (namely, the socially optimal allocation) with the average
cost of another allocation (namely, the individually optimal allocation), and,
of course, these two allocations are not in general the same. (They are in this
particular example, however.)

Now consider what happens when we add a link (facility) leading from node
2 to node 3. Call this link 5. The resulting network appears in Figure 7.2.
Suppose the cost on this link is zero, regardless of the flow:

G5(ν) = 0 , ν ≥ 0 .

There is now an additional route from the origin to the destination, consisting
of links 1, 5, and 4, in that order. Call it route 3. The individually optimal
allocation now depends on λ. We consider three cases.

Case 1: 0 ≤ λ ≤ 1

The individually optimal allocation for this case assigns all λ units of flow to
route 3; that is, λ1 = λ2 = 0, λ3 = λ. The average cost is π̃(λ) = λ+0+λ = 2λ.
To see this, note that the necessary and sufficient conditions for this allocation
to be individually optimal are:

π ≤ G1(ν1) +G2(ν2) = ν1 + 1 = λ+ 1 ,
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Figure 7.2 Second Example Network for Braess’s Paradox

π ≤ G3(ν3) +G4(ν4) = 1 + ν4 = 1 + λ ,

π = G1(ν1) +G5(ν5) +G4(ν4) = ν1 + 0 + ν4 = λ+ 0 + λ = 2λ .

These conditions are satisfied if (and only if) 0 ≤ λ ≤ 1.

Case 2: 1 ≤ λ ≤ 2

The individually optimal allocation for this case is λ1 = λ2 = λ − 1, λ3 =
2− λ, with average cost π̃(λ) = 2. To see this, note that

ν1 = λ1 + λ3 = 1 ,
ν2 = λ1 = λ− 1 ,
ν3 = λ2 = λ− 1 ,
ν4 = λ2 + λ3 = 1 ,
ν5 = λ3 = 2− λ .

The necessary and sufficient conditions for this allocation to be individually
optimal are satisfied, as seen below:

π = G1(ν1) +G2(ν2) = ν1 + 1 = 1 + 1 = 2 ,
π = G3(ν3) +G4(ν4) = 1 + ν4 = 1 + 1 = 2 ,
π = G1(ν1) +G5(ν5) +G4(ν4) = ν1 + 0 + ν4 = 1 + 0 + 1 = 2 .

Case 3: λ ≥ 2

The individually optimal allocation for this case is λ1 = λ2 = λ/2, λ3 = 0.
The average cost is π̃(λ) = λ/2 + 1. (Note that this allocation coincides with
the individually optimal allocation for the network without link 5.) To see
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this, note that the necessary and sufficient conditions for this allocation to be
individually optimal are:

π = G1(ν1) +G2(ν2) = ν1 + 1 = λ/2 + 1 ,
π = G3(ν3) +G4(ν4) = 1 + ν1 = λ/2 + 1 ,
π ≤ G1(ν1) +G5(ν5) +G4(ν4) = ν1 + 0 + ν4 = λ/2 + 0 + λ/2 = λ .

These conditions are satisfied if (and only if) λ ≥ 2.

Now let us compare the average cost, π̃(λ), of the individually optimal
allocation with link 5 included in the network to the average cost, π(λ), of the
individually optimal allocation for the original network. We see that

π̃(λ) < π(λ) , for 0 ≤ λ < 2/3 ,
π̃(λ) = π(λ) , for λ = 2/3 ,
π̃(λ) > π(λ) , for 2/3 < λ < 2 ,
π̃(λ) = π(λ) , for λ ≥ 2 .

In particular, the average cost with link 5 included exceeds that for the orig-
inal network for 2/3 < λ < 2, with the maximum difference (as well as the
maximum percentage difference) occurring at λ = 1, where π(λ) = 3/2 and
π̃(λ) = 2 (a 33 1/3 % difference).

Thus, as promised, we have given an example where adding a zero-cost
link to a network results in each user incurring a strictly larger total cost
to traverse the network under an individually optimal allocation.‡ As noted
above, this example is therefore a counterexample to the (intuitive) assertion
that increasing the cost at any link (facility) cannot decrease the average cost
for each user to traverse the network under an individually optimal allocation.
(Recall that this assertion is true in the special case of a system consisting of
a single facility or parallel facilities.)

What about the socially optimal allocation for the new network? In partic-
ular, does its marginal cost exceed the average cost of the individually optimal
allocation?

The socially optimal allocation now also depends on λ, and we consider
three cases.

Case 1: 0 ≤ λ ≤ 1/2

The socially optimal allocation for this case assigns all λ units of flow to
route 3; that is, λ1 = λ2 = 0, λ3 = λ. The marginal cost is α̃(λ) = 2λ + 0 +
2λ = 4λ. To see this, note that the necessary and sufficient conditions for this
allocation to be a social optimum are:

α ≤ 2ν1 + 1 = 2λ+ 1 ,
α ≤ 1 + 2ν4 = 1 + 2λ ,
α = 2ν1 + 0 + 2ν4 = 2λ+ 0 + 2λ = 4λ .

‡ Braess’s original example was slightly different, and more complicated. Our example is
taken from Correa et al. [43].
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These conditions are satisfied if (and only if) 0 ≤ λ ≤ 1/2.

Case 2: 1/2 ≤ λ ≤ 1

The socially optimal allocation for this case is λ1 = λ2 = λ−1/2, λ3 = 1−λ,
with marginal cost α̃(λ) = 2. To see this, note that

ν1 = λ1 + λ3 = 1/2 ,
ν2 = λ1 = λ− 1/2 ,
ν3 = λ2 = λ− 1/2 ,
ν4 = λ2 + λ3 = 1/2 ,
ν5 = λ3 = 1− λ .

The necessary and sufficient conditions for this allocation to be individually
optimal are satisfied, as seen below:

α = 2ν1 + 1 = 1 + 1 = 2 ,
α = 1 + 2ν4 = 1 + 1 = 2 ,
α = 2ν1 + 0 + 2ν4 = 1 + 0 + 1 = 2 .

Case 3: λ ≥ 1

The socially optimal allocation for this case is: λ1 = λ2 = λ/2, λ3 = 0.
The marginal cost is α̃(λ) = λ + 1. (Note that this allocation coincides with
the individually optimal allocation for the network without link 5.) To see
this, note that the necessary and sufficient conditions for this allocation to be
individually optimal are:

α = 2ν1 + 1 = λ+ 1 ,
α = 1 + 2ν4 = 1 + λ ,

α ≤ 2ν1 + 0 + 2ν4 = λ+ 0 + λ = 2λ .

These conditions are satisfied if (and only if) λ ≥ 1.

Now let us compare the marginal cost, α̃(λ), of the socially optimal allo-
cation with link 5 included in the network to the marginal cost, α(λ), of the
socially optimal allocation for the original network. We see that

α̃(λ) < α(λ) , for 0 ≤ λ < 1/3 ,
α̃(λ) = α(λ) , for λ = 1/3 ,
α̃(λ) > α(λ) , for 1/3 < λ < 1 ,
α̃(λ) = α(λ) , for λ ≥ 1 .

In particular, the marginal cost with link 5 included exceeds that for the
original network for 1/3 < λ < 1, with the maximum difference (as well as
the maximum percentage difference) occurring at λ = 1/2, where α(λ) = 3/2
and α̃(λ) = 2 (a 33 1/3 % difference).
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Thus we have given an example where adding a zero-cost link to a network
results in each user incurring a strictly larger marginal cost associated with
traversing the network under a socially optimal allocation. This result paral-
lels that for the individually optimal flow allocation and is equally counter-
intuitive. That is, we have a counterexample to the (intuitive) assertion that
increasing the marginal cost at any link (facility) cannot decrease the marginal
cost for each user to traverse the network under a socially optimal allocation.
(Recall that this assertion is true in the special case of a system consisting
of a single facility or parallel facilities, just as it is for individually optimal
allocations. See Chapters 2 and 6.)

7.4.2 Effect on Optimal Arrival Rates for the Variable-Rate Model

This surprising behavior has consequences for the problem with a variable
total arrival rate, λ, and a concave utility function U(λ). Recall that for this
problem the individually optimal arrival rate, λe, satisfies the equation

U ′(λ) = π ,

where π is the full price of admission. For the original network, π = π(λ),
whereas for the network with link 5 added, π = π̃(λ). Now suppose the solu-
tions to both equations,

U ′(λ) = π(λ) ,

and
U ′(λ) = π̃(λ) ,

occur in the interval (2/3, 2), in which π̃(λ) > π(λ). Call these solutions λe

and λ̃e, respectively. Then, since U ′(·) is nonincreasing and both π(λ) and
π̃(λ) are increasing, it follows that

λe > λ̃e .

That is, the individually optimal arrival rate decreases when the zero-cost link
5 is added to the network: adding capacity to the network actually results
in fewer customers receiving service from the system under an individually
optimal flow allocation.

Now consider the socially optimal arrival rate, λs, which satisfies the equa-
tion

U ′(λ) = α ,

where α is the marginal cost of admission. For the original network, α =
α(λ), whereas for the network with link 5 added, α = α̃(λ). Now suppose the
solutions to both equations,

U ′(λ) = α(λ) ,

and
U ′(λ) = α̃(λ) ,

occur in the interval (1/3, 1), in which α̃(λ) > α(λ). Call these solutions λs
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and λ̃s, respectively. Then, since U ′(·) is nonincreasing and both α(λ) and
α̃(λ) are increasing, it follows that

λs > λ̃s .

That is, the socially optimal arrival rate decreases when the zero-cost link 5
is added to the network: adding capacity to the network actually results in
fewer customers receiving service from the system under a socially optimal
flow allocation.

Because of the special nature of the waiting-cost functions for this example,
the marginal cost of the socially optimal allocation is simply a rescaled replica
of the average cost of the individually optimal allocation: α̃(λ) = π̃(2λ). Note
that α̃(λ) ≥ π̃(λ) for all λ ≥ 0, with strict inequality for all λ except λ = 0
and λ = 1, where α̃(λ) = π̃(λ).

Thus the present example is not a counterexample to the “folk theorem”
that the marginal cost of the socially optimal solution is always at least as
great as the average cost of the individually optimal solution, although it
comes close, in that the two are equal at λ = 1.

The next subsection uses a variant of the network which we used to illustrate
Braess’s Paradox. In this example, the marginal cost of the socially optimal
solution is actually strictly smaller than the average cost of the individually
optimal solution. For the case of a variable total arrival rate, λ, and a concave
utility function, U(λ), this result leads to a counterexample to the folk theorem
that the socially optimal arrival rate is never larger than the individually
optimal arrival rate.

7.4.3 Example with α(λ) < π(λ)

We use the same four-node graph as used in the illustration of Braess’s Para-
dox, with link 5 present. The cost functions on some of the links are different,
however. (See Figure 7.3.) Specifically, we continue to assume that links 2 and
3 have the same, constant waiting-cost function,

G2(ν) = G3(ν) = a , ν ≥ 0 ,

where a > 0. The cost function on link 5 is now a linear function,

G5(ν) = d · ν , ν ≥ 0 ,

where d > 0. Links 1 and 4 again have identical cost functions, but now

G1(ν) = G4(ν) = f(ν) ,

where f(·) is an increasing, nonnegative function. For the moment we make
no further assumptions about f(·). We denote the marginal cost on these two
links by f̂(ν). That is,

f̂(ν) = f(ν) + νf ′(ν) .
The marginal costs on the five links are therefore given by

Ĝ1(ν) = f̂(ν) ,
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Figure 7.3 Example Network with α(λ) < π(λ)

Ĝ2(ν) = a ,

Ĝ3(ν) = a ,

Ĝ4(ν) = f̂(ν) ,
Ĝ5(ν) = 2dν .

In our counterexample we want the individually optimal allocation to divide
its flow among the three routes as follows: λ1 = λ2 = ε, λ3 = λ − 2ε, where
0 < ε < λ/2. It follows that

ν1 = λ1 + λ3 = λ− ε ,
ν2 = ε ,

ν3 = ε ,

ν4 = λ2 + λ3 = λ− ε ,
ν5 = λ3 = λ− 2ε .

The necessary and sufficient conditions for this allocation to be individually
optimal are:

π = f(λ− ε) + a ,

π = a+ f(λ− ε) ,
π = 2f(λ− ε) + d(λ− 2ε) .

These conditions hold if and only if

f(λ− ε) = a− dλ+ 2dε . (7.18)

We also want the socially optimal allocation to divide its flow among the
three routes, with λ1 = λ2 = δ, λ3 = λ − 2δ, where 0 < δ < λ/2. It follows
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that

ν1 = λ1 + λ3 = λ− δ ,
ν2 = δ ,

ν3 = δ ,

ν4 = λ2 + λ3 = λ− δ ,
ν5 = λ3 = λ− 2δ .

The necessary and sufficient conditions for this allocation to be a social opti-
mum are:

α = f̂(λ− δ) + a ,

α = a+ f̂(λ− δ) ,
α = 2f̂(λ− δ) + 2d(λ− 2δ) .

These conditions hold if and only if

f̂(λ− δ) = a− dλ− d(λ− 4δ) . (7.19)

In our example we want α < π, which holds if and only if

f̂(λ− δ) < f(λ− ε) . (7.20)

Since f̂(λ) ≥ f(λ) for all λ ≥ 0, we see that a necessary condition for this
inequality is that δ > ε. That is, the socially optimal allocation must send
more of its flow on routes 1 and 2 than the individually optimal allocation.

So it suffices to find a function, f(·), and positive values of a, d, λ, ε, and
δ satisfying (7.18), (7.19), and (7.20). Clearly a necessary condition is that
4δ − 2ε < λ.

We now show that the two necessary conditions,

4δ − 2ε < λ , (7.21)

and
ε < δ , (7.22)

are also sufficient for the existence of positive values of a, d, λ, ε, and δ
satisfying (7.18) and (7.19), for any given function f(λ) that satisfies (7.20).
To this end, suppose we are given values of λ, δ, and ε such that (7.21), (7.22),
and (7.20) hold. Then it suffices to show that there exist positive values of a
and d satisfying the following two linear equations:

a− (λ− 2ε)d = f(λ− ε) ,
a− 2(λ− 2δ)d = f̂(λ− δ) .

Solving these equations in closed form is easy, and in doing so we demonstrate
constructively the existence of a (unique) solution:

d = (λ− 4δ + 2ε)−1(f(λ− ε)− f̂(λ− δ)) > 0 ,

a = (λ− 4δ + 2ε)−1(2(λ− 2δ)f(λ− ε)− λf̂(λ− δ)) > 0 .
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We are left with a final question: under what conditions on the function
f(·) and the arrival rate λ do there exist values of δ and ε satisfying (7.21),
(7.22), and (7.20), which we have just shown to be necessary and sufficient for
our network to exhibit the sought-for example in which α(λ) < π(λ)? A little
reflection will show that this will be the case if and only if

there exists a λ > 0 such that f̂(3λ/4) < f(λ) . (7.23)

This condition puts definite restrictions on the shape of the waiting-cost func-
tion f(·). In particular, note that it is not satisfied by a linear function. There
are many realistic waiting-cost functions, however, that do satisfy it. An ex-
ample is the waiting-cost function for an M/M/1 queue.

Example 1. Suppose f(·) is given by

f(λ) =
1

µ− λ
, 0 ≤ λ < µ ,

= ∞ , λ ≥ µ ,

where µ is a positive constant. Then

f̂(λ) =
µ

(µ− λ)2
, 0 ≤ λ < µ ,

= ∞ , λ ≥ µ ,

and therefore

f̂(3λ/4) < f(λ) ⇔ µ(µ− λ) < (µ− 3λ/4)2

⇔ µ2 − λµ < µ2 − 3λµ/2− 9(λ)2/16 ⇔ λ > 8/9 .

Thus for this example Condition (7.23) holds. Indeed, it is satisfied by all
λ > 8/9.

Example 2. Suppose there exists a constant µ, 0 < µ <∞, such that

f(λ) < ∞ , 0 ≤ λ < µ

→ ∞ , as λ ↑ µ
= ∞ , λ ≥ µ .

Let δ and ε < δ be positive constants such that 4δ−2ε < µ. Then there exists
a λ0 < µ such that for all λ > λ0, both inequalities (7.21) and (7.22) hold. To
be specific, let λ = λ1 be the solution to

f(λ− ε) = f̂(µ− δ) ,

and take
λ0 := max{4δ − 2ε, λ1} . (7.24)

Then λ > λ0 implies λ > 4δ − 2ε, so that (7.21) holds, and

f(λ− ε) > f̂(µ− δ) > f̂(λ− δ) ,

so that (7.22) holds.
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Now let us turn to the question of the worst-case behavior of the ratio

π(λ)
α(λ)

=
f(λ− ε) + a

f̂(λ− δ) + a
,

and examine this question in the context of this example. Since f̂(λ − δ) <
f̂(µ− δ) for all λ < µ, we conclude that

π(λ)
α(λ)

>
f(λ− ε) + a

f̂(µ− δ) + a
,

and, since f(λ− ε) ↑ ∞ as λ ↑ µ, it follows that

π(λ)
α(λ)

→∞ , as λ ↑ µ .

In other words, in this example there is no finite upper bound on the ratio of
the average cost of the individually optimal allocation to the marginal cost of
the socially optimal allocation.

7.4.4 Comparison of Individually Optimal and Socially Optimal Arrival
Rates

Now we turn once again to the problem with a variable total arrival rate,
λ, and a concave utility function U(λ) and explore the implications of the
example we have just given. Recall that for this problem the individually
optimal arrival rate, λe, satisfies the equation

U ′(λ) = π(λ) ,

where π(λ) is the full price of admission, that is, the average total waiting
cost incurred by a customer who enters the system when the arrival rate is λ.
The socially optimal arrival rate, λs, satisfies the equation

U ′(λ) = α(λ) ,

where α(λ) is the marginal cost of admission, that is, the rate of increase of
the total cost borne by all entering customers when the arrival rate is λ.

For the case in which f(λ) ↑ ∞ as λ ↑ µ (see Example 2 above), we have
shown that, for any given δ and ε such that 4δ − 2ε < µ, α(λ) < π(λ) for
all λ > λ0, where λ0 is given by (7.24). Moreover, π(λ)/α(λ) → ∞ as λ ↑ µ.
Suppose, then, that both λe and λs lie in the interval, (λ0, µ). Since U ′(·) is
nonincreasing and both π(λ) and α(λ) are increasing, it follows that

λs > λe .

That is, the socially optimal arrival rate is actually larger than the individually
optimal arrival rate. This is a surprising contradiction to the “folk theorem”
that the socially optimal arrival rate is always smaller than (or equal to) the
individually optimal arrival rate.
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7.4.5 The Price of Anarchy

So far our comparison of the socially optimal and toll-free individually optimal
flow allocations has focused on the marginal cost, α(λ), of a socially optimal
allocation and the average cost (or full price), π(λ), of an individually optimal
allocation, as functions of the arrival rate, λ. We have shown how, contrary
to intuition, each of these measures may increase as the waiting cost at one
or more of the facilities decreases (Braess’s Paradox). We have also exhibited
an example network for which α(λ) < π(λ) for a range of values of λ. As a
result, the socially optimal arrival rate may be larger than the individually
optimal arrival rate in a problem with a variable arrival rate and a concave
utility function (again, contrary to intuition).

For the problem with a fixed arrival rate, a question we have not yet ad-
dressed is the following: how bad (relative to the socially optimal allocation)
can an individually optimal allocation be? More precisely, what is the worst-
case behavior of the ratio of the total cost of an individually optimal allocation
to the total cost of the socially optimal allocation? Using more colorful lan-
guage: what is the “price of anarchy”? In this setting, “anarchy” means letting
customers make their own route choices.

Let us begin with the formulation of the social optimization problem with
a fixed arrival rate, λ, as a constrained minimization problem (introduced at
the beginning of Section 7.3):

min
{λr,r∈R;νj ,j∈J}

∑
r∈R

λr
∑
j:j∈r

Gj(νj)

s.t.
∑
r∈R

λr = λ , (7.25)∑
r:j∈r

λr = νj , j ∈ J , (7.26)

λr ≥ 0 , r ∈ R . (7.27)

Using the equality constraints, (7.26), we may rewrite the objective function
as follows: ∑

r∈R
λr
∑
j:j∈r

Gj(νj) =
∑
j∈J

∑
r:j∈r

λrGj(νj)

=
∑
j∈J

νjGj(νj) .

Let ν := (νj , j ∈ J) and define the feasible set N as the set of all ν for which
there exists a λ = (λr, r ∈ R) such that ν and λ satisfy the constraints, (7.25),
(7.26), and (7.27). Then the social optimization problem may be rewritten
with decision variables, ν = (νj , j ∈ J), as follows:

min
{ν∈N}

C(ν) :=
∑
j∈J

νjGj(νj) .
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Now let νe = (νej , j ∈ J) denote the vector of facility flow rates correspond-
ing to an individually optimal allocation, λe = (λer, r ∈ R), of flow rates on
the various routes. We wish to establish an upper bound on the total cost,
C(νe), of νe, which will make it possible to bound the percentage differ-
ence between C(νe) and the minimal cost, C(νs), associated with the socially
optimal allocation of facility flow rates, νs. The following lemma provides a
characterization of νe (of interest in its own right) which we will use in our
analysis.

Lemma 7.1 An individually optimal vector of facility flow rates, νe, satisfies
the variational inequality, ∑

j∈J
(νej − νj)Gj(νej ) ≤ 0 , (7.28)

for all ν = (νj , j ∈ J) ∈ N .

Proof Suppose the system is operating with individually optimal route flow
rates, λe, and facility flow rates, νe. Then each customer chooses route r with
probability

per := λer/λ , r ∈ R .

The Nash-equilibrium property asserts that no individual customer has an
incentive to deviate unilaterally from these probabilities. This implies that all
routes with λr > 0 are “shortest routes” in the sense that they achieve the
minimum,

min
r∈R

∑
j:j∈r

Gj(νej ) = π(λ) .

The total cost of the individually optimal solution is therefore given by

C(νe) = λπ(λ) .

The Nash-equilibrium property therefore implies that, assuming the cost per
unit of flow at each facility j remains equal to Gj(νej ), any other choice of route
probabilities, {pr, r ∈ R} (and therefore any other allocation, ν, of flows to
facilities) will result in a larger cost, because it will be using routes other than
the shortest. That is, for all ν ∈ N ,∑

j∈J
νjGj(νej ) ≥

∑
j∈J

νejGj(ν
e
j ) = C(νe) = λπ(λ) .

Therefore, for all ν ∈ N , ∑
j∈J

(νej − νj)Gj(νej ) ≤ 0 .

The essential insight in this proof is that an individually optimal flow al-
location must solve the linearization of the original minimum-cost problem,
in which the cost per unit flow at facility j is constant and equal to Gj(νej ).
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But the solution to a min-cost network-flow problem with linear costs con-
sists in sending all flow on routes with minimum total cost per unit flow, i.e.,
on “shortest” routes. And we know that all routes with positive flow in an
individually optimal flow allocation use only shortest routes.

It follows from Lemma 7.1 that, for any ν ∈ N ,

C(νe) =
∑
j∈J

νejGj(ν
e
j )

≤
∑
j∈J

νjGj(νej )

=
∑
j∈J

νjGj(νj) +
∑
j∈J

νj(Gj(νej )−Gj(νj))

= C(ν) +
∑
j∈J

νj(Gj(νej )−Gj(νj)) ,

so that
C(νe) ≤ C(ν) +

∑
j∈J

νj(Gj(νej )−Gj(νj)) . (7.29)

The following theorem shows how this inequality can be used to bound the
difference between C(νe) and C(νs).
Theorem 7.2 Suppose there exists a constant σ < 1 such that∑

j∈J
νj(Gj(νej )−Gj(νj)) ≤ σC(νe) , (7.30)

for all ν ∈ N . Then C(νe) ≤ (1− σ)−1C(νs).
Proof For any ν ∈ N , using (7.29) and (7.30) we have

C(νe) ≤ C(ν) +
∑
j∈J

νj(Gj(νej )−Gj(νj))

≤ C(ν) + σC(νe) .

Since this inequality holds for all ν ∈ N , it holds in particular for the socially
optimal vector, νs. Thus

C(νe) ≤ C(νs) + σC(νe) ,

from which the desired result follows.

To apply Theorem 7.2, we need to find a constant σ which is an upper bound
for the ratio of

∑
j∈J νj(Gj(ν

e
j ) − Gj(νj) to C(νe). The following corollaries

may be helpful.
Corollary 7.3 For each j ∈ J , suppose there exists a constant σj < 1 such
that

νj(Gj(νej )−Gj(νj))
νejGj(ν

e
j )

≤ σj , (7.31)

for all 0 ≤ νj ≤ νej . Then σ := maxj∈J σj satisfies the conditions of Theo-
rem 7.2 and hence C(νe) ≤ (1− σ)−1C(νs).
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Figure 7.4 Illustration of Theorem 7.2

Proof Since Gj(·) is nondecreasing and (7.31) holds for all 0 ≤ νj ≤ νej ,
(7.31) holds for all νj ≥ 0, j ∈ J . Therefore, it holds for all ν = (νj , j ∈ J) ∈
N , because N ⊂ {ν|νj ≥ 0, j ∈ J}. It then follows that (7.30) holds for all
ν ∈ N , since∑

j∈J νj(Gj(ν
e
j )−Gj(νj))

C(νe)
=

∑
j∈J νj(Gj(ν

e
j )−Gj(νj))∑

j∈J ν
e
jGj(ν

e
j )

≤ max
j∈J

νj(Gj(νej )−Gj(νj))
νejGj(ν

e
j )

.

This corollary is useful in applications where it is easier to find separate upper
bounds on each ratio, νj(Gj(νej )−Gj(νj))/νejGj(νej ) than to find directly an
upper bound on the ratio of the sums. Of course, the resulting value of σ will
not be tight in general.

Figure 7.4 illustrates the relation between νejGj(ν
e
j ) (the area of the larger

rectangle) and νj(Gj(νej ) − Gj(νj)) (the area of the smaller rectangle) for
a particular value of νj , 0 < νj < νej . In this illustration, the waiting-cost
function Gj(νj) is strictly convex and increasing, with Gj(0) > 0. This is the
case, for example, with a steady-state M/M/1 queue with a linear waiting-cost
function, in which Gj(νj) = hj/(µj − νj).

Corollary 7.4 Suppose Hj(νj) = νjGj(νj) is strictly convex in νj ≥ 0, for
all facilities j ∈ J . Then the function, νj(Gj(νej )−Gj(νj)) is strictly concave
in νj ∈ [0, νej ] and therefore its maximum, denoted ν∗j , is the unique solution
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to the optimality equation,

Gj(νej ) = Gj(νj)) + νjG
′
j(νj) . (7.32)

Since
∑
j∈J νj(Gj(ν

e
j )−Gj(νj)) is separable in ν = (νj , j ∈ J), it follows that

the ratio, ∑
j∈J νj(Gj(ν

e
j )−Gj(νj))

C(νe)
,

attains its maximum at ν = (ν∗j , j ∈ J). Let

σ :=

∑
j∈J ν

∗
j (Gj(νej )−Gj(ν∗j ))

C(νe)
=

∑
j∈J(ν∗j )2G′j(ν

∗
j )

C(νe)
. (7.33)

If σ < 1 then σ satisfies the conditions of Theorem 7.2 and hence C(νe) ≤
(1− σ)−1C(νs).

Note that (7.32) is equivalent to the necessary and sufficient condition for
a socially optimal arrival rate in a single facility with waiting-cost function,
Gj(·), and linear utility function with reward coefficient, r = Gj(νej ).

The following corollary combines Corollaries 7.3 and 7.4.

Corollary 7.5 Suppose Hj(νj) = νjGj(νj) is strictly convex in νj ≥ 0, for
all facilities j ∈ J . For each j ∈ J let

σj :=
ν∗j (Gj(νej )−Gj(ν∗j ))

νejGj(ν
e
j )

, (7.34)

where ν∗j is the unique solution to (7.32). If σj < 1 for all j ∈ J , then
σ := maxj∈J σj satisfies the conditions of Theorem 7.2 and hence C(νe) ≤
(1− σ)−1C(νs).

If Gj(νj) is convex, j ∈ J , the following corollary provides an alternative
approach for calculating σ.

Corollary 7.6 Suppose Gj(νj) is convex in νj ≥ 0, for all facilities j ∈ J .
Then it follows that

νj(Gj(νej )−Gj(νj))
νejGj(ν

e
j )

≤
νejG

′
j(ν

e
j )

4Gj(νej )
=: σ̂j , j ∈ J .

If σ̂j < 1 for all j ∈ J , then σ̂ := maxj∈J{σ̂j} satisfies the conditions of
Theorem 7.2 and hence C(νe) ≤ (1− σ)−1C(νs).

Proof By the convexity of Gj(·) we have

Gj(νej )−Gj(νj) ≤ (νej − νj)G′j(νej ) ,

for all νj ∈ [0, νej ]. The desired result then follows from the fact that

νj(νej − νj) ≤ (νej )2/4 , νj ∈ [0, νej ] .

This upper bound, though not as tight as the previous ones, has the advantage
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Figure 7.5 Illustration of Derivation of Upper Bound for Affine Waiting-Cost Func-
tion

that it does not require calculation of ν∗j , j ∈ J . However, in order to have
σ̂j < 1, the function Gj(νj) must not be “too convex.” In Example 1 below
we apply this bound to the case of affine waiting cost functions.

Example 1 Suppose the facility waiting cost functions are affine: Gj(νj) =
aj + bjνj , where aj ≥ 0, bj > 0, j ∈ J . Figure 7.5 illustrates the derivation of
the upper bound in this case. The area of the smaller rectangle can be at most
one quarter of the area of the larger rectangle. (This can be seen directly, or as
an application of Corollary 7.6, using the fact that Gj(νj) ≥ bjνj = νjG

′
j(νj .)

Thus we can set σ = 1/4 and apply Theorem 7.2 to obtain the inequality,

C(νe) ≤ (1− σ)−1C(νs) = (4/3)C(νs) .

Example 2 Suppose each facility behaves like an M/M/1 queue in steady
state with a linear waiting-cost function. Then for facility j ∈ J we have

Gj(νj) =
hj

µj − νj
, 0 ≤ νj < µj ,

where µj is the service rate and hj is the waiting cost coefficient at facility j.
In this case, Hj(νj) = hjνj/(µj − νj), which is strictly convex in 0 ≤ νj < µj .
From (7.32) we have

ν∗j = µj −
√
µj(µj − νej ) .
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(Note that the waiting-cost coefficient, hj , does not appear in this expression.)
Let us apply Corollary 7.4. Substituting for ν∗j in equation (7.33) and sim-

plifying yields

σ =

∑
j∈J

(√
µj/(µj − νej )− 1

)2

∑
j∈J

(
hjνej /(µj − νej

) .

If σ < 1, then Theorem 7.2 applies and hence C(νe) ≤ (1 − σ)−1C(νs).
Note also that in this case the upper bound, σ, is tight in the sense that the
inequality (7.30) in Theorem 7.2 is satisfied with equality (over all νj ≥ 0,
j ∈ J).

As an alternative, we can apply Corollary 7.5. Substituting for ν∗j in equa-
tion (7.34) and simplifying yields

σj =

(√
µj
νej
−
√
µj
νej
− 1

)2

.

Let ρej := νej /µj , j ∈ J . Then σj = φ(ρej), where

φ(ρ) :=
(√

ρ−1 −
√
ρ−1 − 1

)2

=
2(1−

√
1− ρ)

ρ
− 1 .

Note that φ(ρ) is strictly increasing in ρ ∈ [0, 1) and approaches 1 as ρ → 1.
Let

ρe := max
j∈J

ρej .

Then
σ := max

j∈J
σj = φ(ρe) (7.35)

satisfies the conditions of Theorem 7.2. Note that, once again, the waiting-cost
coefficients, hj , j ∈ J , do not appear explicitly in this expression. However,
the individually optimal flow rate, νej , at facility j will in general depend on
the waiting-cost coefficient, hj (as well as the waiting-cost coefficients, hk,
k 6= j, at some or all of the other facilities).

The implication of equation (7.35) is that we need only identify the facility
j with the maximal traffic intensity, ρej , under the individually optimal allo-
cation of flows in order to find a value of σ that satisfies the conditions of
Theorem 7.2.

Figure 7.6 graphs φ(ρ) for 0 ≤ ρ < 1. In Table 7.7 we have exhibited
the value of σ = φ(ρe) and the corresponding upper bound, (1 − σ)−1, on
C(νe)/C(νs) for various values of ρe.

As expected, the upper bound on C(νe)/C(νs) increases dramatically as ρe

approaches 1. For small values of ρe, however, the upper bound gives consider-
ably more modest estimates of the price of anarchy. For example, at ρe = 0.30,
the cost of the toll-free i.o. allocation can be no more than 10% larger than the
cost of the s.o. allocation; at ρe = 0.50, no more than 21% larger; at ρe = 0.75,
no more than 50%. Even at ρe = 0.90, C(νe) can be at most slightly more
than twice as large as C(νs).
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Figure 7.6 Graph of φ(ρ)

ρe σ (1− σ)−1

0.10 0.0263 1.0270
0.20 0.0557 1.0590
0.30 0.0889 1.0976
0.40 0.1270 1.1455
0.50 0.1716 1.2071
0.55 0.1970 1.2454
0.60 0.2251 1.2906
0.65 0.2566 1.3452
0.70 0.2922 1.4129
0.75 0.3333 1.5000
0.80 0.3820 1.6180
0.85 0.4417 1.7910
0.90 0.5195 2.0811
0.95 0.6345 2.7361
0.98 0.7522 4.0355
0.99 0.8182 5.5000

Figure 7.7 Table: Values of σ = φ(ρe) and (1− σ)−1
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Contrast these results with those for the case of an affine waiting-cost func-
tion, in which the upper bound (much cruder, because it is independent of
the i.o. rates νej ) is 4/3. For example, when ρe is less than about 0.65, the up-
per bound for the M/M/1 example (which has a strictly concave waiting-cost
function) is smaller than that for the affine case.

Of course, the upper bounds we have derived in this section can be quite
conservative, since they are independent of the topology of the network. As
an extreme illustration, consider a network of parallel facilities, each with the
same waiting-cost function. In this case, it is obvious (by symmetry) that
the individually optimal and socially optimal arrival rates coincide and hence
C(νe) = C(νs), regardless of the value of the traffic intensity. To illustrate
how conservative the bounds can be in nonsymmetric systems, let us consider
again the special case of a network of n parallel facilities, which was the subject
of Chapter 6. We shall focus on M/M/1 facilities.

Example 3 Parallel M/M/1 Facilities Consider a system consisting of
n independent parallel facilities, with facility j behaving as an M/M/1 queue
in steady state with service rate µj , j ∈ J . There is a single class of customers
arriving at fixed rate λ. The decision variables are the arrival rates, νj , j ∈ J ,
at the various facilities, where

∑
j∈J νj = λ. The waiting cost per customer

at facility j is linear, with waiting-cost coefficient hj , so that

Gj(νj) =
hj

µj − νj
, j ∈ J .

In Section 6.1.2.3 of Chapter 6 we analyzed the the ratio, C(νe)/C(νs), for
the case hj = 1, j ∈ J , emphasizing heavy traffic, that is, the behavior of
the ratio as λ → µ, where µ =

∑
j∈J µj (the total service rate). Using the

explicit expressions for the individually and socially optimal arrival rates at
the facilities, we showed that

lim
λ↑µ

C(νe)/C(νs) = nµ/(
∑
j∈J

√
µj)2 ≤ n ,

where n is the number of parallel facilities.
Extending this analysis to the present model, it can easily be shown that

C(νe)
C(νs)

=

(∑
j∈J hj

)(∑
j∈J µj

)
− (µ− λ)

∑
j∈J hj(∑

j∈J
√
hjµj

)2

− (µ− λ)
∑
j∈J hj

,

provided λ is large enough so that all n facilities have positive arrival rates.
From this expression we see that the ratio, C(νe)/C(νs) actually decreases as
λ→ µ, approaching the (finite) heavy-traffic limit,(∑

j∈J hj

)(∑
j∈J µj

)
(∑

j∈J
√
hjµj

)2 .
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By contrast, the upper bound (1− σ)−1 derived above increases to infinity as
λ→ µ.

Let us look in more detail at the derivation of σ in the case of parallel
facilities. To keep the exposition simple, we shall again assume that λ is large
enough that all facilities have positive arrival rates, under both individual
and social optimization. First note that in this case the variational inequality
(7.28) holds with equality, that is,∑

j∈J
(νej − νj)Gj(νej ) = 0 ,

for all ν ∈ N . This is true because∑
j∈J

νj = λ , for all ν ∈ N .

It follows that (7.29) also holds with equality for all ν ∈ N :

C(νe) = C(ν) +
∑
j∈J

νj(Gj(νej )−Gj(νj)) , for all ν ∈ N .

For the individually optimal allocation, we have

Gj(νj) = π , j ∈ J ,

so that C(νe) = λπ. For the upper bound, σ, derived in Corollary 7.4, we
therefore have (using (7.33))

σ =

∑
j∈J ν

∗
j (Gj(νej )−Gj(ν∗j ))

C(νe)

=

∑
j∈J ν

∗
j (π −Gj(ν∗j ))
λπ

.

Thus we see that the upper bound is derived by solving, for each facility j, a
social optimization problem with linear utility in which the reward coefficient
is π. But π is the imputed reward that induces individually optimizing cus-
tomers to join each facility j at a rate νej such that

∑
j∈J ν

e
j = λ. We know

from the analysis in Chapter 6, however, that the Lagrangean relaxation of
the social optimization problem requires an imputed reward (Lagrange mul-
tiplier) α that is strictly larger than π. (See Lemma 6.5 in Section 6.1.2.3.)
Using π rather than α > π in the social optimization problem leads to fa-
cility arrival rates that are uniformly smaller than the individually optimal
rates and therefore sum to a quantity strictly smaller than λ. The result is an
upper bound on the difference between C(νe) and C(νs) that is based on a
systematic underestimate of C(νs).

This interpretation suggests an explanation for why the upper bound, (1−
σ)−1, on the ratio, C(νe)/C(νs), increases to infinity as λ→ µ in the case of
parallel M/M/1 facilities, whereas the ratio itself actually decreases.
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7.5 Facility Optimal Arrival Rates and Routes

The modeling and analysis of facility optimal arrival rates and routes in a
single-class network of queues is, for the most part, a straightforward extension
of the case of parallel facilities, which we considered in Chapter 6. We shall
consider both cooperating and competing facilities and concentrate on models,
techniques, and results that illustrate what can change when one generalizes
from parallel facilities to an arbitrary network.

7.5.1 Cooperating Facilities

Suppose a single operator (or a team of cooperating operators) sets the tolls,
δj , for all facilities j ∈ J . The goal is to maximize the total profit. We assume
that the costs of operating the facilities are fixed. Then maximizing the total
profit is equivalent to maximizing the total revenue,∑

j∈J
νjδj ,

received from the tolls paid by the entering customers.
Assuming (as usual) that the arriving customers are individual optimizers,

any particular set of values δj , j ∈ J , for the tolls will result in arrival rates
λr, r ∈ R, that satisfy the equilibrium conditions, (7.2)-(7.5). To keep the
exposition simple, we focus on the case where the total arrival rate, λ, is
positive. Then the equilibrium conditions may be written in the following
form:

U ′(λ) = π ,∑
r∈R

λr = λ ,∑
j:j∈r

(δj +Gj(νj)) ≥ π , r ∈ R ,

λr

∑
j:j∈r

(δj +Gj(νj))− π

 = 0 , r ∈ R ,

∑
r:j∈r

λr = νj , j ∈ J ,

λr ≥ 0 , r ∈ R .

Thus, we have the following formulation of the facility optimization prob-
lem:

max
{π,λ;λr,r∈R;νj ,δj ,j∈J}

∑
j∈J

νjδj

s.t. λr

∑
j:j∈r

(δj +Gj(νj))− π

 = 0 , r ∈ R ,
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j:j∈r

(δj +Gj(νj)) ≥ π , r ∈ R ,

∑
r:j∈r

λr = νj , j ∈ J ,∑
r∈R

λr = λ ,

U ′(λ) = π ,

λr ≥ 0 , r ∈ R .

Using the third set of constraints, we can write the objective function in
equivalent form as ∑

r∈R
λr
∑
j:j∈r

δj .

Summing the first set of constraints (the complementary-slackness conditions)
over r ∈ R, subtracting this sum (which equals zero) from the objective func-
tion, and simplifying leads to the following equivalent problem:

max
{π,λ;λr,r∈R;νj ,δj ,j∈J}

∑
r∈R

λr(π −
∑
j:j∈r

Gj(νj))

(F) s.t. λr

∑
j:j∈r

(δj +Gj(νj))− π

 = 0 , r ∈ R ,

∑
j:j∈r

(δj +Gj(νj)) ≥ π , r ∈ R ,

∑
r:j∈r

λr = νj , j ∈ J ,∑
r∈R

λr = λ ,

U ′(λ) = π ,

λr ≥ 0 , r ∈ R .

Now consider this problem without the first two sets of constraints. Using
the last equality constraint to eliminate π from the objective function, we have
the following (relaxed) version of the facility optimization problem:

max
{λ;λr,r∈R;νj ,j∈J}

λU ′(λ)−
∑
r∈R

λr
∑
j:j∈r

Gj(νj)

(F′) s.t.
∑
r∈R

λr = λ ,∑
r:j∈r

λr = νj ,

λr ≥ 0 , r ∈ R .
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This problem is in the same form as the social optimization problem (S), with
the utility function U(λ) replaced by Ũ(λ) = λU ′(λ). If Ũ(λ) is concave and
nondecreasing, then we can apply the techniques and results derived for the
social optimization problem to this relaxed version of the facility optimization
problem. If Ũ(λ) is not concave and nondecreasing, then the same techniques
and many of the results still apply, with the proviso that the KKT conditions
may no longer have a unique solution (cf. Section 2.1.3 of Chapter 2 and
Section 6.1.3 of Chapter 6).

It remains to examine the relationship between the relaxed version (F′) and
the original version (F) of the facility optimization problem. To this end let
ξr :=

∑
j:j∈r δj , r ∈ R. That is, ξr is the total toll paid by a customer who

chooses route r. Note that the first two sets of constraints in Problem (F) (the
only place where the variables, δj , j ∈ J , appear) can be written equivalently
as:

ξr ≥ π −
∑
j:j∈r

Gj(νj) , r ∈ R ; (7.36)

= π −
∑
j:j∈r

Gj(νj) , if λr > 0 , r ∈ R . (7.37)

Thus, if we were free to choose the route tolls, ξr, independently, we could
solve Problem (F) by first solving the relaxed Problem (F′) and then choosing
the ξr to satisfy (7.36) and (7.37). (This is the approach we were able to use
in the case of a single facility in Chapter 2 and in the case of parallel facilities
in Chapter 6.) The optimal value of the objective function for both problems
would therefore be the same.

But in fact we cannot choose the route tolls independently, since they must
satisfy the constraints,

ξr =
∑
j:j∈r

δj , r ∈ R ,

where δj ≥ 0, j ∈ J . That is, there must exist a set of nonnegative facility
tolls such that the total toll on each route equals the sum of the facility tolls
at all the facilities on that route. Whether or not this is true depends on
both the topology of the network and the values of the route tolls, which
are determined (nonuniquely) by (7.36) and (7.37). Therefore, in general this
requirement puts additional constraints on the feasible values of the route
arrival rates, λr, r ∈ R.

To summarize:

1. If tolls are charged for routes, then the facility-optimal route arrival rates,
λr, r ∈ R, may be found by solving Problem (F′). Optimal route tolls
may then be found by setting ξr = U ′(λ) −

∑
j:j∈r Gj(νj), r ∈ R. All

nonnegative route arrival rates are feasible for Problem (F′), since the
equality constraints only serve to define λ and νj , j ∈ J , in terms of the
λr, r ∈ R.

2. If tolls are charged at the facilities, then the facility-optimal route arrival
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rates, λr, r ∈ R, and tolls, δj , j ∈ J , may be found by solving Problem
(F). Route arrival rates are feasible for Problem (F) if and only if they
belong to the set

L := {(λr, r ∈ R) : ∃δj , j ∈ J, s.t. (7.36) and (7.37) are satisfied , r ∈ R} ,

with ξr :=
∑
j:j∈r δj , r ∈ R; νj :=

∑
r:j∈r λr, j ∈ J ; λ :=

∑
r∈R λr; and

π := U ′(λ).

It follows that in general the optimal value of the objective function for
Problem (F) may be smaller than the optimal value of the objective function
for the relaxed Problem (F′). Put a different way, the cooperating facilities
will always be better off (or at least no worse off) charging a toll for each
route rather than charging a toll for each facility.

7.5.1.1 Cooperating Facilities: Fixed Total Arrival Rate

In this subsection we briefly consider the cooperative facility optimal solution
in the case of a fixed total arrival rate λ. The problem takes the following
form:

max
{π;λr,r∈R;νj ,δj ,j∈J}

∑
j∈J

νjδj

s.t. π ≤
∑
j:j∈r

(δj +Gj(νj)) , r ∈ R ,

π =
∑
j:j∈r

(δj +Gj(νj)) , if λr > 0 , r ∈ R ,

νj =
∑
r:j∈r

λr , j ∈ J ,∑
r∈R

λr = λ ,

λj ≥ 0 , j ∈ J .

The same arguments as we used for parallel facilities in Section 6.1.3.2 of
Chapter 6 lead to the same conclusion: the cooperating facilities may earn
an arbitrarily large revenue by choosing an arbitrarily large value of the full
price, π, and then choosing the facility tolls so that

∑
r∈R λr = λ. We leave the

details to the reader. As in the special case of parallel facilities, the economic
motivation for this result is clear. Since the facilities are cooperating, they
are acting as a monopolistic service provider, facing a completely inelastic
demand.

7.5.1.2 Cooperating Facilities: Heavy-Tailed Rewards

What happens in the setting of a single-class network if λU ′(λ)→∞ as λ→ 0?
For the special case of parallel facilities we saw that the facility operator can
earn an arbitrarily large profit by choosing an arbitrarily small arrival rate
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(equivalently, charging an arbitrarily large toll) and sending all traffic to the
facility j with the smallest zero-flow waiting cost Gj(0).

Using similar arguments, we can extend this result to an arbitrary single-
class network of queues. Once again we shall find it convenient to work with a
formulation of the facility optimization problem in terms of the arrival rates,
λr, r ∈ R, as the decision variables. We shall begin with the relaxed version,
Problem (F′), which we rewrite here for convenience:

max
{λ;λr,r∈R;νj ,j∈J}

λU ′(λ)−
∑
r∈R

λr
∑
j:j∈r

Gj(νj)

(F′) s.t.
∑
r∈R

λr = λ ,∑
r:j∈r

λr = νj ,

λr ≥ 0 , r ∈ R .

Recall that in general an optimal solution to Problem (F′) can be implemented
by charging appropriate route tolls, ξr, r ∈ R, but not necessarily by charging
facility tolls, δj , j ∈ J . For the result we seek, however, both implementations
are feasible, as we shall demonstrate.

Consider a fixed, arbitrary λ. Since λ is fixed, the optimal λj , j ∈ J , corre-
sponding to this value of λ will solve the following minimization problem:

min
{λr,r∈R}

∑
r∈R

λr
∑
j:j∈r

Gj(νj)

s.t.
∑
r∈R

λr = λ ,∑
r:j∈r

λr = νj ,

λr ≥ 0 , r ∈ R .

The necessary and sufficient KKT conditions for this problem are:

α ≤
∑
j:j∈r

(Gj(νj) + λrG
′
j(νj)) +

∑
s6=r

λs
∑

j:j∈r,j∈s
G′j(νj) , r ∈ R ,

α =
∑
j:j∈r

(Gj(νj) + λrG
′
j(νj)) +

∑
s6=r

λs
∑

j:j∈r,j∈s
G′j(νj) , if λr > 0 , r ∈ R ,

λ =
∑
r∈R

λr ; νj =
∑
r:j∈r

λr , j ∈ J ; λr ≥ 0 , r ∈ R .

Let G̃r(0) :=
∑
j:j∈r Gj(0), r ∈ R. Assume the routes are ordered so that

G̃1(0) < G̃r(0) , r 6= 1 .

(For simplicity we assume strict inequality.)
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Theorem 7.7 For sufficiently small λ > 0, the cooperative facility optimal
allocation of arrival rates is

λ1 = λ ; λr = 0 , r 6= 1 .

Moreover, this allocation can be implemented by charging a toll, δj = U ′(λ)−
G̃r(λ) at any one of the facilities, j ∈ 1, and a zero toll at each of the other
facilities.

Proof It suffices to show that this allocation satisfies the above KKT con-
ditions for sufficiently small λ. For this particular allocation, these conditions
are satisfied if

α = G̃1(λ) + λG̃′1(λ)) ,
α < G̃r(0) , r 6= 1

Since G̃1(λ) + λG′(λ1) is a continuous function of λ, for sufficiently small λ
we have

α = G̃1(λ) + λG̃′1(λ) < G̃r(0) , r 6= 1 ,
so that the KKT conditions are satisfied.

As a corollary of this theorem, we have

Corollary 7.8 Suppose λU ′(λ)→∞ as λ→ 0. Then the cooperative facility
optimal solution has an unbounded objective function as λ → 0. The optimal
solution consists in allocating the total arrival rate, λ, to route 1 (i.e., the
route r with the minimal no-flow total waiting cost, G̃r(0)) and then letting
λ→ 0.

7.5.2 Competing Facilities

Suppose now that each facility has a separate operator, who sets the toll at
that facility and whose goal is to maximize the total profit at that facility.
Again we assume that the costs of operating the facilities are fixed, so that
maximizing the profit at facility j is equivalent to maximizing the revenue,

νjδj ,

received from the tolls paid by the customers who use that facility.
Assuming (as usual) that the arriving customers are individual optimizers,

any particular set of values, δj , j ∈ J , for the tolls will result in route arrival
rates, λr, r ∈ R, and facility flow rates, νj , j ∈ J , that satisfy the equilibrium
conditions, (7.2)-(7.5). Each of the (competing) revenue-maximizing facility
operators seeks to find a value for the toll at its facility that maximizes its
revenue, with the equilibrium conditions as constraints. We seek a Nash equi-
librium solution for the tolls, that is, a set of values for δj , j ∈ J , such that,
at each facility j, δj maximizes the revenue, νjδj , at that facility, assuming
that δk, k 6= j, do not change. In other words, no facility operator can benefit
(i.e., achieve a larger revenue at its facility) by unilaterally changing the value
of its toll.
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Focusing on a particular facility j, the set of tolls, {δk, k ∈ J}, satisfies the
Nash-equilibrium characterization with respect to that facility, if δj maximizes
νjδj , with the above i.o. equilibrium conditions as constraints (in which δk,
k 6= j, are fixed). That is, δj achieves the maximum in the following problem:

max
{π,λ,δj ;λr,r∈R;νk,k∈J}

νjδj

(Fj) s.t. λr

(∑
k:k∈r

(δk +Gk(νk))− π

)
= 0 , r ∈ R ,∑

k:k∈r

(δk +Gk(νk)) ≥ π , r ∈ R ,∑
r:k∈r

λr = νk , k ∈ J ,∑
r∈R

λr = λ ,

U ′(λ) = π ,

λr ≥ 0 , r ∈ R .

with δk, k 6= j, fixed.
Rather than continue to analyze this problem in its general form, we shall

just consider a special case which illustrates some characteristics of a general
network which are not present in the case of parallel facilities.

7.5.2.1 Competing Facilities: Queues in Series

An interesting special case of a single-class network is one in which there is
only one route, which contains all facilities j ∈ J . Although our network model
does not distinguish the order of the facilities on a route, we shall refer to this
as the case of queues in series. Again, to keep the exposition simple we shall
assume that the arrival rate λ is positive.

The optimization problem for facility j in the case of a variable total arrival
rate λ with utility function U(λ) may be written as:

max
{δj ,λ}

λδj

(Fj) s.t. U ′(λ) =
∑
k∈J

(δk +Gk(λ)) ,

λ ≥ 0 ,

with δk, k 6= j, fixed. The set of tolls, {δk, k ∈ J}, constitutes a Nash equi-
librium for the competing facility operators if, together with the total arrival
rate, they simultaneously satisfy the optimization problems (Fj) for all j ∈ J .

For each j ∈ J and given δk, k 6= j, define

G̃j(λ) := Gj(λ) +
∑
k 6=j

(δk +Gk(λ)) .
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Then Problem (Fj) can be written equivalently as

max
{λ≥0}

λU ′(λ)− λG̃j(λ) ,

with δk, k 6= j, fixed and δ = U ′(λ)− G̃j(λ). This problem is in the same form
as the facility optimization problem for a single facility (cf. Section 2.1.3 of
Chapter 2). The KKT condition for λ > 0 to be optimal for this problem is

U ′(λ) + λU ′′(λ) = G̃j(λ) + λG̃′j(λ) .

In order for λ and δj , j ∈ J , to constitute a Nash equilibrium for the
competitive facility operators, this condition must hold simultaneously for all
facilities j ∈ J . In particular, the r.h.s. of this equation must equal some
constant, α, which does not depend on j. This implies that

α =
∑
k 6=j

δk +
∑
k∈J

(Gk(λ) + λG′k(λ)) , j ∈ J ,

so that
∑
k 6=j δk must also be independent of j. This can be true only if the

facility tolls, δk, are the same at all facilities k ∈ J .
Let ξ :=

∑
k∈J δk, so that each δk = ξ/n, where n is the total number

of facilities. Thus the competitive facility optimization problem for queues in
series can be solved by first solving the single-facility problem,

max
{λ≥0}

λU ′(λ)− λG̃(λ) ,

where G̃(λ) :=
∑
k∈J Gk(λ), and then setting ξ = U ′(λ)− G̃(λ) and δk = ξ/n,

k ∈ J . It follows that in this case the competitive facility-optimal solution is
also optimal for the cooperative problem. (The reverse is not true, inasmuch
as any set of facility tolls, δk, k ∈ J , such that

∑
k∈J δk = ξ, is optimal for

the cooperative problem.)

7.6 Endnotes

Section 6.1.2.1

Much of the early research on optimal arrival rates and routing in single-
class networks was done by researchers in the theory of road traffic flow.
Wardrop [196] pointed out the distinction between social and individual optimization
in this context. Indeed, in road traffic flow theory an individually optimal
allocation of flows (traffic assignment) is typically referred to as a Wardrop
equilibrium. An influential early reference is the book by Beckmann, McGuire,
and Winsten [17]. Algorithms for numerical calculation of socially and indi-
vidually optimal flow allocations were developed by Dafermos and colleagues
in a series of papers beginning with [50]. For a comprehensive treatment of
the mathematical theory of road traffic networks, see Sheffi [178].

Researchers in telecommunications recognized that the general model for
allocation of flows in a network could also be applied to communication net-
works. Bertsekas and Gallager [20] is a good comprehensive reference for early
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research in this area. For a more recent reference, emphasizing pricing, see
Courcoubetis and Weber [44]. For a comprehensive survey of game models in
telecommunications, see Altman et al. [6].

Section 7.4.1

The original paper by Braess (in German) is [28]. For discussions in English
of Braess’s paradox and its implications, see, e.g., Murchland [149], Frank [67],
Dafermos and Nagourney [49], and Cohen and Kelly [40]. Our example net-
work in Section 7.4.1 is based on a network presented in Correa et al. [41].

The examples in Section 7.4.3, showing that the marginal cost of a socially
optimal allocation can be less than the average cost of an individually optimal
allocation, are new, to the best of my knowledge.

Section 7.4.5

The first papers to find bounds on the difference between the costs of an
individually optimal and a socially optimal allocation which are independent
of the network topology (and, apparently, the first to coin the term “price
of anarchy”) were by Roughgarden and Tardos (see, e.g., [163], [166], [164],
[165]). The simple derivation of the price-of-anarchy inequality (7.29), using
the variational inequality (7.28), is taken from Correa et al. [41]. An excellent
reference on use of variational inequalities in the analysis of traffic networks
is Nagourney [150].

Stidham [190] extends the analysis of parallel queueing facilities to a network
of queues and compares the heavy-traffic behavior of the ratio of individually
optimal to socially optimal costs to bounds derived from the price-of-anarchy
approach of Roughgarden and Tardos.

Section 7.5.2.1

Veltman and Hassin [195] consider a variant of the model discussed in this
section. They use the term, complementary products, to characterize their
model, reflecting the property that an increase in price at one facility tends
to reduce, rather than increase, the demand at the other facility.





CHAPTER 8

Multiclass Networks of Queues

In this chapter we continue our discussion of how some of the models and
techniques presented in the earlier chapters can be extended to networks of
queues. We now consider a network of queues with more than one class of
customers.

Our model is a multiclass generalization of the models in Chapter 7 in
which the arrival rate and the routing of jobs of a single class were the de-
cision variables. Here one must choose the arrival rate and job routings for
each of several classes of customers. The model may also be considered as a
generalization – from a single facility to a network – of the multiclass model
introduced in Chapter 4.

8.1 General Model

As in the case of the single-class model of Chapter 7, we consider a network
consisting of a set J of facilities and a set R of routes. Each route r ∈ R
consists of a subset of facilities (or resources), and we use the notation j ∈ r
to indicate that facility j is on route r.

There are now m distinct classes of customers, labelled i ∈ M , where
M := {1, 2, . . . ,m}. Let λi denote the arrival rate (flow) of class i (a deci-
sion variable), i ∈ M . The set of feasible values for λi is denoted by Ai. Our
default assumption will be that Ai = [0,∞), i ∈ M . Class i earns a utility,
Ui(λi), per unit time when the arrival rate for class i is λi. As usual, we assume
that Ui(λi) is nondecreasing, differentiable, and concave in λi ∈ Ai.

For each class i there may be several available routes through the network.
The set of available routes for class i is denoted Ri (Ri ⊆ R). Each class-i
job that enters the system must be assigned to one of the routes, r ∈ Ri. Let
λir denote the class-i flow assigned to route r, r ∈ Ri. The flows, λir, r ∈ Ri,
i ∈ M , are decision variables, subject to the constraint that, for each class i,
the total class-i flow must equal λi:∑

r∈Ri

λir = λi , i ∈M .

Let νj denote the total flow at facility j: the sum of the flows on all the
routes that use that facility. That is,

νj =
∑
i∈M

∑
r∈Ri:j∈r

λir , j ∈ J .

317
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We assume that at each facility j the waiting cost for each class is a function
of the total flow νj at that facility. Let Gij(νj) denote the average waiting
cost of a class-i job at facility j. We assume that Gij(νj) takes values in [0,∞]
and is strictly increasing and differentiable in νj , 0 ≤ νj <∞.

Remark 1 A more general model would allow the waiting-cost functions,
Gij(·), to depend on the vector, (λir, i ∈ M, r ∈ Ri : j ∈ r), rather than
just on νj , the sum of its components. Such a model would allow for a priority
discipline and/or class-dependent service rates at a facility. The techniques for
analyzing a multiclass, single-facility system with these features were devel-
oped in detail in Chapter 4. These techniques may be applied in the network
setting as well, but to keep the exposition simple we will not do so in this
chapter, but instead leave it to the reader to make these generalizations.

Given the flows, νj , at the various facilities, the total waiting cost incurred
by a class-i job that follows a particular route r is the sum of the resulting
waiting costs at the facilities on that route:∑

j:j∈r
Gij(νj) , r ∈ Ri .

There may also be a toll δj which is charged to each customer who uses
facility j, j ∈ J , and/or a toll ξi which is charged to each class-i customer
who enters the system, i ∈ M . In this case the total cost (full price) for a
class-i job that enters the system and uses route r ∈ Ri is given by

ξi +
∑
j:j∈r

(δj +Gij(νj)) .

Remark 2 A more general model would allow the toll at each facility
to depend on the class, but we shall not need this generality, since we are
confining our attention to models in which the waiting cost for each class at
each facility depends only on the total flow at that facility.

Example 1 Linear Waiting Costs Suppose the average waiting time of a
job at facility j is independent of class and a function, Wj(νj), of the total flow
at j. We assume that Wj(νj) takes values in [0,∞] and is strictly increasing
and differentiable in νj , 0 ≤ νj < ∞. Assume that a job of class i incurs a
waiting cost hi · t if the waiting time experienced by the job equals t, t ≥ 0.
Then

Gij(νj) = hi ·Wj(νj) , i ∈M , j ∈ J ,
and the total waiting cost incurred by a class-i job that follows route r ∈ Ri
is given by

hi ·
∑
j:j∈r

Wj(νj) ,

i ∈M .
As an example of a queueing model that instantiates these assumptions,



GENERAL MODEL 319

consider a network of FIFO M/M/1 facilities operating in steady state. Let
µj denote the service rate at facility j, j ∈ J , and suppose a FIFO queue
discipline is used at each facility. Then

Wj(νj) =
1

µj − νj
, 0 ≤ νj < µj , (8.1)

with Wj(νj) =∞ for νj ≥ µj , j ∈ J .
As we have noted previously, the formula (8.1) for Wj(νj) also holds for

a network of M/GI/1 facilities each of which operates under the processor-
sharing (PS) or last-in, first-out, preemptive-resume (LIFO-PR) discipline.

As in our previous models for selection of arrival rates, the solution to the
decision problem depends on who is making the decision and what criteria
are being used. The decision may be made by the individual customers, each
concerned only with its own net utility (individual optimality), by an agent
for each class concerned with the net benefit received by that class (class
optimality), by an agent interested in maximizing the aggregate net utility
to all customers (social optimality), or by a system operator interested in
maximizing profit (facility optimality).

Before considering several special cases of the general model, we first estab-
lish the existence (and in some cases uniqueness) of solutions for each of these
optimality criteria in the setting of the general model, under weak conditions
on the utility and waiting-cost functions. We also show that many of the re-
sults from the previous chapter concerning the Price of Anarchy extend with
appropriate modifications to the general multiclass model.

8.1.1 Individually Optimal Arrival Rates

The equilibrium conditions for an individually optimal allocation are

U ′i(λi) ≤ ξi +
∑
j:j∈r

(Gij(νj) + δj) , i ∈M , r ∈ Ri , (8.2)

U ′i(λi) = ξi +
∑
j:j∈r

(Gij(νj) + δj) , if λir > 0 , i ∈M , r ∈ Ri , (8.3)

νj =
∑
i∈M

∑
r∈Ri:j∈r

λir , j ∈ J , (8.4)

λi =
∑
r∈Ri

λir , i ∈M , (8.5)

λir ≥ 0 , i ∈M , r ∈ Ri . (8.6)

8.1.1.1 Existence and Uniqueness of Individually Optimal Solution

Under a mild technical assumption, we can show that there exists a unique
solution to the equilibrium conditions (8.2)–(8.6).
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Assumption 1 There exists a compact convex set Ã ⊆ A =
∏
i∈M Ai such

that

1. Gij(νj) <∞ for all i ∈M , j ∈ J , and λ = (λi,r, i ∈M, r ∈ Ri) ∈ Ã,

2. for all i ∈M , r ∈ Ri, U ′i(λi) < ξi+
∑
j:j∈r(δj+Gij(νj)) for all λ ∈ A−Ã,

where νj =
∑
i∈M

∑
r∈Ri:j∈r λir, j ∈ J .

Theorem 8.1 Under Assumption 1 there exists a unique solution to the equi-
librium conditions which characterize the vector λe of individually optimal
arrival rates.

The proof of this theorem is deferred until the next section, since it de-
pends on constructing a class optimization problem that is equivalent to the
individual optimization problem.

For an example in which this assumption is satisfied, see the discussion in
the next section.

8.1.2 Class-Optimal Arrival Rates

We now consider the problem from the point of view of the manager of each
class. The class manager for class i is concerned with maximizing the net
benefit, Bi(λ), received per unit time by jobs of class i, where

Bi(λ) = Ui(λi)−
∑
r∈Ri

λir
∑
j:j∈r

(ξi + δj +Gij(νj)) , i ∈M , (8.7)

with λi =
∑
r∈Ri

λir, i ∈ M , and νj =
∑
i∈M

∑
r∈Ri:j∈r λir, j ∈ J . Equiva-

lently, we can write Bi(λ) as

Bi(λ) = Ui(λi)− (λiξi +
∑
j∈J

Hij(λ)) ,

where
Hij(λ) :=

∑
r∈Ri:j∈r

λir(δj +Gij(νj)) . (8.8)

That is, Hij(λ) is the cost per unit time (including tolls) incurred by class-i
jobs at facility j.

Thus, the goal of the class manager for class i is to solve the following
maximization problem:

max
{λi;λir,r∈Ri;νj ,j∈J}

Ui(λi)− (λiξi +
∑
j∈J

Hij(λ))

(Ci) s.t. λi =
∑
r∈Ri

λir ,

νj =
∑
k∈M

∑
s∈Rk:j∈s

λks , j ∈ J ,

λir ≥ 0 , r ∈ Ri ,
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where λks, s ∈ Rk, k 6= i, are fixed. A vector (λ) is class optimal if it is a
Nash equilibrium for the classes, that is, if λ simultaneously solves Problem
(Ci) for each class i ∈M .

The KKT conditions for Problem (Ci) with Hij(λ) defined by (8.8) are:

Ui(λi) ≤ ξi +
∑
j:j∈r

[δj +Gij(νj) +
∑

s∈Ri:j∈s
λisG

′
ij(νj)] , r ∈ Ri ,

Ui(λi) = ξi +
∑
j:j∈r

[δj +Gij(νj) +
∑

s∈Ri:j∈s
λisG

′
ij(νj)] ,

if λir > 0 , r ∈ Ri
λi =

∑
r∈Ri

λir ,

νj =
∑
k∈M

∑
s∈Rk:j∈s

λks , j ∈ J ,

λir ≥ 0 , r ∈ Ri .

In order for the solution to be class optimal, therefore, these conditions must
hold simultaneously for all classes i ∈ M . Note that the class-optimal solu-
tion may be induced by charging individually optimizing class-i customers an
additional toll at facility j (j ∈ J) equal to∑

s∈Ri:j∈s
λisG

′
ij(νj) ,

which is the external effect, on class-i customers only, of a marginal increase
in the class-i arrival rate at facility j.

8.1.2.1 Existence and Uniqueness of Class-Optimal Solution

To determine conditions under which there exists a unique class-optimal al-
location, we shall use an extension of the approach used in Section 4.2.2.1 of
Chapter 4. We need the following assumptions:

Assumption 2 There exists a compact polyhedral convex set, Ã ⊆ A :=∏
i∈M Ai, such that

1. Gij(νj) < ∞ for all i ∈ M , j ∈ J , and λ = (λir, i ∈ M, r ∈ Ri) ∈ Ã,
with νj =

∑
i∈M

∑
r∈Ri:j∈r λir, j ∈ J ;

2. for each λ ∈ A, there exists a λ′ = (λ′ir, i ∈ M, r ∈ Ri) ∈ Ã at which
the only active constraints among those defining Ã are (possibly) some
of the nonnegativity constraints, such that Bi(λ′) ≥ Bi(λ) for all i ∈M .

Assumption 3 For all i ∈ M ,
∑
j∈J Hij(λ) is a jointly convex function

of (λir, r ∈ Ri), for each set of fixed values of λks, s ∈ Rk, k 6= i, such that
λ ∈ Ã.
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Using the same approach as in Section 4.2.2.1 of Chapter 4, we can prove
the following theorem, as a consequence of Theorems 2 and 6 of Rosen [161].

Theorem 8.2 Under Assumptions 2 and 3, the solution to the class optimization
problem exists and defines a unique Nash equilibrium.

To see how this theorem applies in a particular example of a multiclass
network, consider the case in which each facility j operates as an M/M/1 queue
in steady state with a FIFO discipline and a linear waiting-cost function. In
this case, Gij(νj) = hi ·Wj(νj), where

Wj(νj) =
1

µj − νj
, 0 ≤ νj < µj , (8.9)

with Wj(νj) =∞ for νj ≥ µj . Let εj be given, with 0 < εj < µj , j ∈ J . Define

Â := {λ : νj =
∑
k∈M

∑
s∈Rk:j∈s

λks ≤ µj − εj , j ∈ J} .

Since Â is defined by linear inequalities, it is closed and convex. It is bounded,
since it is contained in the bounded set

Ā := {λ :
∑
r∈Rk

λks ≤ max
j∈J

µj , k ∈M} .

Then Assumption 2 (1) holds. Since Wj(νj) ↑ ∞ as νj ↑ µj , we can choose an
εj > 0 sufficiently small that Assumption 2 (2) holds. Finally, Assumption 3
holds since Wj(·) is convex and increasing.

8.1.2.2 Proof of Theorem 8.1

We shall use an extension of the argument in Section 4.2.2.1 of Chapter 4
to construct a class optimization problem which is equivalent to the individ-
ual optimization problem. The existence and uniqueness of the individually
optimal solution then follows from the existence and uniqueness of the solution
to this class optimization problem.

Consider a particular class i and the maximization problem,

max
{λi,λir,r∈Ri}

Ui(λi)− (λiξi +
∑
j∈J

∫ νj

0

(δj +Gij(ν))dν)

s.t. λi =
∑
r∈Ri

λir ,

νj =
∑
k∈M

∑
s∈Rk:j∈s

λks , j ∈ J ,

λir ≥ 0 , r ∈ Ri ,

where λks, s ∈ Rk, k 6= i, are fixed. This problem is a modified version of
Problem (Ci) in a class optimization problem. To be specific, the objective
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function for the problem can be written as

Ui(λi)− (λiξi +
∑
j∈J

Hij(λ)) ,

where Hij(λ) (the cost per unit time incurred by class-i jobs at facility j) now
takes the form,

Hij(λ) =
∫ νj

0

(δj +Gij(ν))dν .

The KKT conditions for this problem are:

Ui(λi) ≤ ξi +
∑
j:j∈r

(δj +Gij(νj)) , r ∈ Ri ,

Ui(λi) = ξi +
∑
j:j∈r

(δj +Gij(νj)) , if λir > 0 , r ∈ Ri ,

λi =
∑
r∈Ri

λir ,

νj =
∑
k∈M

∑
s∈Rk:j∈s

λks , j ∈ J ,

λir ≥ 0 , r ∈ Ri .

In order for the solution to be class optimal (that is, a Nash equilibrium for
the classes) these conditions must hold simultaneously for all classes i ∈ M .
But this is true if and only if the equilibrium conditions for an individually
optimal solution are satisfied.

Suppose Assumption 1 holds. Then Assumption 2 holds for the equivalent
class optimization problem. Since Gij(·) is increasing and νj is a linear func-
tion of λ, Hij(λ) is jointly convex in (λir, r ∈ Ri), for any fixed values of
(λks, k ∈ M, s ∈ Rk). Therefore Assumption 3 holds for the equivalent class
optimization problem and it follows from Theorem 8.2 that the equivalent
class optimization problem has a unique Nash equilibrium. Therefore the in-
dividually optimal problem also has a unique solution. This completes the
proof of Theorem 8.1.

8.1.3 Socially Optimal Arrival Rates

A socially optimal allocation of arrival rates, λs = (λsir, i ∈ M, r ∈ Ri), is
defined as one that maximizes the aggregate net benefit to all classes. It may
thus be found by solving the following optimization problem:

max
{λi,λir,i∈M,r∈Ri;νj ,j∈J}

∑
i∈M

Ui(λi)−
∑
i∈M

∑
r∈Ri

λir
∑
j:j∈r

Gij(νj)

(P) s.t. νj =
∑
i:i∈M

∑
r∈Ri:j∈r

λir , j ∈ J ,

λi =
∑
r∈Ri

λir , i ∈M ,
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λir ≥ 0 , i ∈M , r ∈ Ri .

A socially optimal allocation of arrival rates λs = (λsi , i ∈M) must satisfy
the following KKT conditions, which are necessary for an optimal solution to
Problem (P):

U ′i(λi) ≤
∑
j:j∈r

(Gij(νj) + δj) , i ∈M , r ∈ Ri , (8.10)

U ′i(λi) =
∑
j:j∈r

(Gij(νj) + δj) , if λir > 0 , i ∈M , r ∈ Ri , (8.11)

νj =
∑
i∈M

∑
r∈Ri:j∈r

λir , j ∈ J , (8.12)

λi =
∑
r∈Ri

λir , i ∈M , (8.13)

δj =
∑
k∈M

∑
s∈Rk:j∈s

λksG
′
kj(νj) , j ∈ S , (8.14)

λir ≥ 0 , i ∈M , r ∈ Ri . (8.15)

Note that δj as given by (8.14) is the external effect of a marginal increase
in flow at facility j on the waiting costs of the existing flows of all classes
at facility j, j ∈ J . Thus, as expected, the KKT necessary conditions for a
socially optimal allocation coincide with the equilibrium conditions (8.2)–(8.6)
for an individually optimal solution with ξi = 0, i ∈ M , provided that the
toll, δj , charged at each facility j equals the external effect – evaluated at the
socially optimal allocation, λs.

We have already seen in Chapter 4 that, even in the special case of the
single-facility model, the total waiting-cost function,∑

i∈M

∑
r∈Ri

λir
∑
j:j∈r

Gij(νj) ,

is not in general jointly convex in λ = (λi, i ∈ M), in spite of the convexity
properties of its components. Hence the objective function for Problem (P)
may not be jointly concave in λ and the first-order KKT conditions may not
be sufficient for a socially optimal allocation.

In the single-facility setting we observed that it was the heterogeneity of
the waiting costs among the different classes that created the lack of joint
convexity of the total waiting-cost function. When the classes are homogeneous
in their waiting costs, however, the total waiting-cost function for the single-
facility problem is always jointly convex. As we shall see, this property extends
to the multiclass network model. (See Section 8.4 below.)

8.1.4 Facility-Optimal Arrival Rates

Now we consider the system from the point of view of revenue-maximizing
facility operators who choose the tolls at the facilities. Assuming that the
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arriving customers are individual optimizers, a particular choice of tolls, δj ,
for the facilities j ∈ J will result in a vector, λ = (λir, i ∈M, r ∈ Ri), of arrival
rates that satisfy the equilibrium conditions, (8.2)–(8.6), for an individually
optimal allocation. We consider only the case of cooperating facilities.

8.1.4.1 Cooperating Facilities

Suppose a single operator (or a collective of cooperating facility operators)
chooses the tolls at all the facilities. For this case the analysis of facility-
optimal arrival rates for a multiclass, single-facility queueing system (see Sec-
tion 4.2.4 of Chapter 4) extends in a straightforward way to a multiclass
network of queues with fixed routes.

The revenue-maximizing operator thus seeks values of δj , j ∈ J , and ξi,
i ∈M , that solve the following optimization problem:

max
{ξi,λi,λir,i∈M,r∈Ri;δj ,νj ,j∈J}

∑
i∈M

λiξi +
∑
j∈J

νjδj

s.t. λir(U ′i(λi)− ξi −
∑
j:j∈r

(δj +Gij(νj)) = 0 , i ∈M , r ∈ Ri ,

U ′i(λi) ≤ ξi +
∑
j:j∈r

(δj +Gij(νj)) , i ∈M , r ∈ Ri ,

λi =
∑
r∈Ri

λir , i ∈M ,

νj =
∑
i∈M

∑
r∈Ri:j∈r

λir , j ∈ J ,

λir ≥ 0 , i ∈M , r ∈ Ri .

Summing the l.h.s. of the first equality constraint over r ∈ Ri and i ∈M and
adding the sum (which equals zero) to the objective function and rearranging
terms, we obtain the equivalent formulation,

max
{λi,λir,i∈M,r∈Ri;νj ,j∈J}

∑
i∈M

λiU
′
i(λi)−

∑
i∈M

∑
r∈Ri

λir
∑
j:j∈r

Gij(νj)

(F) s.t. λi =
∑
r∈Ri

λir , i ∈M ,

νj =
∑
i∈M

∑
r∈Ri:j∈r

λir , j ∈ J ,

λir ≥ 0 , i ∈M , r ∈ Ri ,

with

ξi +
∑
j:j∈r

δj ≥ U ′i(λi)−
∑
j:j∈r

Gij(νj) , i ∈M , r ∈ Ri (8.16)

= U ′i(λi)−
∑
j:j∈r

Gij(νj) ,
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if λir > 0 , i ∈M . , r ∈ Ri (8.17)

We shall presently exhibit a set of tolls, ξi, i ∈ M , δj , j ∈ J , which satisfy
these conditions.

As in the single-facility model (see Chapter 4), Problem (F) is in the same
form as the social optimization problem, but with Ui(λi) replaced by λiU ′(λi),
i ∈M .

Let λf = (λfir, i ∈M, r ∈ Ri) denote a solution to Problem (F). The vector
λf satisfies the following necessary KKT conditions for optimality:

U ′i(λi) + λiU
′′
i (λi) ≤

∑
j:j∈r

Gij(νj) +
∑
k∈M

∑
s∈Rk:j∈s

λksG
′
kj(νj)

 ,

i ∈M , r ∈ Ri , (8.18)

U ′i(λi) + λiU
′′
i (λi) =

∑
j:j∈r

Gij(νj) +
∑
k∈M

∑
s∈Rk:j∈s

λksG
′
kj(νj)

 ,

if λir > 0 , i ∈M , r ∈ Ri , (8.19)

νj =
∑
i∈M

∑
r∈Ri:j∈r

λir , j ∈ J , (8.20)

λi =
∑
r∈Ri

λir , i ∈M , (8.21)

λir ≥ 0 , i ∈M , r ∈ Ri . (8.22)

It is easily verified that the following tolls satisfy conditions (8.16) and
(8.17):

ξfi := −λiU ′′(λi) , i ∈M ;

δj :=
∑
k∈M

∑
s∈Rk:j∈s

λksG
′
kj(νj) , j ∈ J .

Note that the facility tolls coincide with the socially optimal facility tolls and
the class tolls are the same as for the single-facility, multiclass model under
facility optimization (see Chapter 4).

The objective function for Problem (F) may not be concave in λ, even under
the (operative) assumptions that Ui(λi) is concave, because λiU ′i(λi) may not
be concave. Thus in this case, in contrast to the socially optimal problem,
concavity of the objective function may fail even if the class-i waiting-cost per
unit time,

∑
r∈Ri

λir
∑
j:j∈r Gij(νj), is convex in λ for all i ∈M . In this case,

the KKT conditions may have multiple solutions.

8.1.5 Comparison of S.O. and Toll-Free I.O. Solutions

In our analysis of single-class networks of queues, we compared the socially
optimal and the toll-free individually optimal allocations (see Section 7.4 of
Chapter 7). Prominent among the results were Braess’s Paradox and the Price
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of Anarchy. The examples we presented to illustrate Braess’s Paradox are, of
course, valid in the context of a multiclass network of queues, since a single-
class network is a special case of a multiclass network.

We now show how the results concerning the Price of Anarchy extend to
multiclass networks.

8.1.5.1 Price of Anarchy

Suppose the total arrival rate, λi, is fixed for each class i ∈ M . As in the
case of a single-class network, we begin with the formulation of the social
optimization problem with fixed class arrival rates, λi, i ∈M , as a constrained
minimization problem:

min
{λir,i∈M,r∈Ri;νj ,j∈J}

∑
i∈M

∑
r∈Ri

λir
∑
j:j∈r

Gij(νj)

s.t.
∑
r∈R

λir = λi , i ∈M ,

νj =
∑
i∈M

∑
r∈Ri:j∈r

λir ,

λir ≥ 0 , i ∈M , r ∈ Ri .

Now define

νij :=
∑

r∈Ri:j∈r
λir , i ∈M , j ∈ J . (8.23)

Thus, νij is the total class-i flow at facility j. (Note that νij = 0 if there is
no route r ∈ Ri that uses facility j.) Using this definition, we can rewrite the
above maximization problem in equivalent form as

min
{λir,i∈M,r∈Ri;νij ,i∈M,j∈J}

∑
j∈J

∑
i∈M

νijGij(νj)

s.t.
∑
r∈R

λir = λi , i ∈M , (8.24)

νij =
∑

r∈Ri:j∈r
λir , (8.25)

λir ≥ 0 , i ∈M , r ∈ Ri , (8.26)

with νj =
∑
i∈M νij , j ∈ J . Let ν := (νij , i ∈M, j ∈ J) and define the feasible

set N as the set of all ν for which there exists a λ = (λir, i ∈ M, r ∈ Ri)
such that ν and λ satisfy the constraints, (8.24), (8.25), and (8.26). (Note
the difference between the definitions of ν and N here and in Section 7.4.5
in Chapter 7.) Then the social optimization problem may be rewritten with
decision variables, ν = (νij , i ∈M, j ∈ J), as

min
{ν∈N}

C(ν) :=
∑
j∈J

∑
i∈M

νijGij(νj) ,
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with νj =
∑
i∈M νij , j ∈ J . Let νs = (νsij , i ∈ M, j ∈ J) denote the solution

to this problem, that is, the socially optimal vector of class-facility flow rates.
Let νe = (νeij , i ∈ M, j ∈ J) denote the vector of class-facility flow rates

corresponding to an individually optimal allocation, λe = (λeir, i ∈M, r ∈ R),
of flow rates of the various classes on the various routes.

Lemma 8.3 An individually optimal vector of facility flow rates, νe, satisfies
the variational inequality,∑

j∈J

∑
i∈M

(νeij − νij)Gij(νej ) ≤ 0 ,

for all ν = (νij , i ∈M, j ∈ J) ∈ N .

Proof Suppose the system is operating with individually optimal route flow
rates, λe, and corresponding class-facility flow rates, νe. Then each customer
of class i chooses route r with probability

peir := λeir/λi , i ∈M , r ∈ Ri .

The Nash-equilibrium property asserts that no individual customer has an
incentive to deviate unilaterally from these probabilities. This implies that,
for each class i ∈ M , all routes r ∈ Ri with λeir > 0 are “shortest routes” in
the sense that they achieve the minimum cost per unit of flow,

min
r∈Ri

∑
j:j∈r

Gij(νej ) ,

when the cost per unit of class-i flow at facility j is fixed at Gij(νej ). For
each class i ∈M , therefore, assuming the cost per unit of class-i flow at each
facility j remains equal to Gij(νej ), any other choice of route probabilities,
{pir, r ∈ Ri}, (and hence of flows, {λir, r ∈ Ri}) will result in a larger cost for
class i, because it will be using routes other than the shortest. Thus, for all
class-i flow allocations, {λir, r ∈ Ri},∑

r∈Ri

λir
∑
j:j∈r

Gij(νej ) ≥
∑
r∈Ri

λeir
∑
j:j∈r

Gij(νej ) .

Summing over all i ∈M , we have∑
i∈M

∑
r∈Ri

λir
∑
j:j∈r

Gij(νej ) ≥
∑
i∈M

∑
r∈Ri

λeir
∑
j:j∈r

Gij(νej ) ,

or, equivalently, using (8.23),∑
j∈J

∑
i∈M

(νeij − νij)Gij(νej ) ≤ 0 .

It follows from Lemma 8.3 that, for any ν ∈ N ,

C(νe) =
∑
j∈J

∑
i∈M

νeijGij(ν
e
j )
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≤
∑
j∈J

∑
i∈M

νijGij(νej )

=
∑
j∈J

∑
i∈M

νijGij(νj) +
∑
j∈J

∑
i∈M

νij(Gij(νej )−Gij(νj))

= C(ν) +
∑
j∈J

∑
i∈M

νij(Gij(νej )−Gij(νj)) ,

and hence
C(νe)− C(ν) ≤

∑
j∈J

νj(Ḡj(νej )−Gj(νj)) , (8.27)

where

Ḡj(νj) := max
i∈M

Gij(νj) , Gj(νj) := min
i∈M

Gij(νj) , νj ≥ 0 , j ∈ J .

Using the example of a linear waiting-cost function, we now show how this
inequality can be used to bound the percentage difference between C(νe) and
C(νs).

Example 2 Linear Waiting Costs (revisited). Suppose the waiting cost
for each class at each facility is linear in the average waiting time at that
facility:

Gij(νj) = hi ·Wj(νj) , i ∈M , j ∈ J .
Let h̄ := maxi∈M hi, h := mini∈M hi. Then

Ḡj(νj) = h̄ ·Wj(νj) , Gj(νj) = h ·Wj(νj) , j ∈ J .

Moreover, for all ν ∈ N ,

h
∑
j∈J

νjWj(νj) ≤ C(ν) ≤ h̄
∑
j∈J

νjWj(νj) .

Let τ := h̄/h.
Theorem 8.4 Suppose there exists a constant σ < τ−1 ≤ 1 such that

max
j∈J

sup
0≤νj≤νe

j

νj(Wj(νej )−Wj(νj))
νejWj(νej )

≤ σ . (8.28)

Then
C(νe)
C(νs)

≤ τ

1− τσ
.

Proof For any ν ∈ N , using (8.27) and (8.28), we have

C(νe)− C(ν) ≤
∑
j∈J

νj(Ḡj(νej )−Gj(νj))

≤ h̄
∑
j∈J

νj(Wj(νej )−Wj(νj))1{νj ≤ νej }

+(h̄− h)
∑
j∈J

νjWj(νj)
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≤ h̄σ
∑
j∈J

νejWj(νej ) + (h̄− h)
∑
j∈J

νjWj(νj)

≤ (h̄/h)σC(νe) + ((h̄− h)/h)C(ν) ,

from which it follows that

(1− τσ)C(νe) ≤ τC(ν) .

Since this inequality holds for all ν ∈ N , it holds in particular for the socially
optimal vector, νs. Thus

C(νe)
C(νs)

≤ τ

1− τσ
.

The techniques discussed in Section 7.4.5 of Chapter 7 for deriving the
constant σ can be used here in the context of the model with linear waiting
costs. Of course, the upper bound in Theorem 8.4 only applies if σ < τ−1. If
the class waiting-cost coefficients, hi, i ∈ M , are very heterogeneous – that
is, if τ is significantly larger than one – then σ must be significantly less
than one. Obviously, the bound is most useful when the classes are not very
homogeneous.

8.2 Fixed Routes: Optimal Solutions

Now suppose that for each class i there is a single fixed route used by all jobs
of that class. For economy of notation we shall use the index i to denote both
the class and its associated fixed route. In particular, we shall write j ∈ i
when facility j lies on the route used by all class-i jobs. Now the only decision
to be made for each class i is to choose its arrival rate, λi.

The total flow at facility j is now given by

νj =
∑
i:j∈i

λi , j ∈ J . (8.29)

Given the total flows, νj , at the various facilities, the total waiting cost in-
curred by each class-i job is now given by∑

j:j∈i
Gij(νj) .

The full price, πi, for class i is therefore

πi = ξi +
∑
j:j∈i

(δj +Gij(νj)) .

Since this model is a special case of the general model introduced in the
previous section, the results there concerning existence and uniqueness of in-
dividually optimal and class optimal solutions still apply.

Remark 3 An alternative approach to this model starts from the multiclass
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model of Chapter 4, replacing the single service facility is replaced by a net-
work of facilities. Much of the analysis and many of the results from Chapter 4
apply to this more general setting. In fact, by appropriately defining a total
waiting cost function, Ĝi(λ), and a total toll, δ̂i, for class i, we can regard the
network model as a special case of the general multiclass, single-facility model
of Section 4.1 of Chapter 4.

Specifically, let the total waiting-cost function and toll for class i be defined
by (i ∈M)

Ĝi(λ) :=
∑
j:j∈i

Gij(νj) , (8.30)

δ̂i := ξi +
∑
j:j∈i

δj , (8.31)

where λ = (λi, i ∈M) and νj =
∑
i:j∈i λi, j ∈ J . Then the full price for each

entering job of class i is

πi = δ̂i + Ĝi(λ) ,

which takes the same form as the full price for a general multiclass, single-
facility model as defined in Section 4.1 of Chapter 4. In effect, we are treating
the network as a kind of “super” facility. We can do this because the single-
facility model of Section 4.1 of Chapter 4 allows the waiting cost for each class
to depend on the entire arrival-rate vector, λ.

8.2.1 Individually Optimal Arrival Rates

Let λe = (λei , i ∈ M) denote the individually optimal vector of arrival rates.
The equilibrium conditions satisfied by λe are:

U ′i(λi) ≤ ξi +
∑
j:j∈i

(δj +Gij(νj)) , (8.32)

U ′i(λi) = ξi +
∑
j:j∈i

(δj +Gij(νj)) , if λi > 0 , (8.33)

νj =
∑
i:j∈i

λi , (8.34)

λi ≥ 0 , i ∈M . (8.35)

As remarked above, these conditions have a unique solution, provided the
assumptions of Theorem 8.1 hold, since the model with fixed routes is a special
case of the general model.
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8.2.2 Class-Optimal Arrival Rates

The class manager for class i is concerned with maximizing the net benefit,
Bi(λ), received per unit time by jobs of class i, where

Bi(λ) = Ui(λi)− λi

ξi +
∑
j:j∈i

(δj +Gij(νj))

 , (8.36)

i ∈M , with νj =
∑
k:j∈k λk, j ∈ J .

The following necessary KKT conditions must hold simultaneously for all
i ∈M in order for an allocation λ = (λi, i ∈M) to be class optimal.

U ′i(λi) ≤ ξi +
∑
j:j∈i

(δj +Gij(νj)) + λi
∑
j:j∈i

G′ij(νj) , (8.37)

U ′i(λi) = ξi +
∑
j:j∈i

(δj +Gij(νj)) + λi
∑
j:j∈i

G′ij(νj) , if λi > 0 , (8.38)

νj =
∑
k:j∈k

λk , j ∈ J , (8.39)

λi ≥ 0 , i ∈M . (8.40)

Under the assumptions of Theorem 8.2, these conditions have a unique solu-
tion.

8.2.3 Socially Optimal Arrival Rates

Consider a flow allocation, λ = (λi, i ∈M). The net benefit per unit time for
class i is

Bi(λ) = Ui(λi)− λi
∑
j:j∈i

Gij(νj) . (8.41)

A socially optimal allocation of arrival rates λs = (λsi , i ∈M) to the classes
is defined as one that maximizes the aggregate net benefit to all classes. It
may thus be found by solving the following optimization problem:

max
∑
i∈M

Ui(λi)−
∑
i∈M

λi
∑
j:j∈i

Gij(νj)

(P) s.t. νj =
∑
i:j∈i

λi , j ∈ J ,

λi ≥ 0 , i ∈M .

A socially optimal allocation of arrival rates λs = (λsi , i ∈M) must satisfy
the following KKT conditions, which are necessary for an optimal solution to
Problem (P):

U ′i(λi) ≤
∑
j:j∈i

(Gij(νj) + δj) , (8.42)
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U ′i(λi) =
∑
j:j∈i

(Gij(νj) + δj) , if λi > 0 , (8.43)

νj =
∑
i:j∈i

λi , (8.44)

δj =
∑
k:j∈k

λkG
′
kj(νj) , (8.45)

λi ≥ 0 , i ∈M . (8.46)

Although the model with fixed routes has a simpler structure than the
general model, the KKT conditions may still not be sufficient for a global
maximum of the objective function in Problem (P). Indeed, we have already
shown that the total waiting-cost function,∑

i∈M
λi
∑
j:j∈i

Gij(νj) ,

is not in general jointly convex in λ = (λi, i ∈ M), in spite of the convexity
properties of its components, even in the special case of a single-facility model
with waiting costs dependent only on total flow at the facility (see Section 4.4.3
of Chapter 4). Hence the objective function for Problem (P) may not be jointly
concave in λ and the first-order KKT conditions may not be sufficient for a
socially optimal allocation.

8.2.4 Facility-Optimal Arrival Rates

Now we consider the system from the point of view of revenue-maximizing
facility operators who choose the tolls, δj , at the facilities j ∈ J , and the tolls,
ξi, for each entering customer of class i, i ∈M .

Again we consider only the case of cooperating facilities.

8.2.4.1 Cooperating Facilities

As in the general model, the facility optimization problem for cooperating
facilities may be solved by first solving an arrival-rate optimization problem.
This problem now takes the form:

max
{λi,i∈M ;νj ,j∈J}

∑
i∈M

λiU
′
i(λi)−

∑
i∈M

∑
j:j∈i

Gij(νj)

(F′) s.t. νj =
∑
i:j∈i

λi , j ∈ J ,

λi ≥ 0 , i ∈M .

Let λf = (λfi , i ∈ M) denote an optimal solution to Problem (F’). The
vector λf satisfies the following necessary KKT conditions for optimality:

U ′i(λi) + λiU
′′
i (λi) ≤

∑
j:j∈i

Gij(νj) +
∑
k:j∈k

λkG
′
kj(νj)

 ,
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i ∈M , r ∈ Ri , (8.47)

U ′i(λi) + λiU
′′
i (λi) =

∑
j:j∈r

Gij(νj) +
∑
k:j∈k

λkG
′
kj(νj)

 ,

if λi > 0 , i ∈M , (8.48)

νj =
∑
i:i∈j

λi , j ∈ J , (8.49)

λi ≥ 0 , i ∈M . (8.50)

The facility optimal tolls are given by

ξfi = −λfi U
′′(λfi ) , i ∈M ,

δfj =
∑
k:j∈k

λfkG
′
kj(ν

f
j ) , j ∈ J .

Again the facility tolls coincide with the socially optimal facility tolls and
the class tolls are the same as for the single-facility multiclass model (see
Chapter 6). And again the KKT conditions may have multiple solutions, both
because the total waiting-cost function, λi

∑
j:j∈iGij(νj), may not be jointly

convex in λ, and because λiU ′(λi) may not be concave in λi, i ∈M .

8.3 Fixed Routes: Dynamic Adaptive Algorithms

We now turn our attention to the application of dynamic adaptive algorithms
to a multiclass network with fixed routes. The extension of these algorithms
from the multiclass, single-facility model of Chapter 4 is straightforward. We
consider continuous-time algorithms only.

8.3.1 Continuous-Time Dynamic Algorithms

Suppose the arrival rates and tolls evolve in continuous time. For each i ∈M ,
let λi(t) denote the arrival rate for class i at time t, t ≥ 0. The vector of arrival
rates at time t is λ(t) = (λi(t), i ∈ M). Let δj(t) denote the toll charged at
facility j at time t, j ∈ J . Let ξi(t) denote the toll charged at time t to each
entering class-i customer, i ∈M . Let

νj(t) =
∑
j:j∈i

λi(t) , t ≥ 0 ,

the total flow at facility j at time t. Let ωi be a positive constant. Consider
the system of differential equations (i ∈M),

d

dt
λi(t) = ωi

U ′i(λi(t))− [ξi(t) +
∑
j:j∈i

(Gij(νj(t)) + δj(t))]

 . (8.51)
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As usual, if the current value of λi(t) is zero and the r.h.s. of the differential
equation is negative, it is understood that the algorithm keeps the flow at zero
rather than reducing it further.

Define
δ̂i(t) := ξi(t) +

∑
j:j∈i

δj(t) , t ≥ 0 , i ∈M ,

so that δ̂i(t) is the total toll charged to an entering class-i customer at time
t. Using the definition (8.30), we have

Ĝi(λ(t)) =
∑
j:j∈i

Gij(λ(t)) ; i ∈M , t ≥ 0 .

That is, Ĝi(λ(t)) is the total waiting cost incurred by a class-i customer
who enters at time t. As we shall see presently, we can directly apply the
results for the continuous-time dynamic algorithm developed in Section 4.3.1
of Chapter 4 to this algorithm for a multiclass network with fixed routes, by
simply replacing δi(t) and Gi(λ(t) by δ̂i(t) and Ĝi(λ(t), respectively.

As in the single-facility case, the specific behavior of the algorithm depends
on how we choose the tolls – in this case, δj(t), j ∈ J , and ξi(t), i ∈ M .
If δj(t) = δj , j ∈ J , and ξi(t) = ξ, i ∈ M (fixed tolls), then the algorithm
converges to the individually optimal arrival rate vector, λe, associated with
the fixed tolls, δj , j ∈ J , and ξ, i ∈ M . On the other hand, if we choose
the tolls equal to the appropriate (time-varying) values for class optimality,
social optimality, or facility optimality, then the algorithm converges (not
surprisingly) to a class-optimal, socially optimal, or facility optimal vector of
arrival rates, respectively. These assertions are proved in the following four
sections.

8.3.1.1 Algorithm with Fixed Toll: Individual Optimality

Consider the dynamical system governed by the differential equation (8.51),
and suppose that the toll charged each job processed at facility j is a fixed
quantity, δj , j ∈ J , and the toll charged each entering job of class i is a fixed
quantity, ξi, i ∈M . The system of differential equations is now

d

dt
λi(t) = ωi

U ′i(λi(t))− [ξi +
∑
j:j∈i

(Gij(νj(t)) + δj)]

 , i ∈M , (8.52)

where νj(t) =
∑
k:j∈k λk(t), j ∈ J .

A stationary point λ of this system, at which the r.h.s. of each of the
differential equations (8.51) equals zero (or is less than or equal to zero, if λi =
0), satisfies (8.32)–(8.35), and is therefore a Nash equilibrium for individually
optimizing customers when entering customers of class i are charged the toll
δ̂i = ξi +

∑
j:j∈i δj , i ∈M .

The following theorem is an application of Theorem 4.4 of Chapter 4.

Theorem 8.5 Under Assumption 1, the dynamic algorithm (8.52) converges
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globally to the unique solution to the equilibrium conditions (8.32)–(8.35),
which characterize the vector λe of individually optimal arrival rates.

8.3.1.2 Algorithm with Time-Varying Toll: Class Optimality

Let δj , j ∈ J , and ξi, i ∈ M , be given, fixed tolls. Consider the dynamical
system governed by the differential equation (8.51), and suppose that each
entering class-i job is charged the fixed toll, ξi, and each class-i job processed
at facility j is charged a time-varying toll

δj(t) = G′ij(νj(t)) + δj ,

i ∈M , j ∈ J . The system of differential equations is now (i ∈M)

d

dt
λi(t) = ωi

U ′i(λi(t))− ξi −∑
j:j∈i

[
G′ij(νj(t)) + δj

] . (8.53)

Recall that by Theorem 4.2 there is a unique class-optimal solution under
Assumptions 2 and 3, which satisfies the equilibrium conditions, (8.37)–(8.40).

Using the definitions of δ̂i(t) and Ĝi(λ(t)), we can apply Theorem 4.5 of
Chapter 4 to yield the following theorem:

Theorem 8.6 Under Assumptions 2 and 3 the dynamic algorithm (8.51) con-
verges globally to the unique solution to the equilibrium conditions (8.37)–
(8.40), which characterize the vector λc of class optimal arrival rates.

8.3.1.3 Algorithm with Time-Varying Toll: Social Optimality

Consider the dynamical system governed by the differential equation (8.51),
and suppose now that each job processed at facility j is charged a time-varying
toll,

δj(t) =
∑
k:j∈k

λk(t)G′kj(νj(t)) , (8.54)

j ∈ J , and the toll, ξi(t), charged each entering customer of class i is zero,
i ∈M . The system of differential equations is now (i ∈M)

d

dt
λi(t) = ωi

U ′i(λi(t))−∑
j:j∈i

[Gij(νj(t)) +
∑
k:j∈k

λk(t)G′kj(νj(t))]

 , (8.55)

where νj(t) =
∑
k:j∈k λk(t).

In this version of the dynamic algorithm, the total class-i toll, ξ̂i(t) =∑
j:j∈i δj(t), is the overall external effect of class-i flow: the marginal increase

in the total waiting cost of all existing flows in all classes at all facilities j ∈ i
as a result of a marginal increase in λi.

The stability analysis of the algorithm in this case parallels that for so-
cial optimality in the multiclass, single-facility model (cf. Section 4.3.1.3 of
Chapter 4). Using the definition, Ĝi(λ) =

∑
j:j∈iGij(νj), for the total class-i



FIXED ROUTES: DYNAMIC ADAPTIVE ALGORITHMS 337

waiting cost, we can write the objective function for social optimality in the
multiclass network model with fixed routes as

U(λ) =
∑
i∈M

Ui(λi)−
∑
i∈M

λiĜi(λ) .

Consequently, it follows from the analysis in Section 4.3.1.3 of Chapter 4
that the algorithm converges (with strictly increasing aggregate utility) to a
solution to the KKT conditions. We have observed that there may in general
be several such solutions, each of which is a Nash equilibrium for individually
optimizing customers when charged the appropriate tolls. Which equilibrium
is approached depends on the starting point.

8.3.1.4 Algorithm with Time-Varying Toll: Facility Optimality

Consider the dynamical system governed by the differential equation (8.51),
and suppose now that each job processed at facility j is charged a time-varying
toll,

δj(t) =
∑
k:j∈k

λk(t)G′kj(νj(t)) , (8.56)

j ∈ J , where νj(t) =
∑
k:j∈k λk(t). In addition, each class-i job that enters

the system is charged a time-varying toll,

ξi(t) = −λi(t)U ′′(λi(t)) , i ∈M . (8.57)

The system of differential equations is now (i ∈M)

d

dt
λi(t) = ωi(U ′i(λi(t))− λi(t)U ′′i (λi(t))

−
∑
j:j∈i

[Gij(νj(t)) +
∑
k:j∈k

λk(t)G′kj(νj(t))]) . (8.58)

At a positive stationary point of this system, we have

U ′i(λi) + λiU
′′
i (λi)−

∑
j:j∈i

[Gij(νj) +
∑
k:j∈k

λkG
′
kj(νj)] = 0 , (8.59)

which are the necessary KKT conditions for λ = (λi, i ∈M) to be be facility
optimal. By an argument similar that used in Chapter 4 for the single-facility
multiclass problem (using the equivalence between the facility optimization
problem and a social optimization problem with modified utility functions,
Ũi(λi) := λiU

′
i(λi)), one can show that the dynamic algorithm defined by

the differential equations (8.58) converges (with strictly increasing aggregate
utility) to a solution to the KKT conditions for a facility optimal allocation.
However, since the modified utility function, Ũ(λ), need not be concave (as
we observed) the solution to (3.39) to which the algorithm converges need not
be globally optimal for the facility optimization problem, even if the waiting
cost function is concave in λ (which, as we have already observed, may need
not be the case).
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8.4 Fixed Routes: Homogeneous Waiting Costs

In this section we consider the model with a fixed route for each class in the
special case of homogeneous waiting costs. We concentrate on individual and
social optimization.

Suppose the average waiting cost incurred by a job at facility j is Gj(νj),
regardless of class, for all j ∈ J . For given values of the facility tolls, δj ,
j ∈ J , and class tolls, ξi, i ∈M , the equilibrium conditions for an individually
optimal allocation are

U ′i(λi) ≤ ξi +
∑
j:j∈i

(δj +Gj(νj)) , i ∈M ,

U ′i(λi) = ξi +
∑
j:j∈i

(δj +Gj(νj)) , if λi > 0 , i ∈M ,

νj =
∑
i:j∈i

λi , j ∈ J ,

λi ≥ 0 , i ∈M .

The objective function for social optimization problem becomes

U(λ) =
∑
i∈M

Ui(λi)−
∑
i∈M

λi
∑
j:j∈i

Gj(νj)

=
∑
i∈M

Ui(λi)−
∑
j∈J

∑
i:j∈i

λi

Gj(νj)

=
∑
i∈M

Ui(λi)−
∑
j∈J

νjGj(νj) ,

where

νj =
∑
i:j∈i

λi , j ∈ J .

Now we make the following assumption.

Assumption 4 For all j ∈ J , the function Hj(νj) := νjGj(νj) is convex in
νj ≥ 0.

Since νj is a linear function of λ, it follows from this assumption that the
total waiting-cost function,

Ĝi(λ) =
∑
j∈J

νjGj(νj) ,

is jointly convex in λ and hence U(λ) is jointly concave in λ.
Note that Assumption 4 is satisfied in many queueing models. For example,

when waiting costs at each facility are linear (with hj = waiting cost per job
per unit time at facility j) and facility j is modeled as a FIFO M/M/1 queue
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with service rate µj , operating in steady state, we have

Gj(νj) =
1

µj − νj
, 0 ≤ νj < µj ,

with Gj(νj) =∞ for νj ≥ µj . In this case Gj(·) is convex and nondecreasing
and therefore Hj(·) is convex.

Thus, when the waiting costs at each facility are homogeneous across the
classes, the objective function for social optimization is jointly concave and
therefore has a unique global maximum, which is the unique solution to the
KKT conditions

U ′i(λi) ≤
∑
j:j∈i

(Gj(νj) + δj)

U ′i(λi) =
∑
j:j∈i

(Gj(νj) + δj) , if λi > 0 ,

where (j ∈ J)

νj =
∑
i:j∈i

λi ,

δj =
∑
k:j∈k

λkG
′
j(νj) .

8.4.1 Continuous-Time Dynamic Algorithm

The differential equations for social optimization now take the form (i ∈M):

d

dt
λi(t) = ωi

U ′i(λi(t))−∑
j:j∈i

[Gj(νj(t)) +
∑
k:j∈k

λk(t)G′j(νj(t))]

 , (8.60)

where νj(t) =
∑
k:j∈k λk(t).

Since the objective function for social optimization is now concave in λ, the
KKT conditions have a unique solution, which is the unique global maximum.
It follows that the algorithm converges (with strictly increasing aggregate
utility) to this unique solution.

8.5 Variable Routes: Homogeneous Waiting Costs

In this section we consider the model with a choice of routes for each class
in the special case of homogeneous waiting costs. Again we concentrate on
individual and social optimization.

Suppose the average waiting cost incurred by a job at facility j is Gj(νj),
regardless of class, for all j ∈ J . For given values of the facility tolls, δj ,
j ∈ J , and class tolls, ξi, i ∈M , the equilibrium conditions for an individually
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optimal allocation are:

U ′i(λi) ≤ ξi +
∑
j:j∈r

[δj +Gj(νj)] , i ∈M , r ∈ Ri , , (8.61)

U ′i(λi) = ξi +
∑
j:j∈r

[δj +Gj(νj)] , if λir > 0 , i ∈M , r ∈ Ri , ,(8.62)

νj =
∑
i∈M

∑
r∈Ri:j∈r

λir , j ∈ J , (8.63)

λi =
∑
r∈Ri

λir , i ∈M , (8.64)

λir ≥ 0 , i ∈M , r ∈ Ri . (8.65)

The objective function for social optimization problem becomes

U(λ) =
∑
i∈M

Ui(λi)−
∑
i∈M

∑
r∈Ri

λir
∑
j:j∈r

Gj(νj)

=
∑
i∈M

Ui(λi)−
∑
j∈J

(
∑
i∈M

∑
r∈Ri:j∈r

λir)Gj(νj)

=
∑
i∈M

Ui(λi)−
∑
j∈J

νjGj(νj) .

Thus the social optimization problem can be written as:

max
{λi,λir,r∈Ri;νj ,j∈J}

U(λ) =
∑
i∈M

Ui(λi)−
∑
j∈J

νjGj(νj)

s.t. νj =
∑
i∈M

∑
r∈Ri:j∈r

λir , j ∈ J ,

λi =
∑
r∈Ri

λir , i ∈M ,

λir ≥ 0 , i ∈M , r ∈ Ri .

As in the case of a single-class network, let us make the following assump-
tion.

Assumption 5 For all j ∈ J , the function Hj(νj) := νjGj(νj) is convex in
νj ≥ 0.

Since νj is a linear function of λ = (λir, i ∈ M, r ∈ Ri), it follows from
this assumption that the total waiting cost per unit,

∑
j∈J νjGj(νj), is jointly

convex in λ and hence U(λ) is jointly concave in λ.
Recall that Assumption 5 is satisfied in many queueing models. For example,

when waiting costs at each facility are linear (with h = waiting cost per job
per unit time in the system) and facility j is modeled as a FIFO M/M/1 queue
with service rate µj , operating in steady state, we have

Gj(νj) =
h

µj − νj
, 0 ≤ νj < µj ,
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with Gj(νj) =∞ for νj ≥ µj . In this case Gj(·) is convex and nondecreasing
and therefore Hj(·) is convex.

Thus, when the waiting costs at each facility are homogeneous across the
classes, the objective function for social optimization is jointly concave and
therefore has a unique global maximum, which is the unique solution to the
KKT conditions

U ′i(λi) ≤
∑
j:j∈r

(Gj(νj) + δj) , i ∈M , r ∈ Ri , (8.66)

U ′i(λi) =
∑
j:j∈r

(Gj(νj) + δj) , if λir > 0 , i ∈M , r ∈ Ri , (8.67)

νj =
∑
i∈M

∑
r∈Ri:j∈r

λir , j ∈ J , (8.68)

λi =
∑
r∈Ri

λir , i ∈M , (8.69)

δj = νjG
′
j(νj) , j ∈ S , (8.70)

λir ≥ 0 , i ∈M , r ∈ Ri . (8.71)

8.5.1 Price of Anarchy

We now show how the results concerning the Price of Anarchy for multiclass
networks (cf. Section 8.1.5.1) simplify in the special case of homogeneous wait-
ing costs. In fact, as we shall see, the results from Chapter 7 for a single-class
network extend directly to a multiclass network with homogeneous waiting
costs.

As in the case of a single-class network, we begin with the formulation of
the social optimization problem with fixed class arrival rates, λi, i ∈M , as a
constrained minimization problem:

min
{λr,r∈Ri,i∈M ;νj ,j∈J}

∑
j∈J

νjGj(νj)

s.t.
∑
r∈Ri

λir = λi , i ∈M , (8.72)

νj =
∑
i∈M

∑
r∈Ri:j∈r

λir , j ∈ J , (8.73)

λir ≥ 0 , i ∈M , r ∈ Ri . (8.74)

Let ν := (νj , j ∈ J) and define the feasible set N as the set of all ν for
which there exists a λ = (λir, i ∈ M, r ∈ Ri) such that ν and λ satisfy the
constraints, (8.72), (8.73), and (8.74). Then the social optimization problem
may be rewritten with decision variables, ν = (νj , j ∈ J), as follows:

min
{ν∈N}

C(ν) :=
∑
j∈J

νjGj(νj) .
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We now have the social optimization problem in the same format as in the case
of a single-class network (cf. Section 7.4.5 of Chapter 7). Let νs = (νsj , j ∈ J)
denote the socially optimal vector of facility flow rates.

Now let νe = (νej , j ∈ J) denote the vector of facility flow rates correspond-
ing to an individually optimal allocation, λe = (λeir, i ∈ M, r ∈ Ri), of flow
rates of the various classes on the various routes. The same argument as used
in the proof of Lemma 8.3 for the general multiclass model leads in this special
case to the following lemma:
Lemma 8.7 An individually optimal vector of facility flow rates, νe, satisfies
the variational inequality, ∑

j∈J
(νej − νj)Gj(νej ) ≤ 0 ,

for all ν = (νj , j ∈ J) ∈ N .
Note that this variational inequality is simpler than the one for the general
multiclass model. Indeed, it is formally identical to the variational inequality
derived in Chapter 7 for a single-class network, although (as noted above) the
definition of N is different here.

From this point we can use exactly the same arguments as used in Chapter 7
to establish the following theorem:

Theorem 8.8 Suppose there exists a constant σ < 1 such that

max
j∈J

sup
0≤νj≤νe

j

νj(Gj(νej )−Gj(νj))
νejGj(ν

e
j )

≤ σ . (8.75)

Then C(νe) ≤ (1− σ)−1C(νs).

The techniques discussed in Section 7.4.5 of Chapter 7 for deriving the con-
stant σ can be used in this setting as well.

8.6 Endnotes

Section 8.4.1

In a series of papers, [105], [109], [106], [107], [108], Kelly et al. propose a
variant of this dynamic algorithm as a model for an adaptive pricing algorithm
for control of traffic in a communication network. In their model, the facilities
are links in the communication network between nodes, which serve as switches
routers. The cost function, Gj(νj), may represent an explicit cost of waiting
(as in our model), or it may perform the role of a penalty function designed
to “shape” the traffic so that links do not become overloaded.



APPENDIX A

Scheduling a Single-Server Queue

A.1 Strong Conservation Laws

In this section we provide a brief overview of the theory of strong conservation
laws, which provides a basis for the characterization of the achievable region
for scheduling problems. (See [21] for more details.)

The abstract setting for the theory of strong conservation laws is a sys-
tem consisting of m activities and a set Φ of admissible scheduling rules. A
scheduling rule specifies which activity to engage in at each point in time, and
this choice may depend on the current state and history (but not the future
behavior) of the system. In applications to queueing systems, an activity will
typically correspond to serving a particular class of customers. The definition
of an admissible scheduling rule may involve some restrictions on the choice
of activity at certain points in time. For example, in a queueing application
we may or may not be allowed to interrupt a service until it is completed
(preemption or nonpreemption). At each point in time, an activity may be
either on or off, and we assume that this information is a part of the state
description.

Among admissible scheduling rules, we are particularly interested in strict
priority rules, which give strict preference to certain activities over others.
More specifically, corresponding to each permutation, ψ, of M = {1, 2, . . . ,m},
there is a strict priority rule, φ(ψ), which at each point in time engages in the
activity i with the smallest index ψ(i) among all activities that are currently
on. In other words, the class i with ψ(i) = 1 has priority over all other classes,
followed by the class j with ψ(j) = 2, and so forth.

Associated with each admissible scheduling rule, φ ∈ Φ, there is a per-
formance measure, xφi , for each activity i. In our applications xφi will typ-
ically be proportional to the average waiting time in the system or in the
queue for a class-i customer. The performance vectors, xφ = (xφ1 , . . . , x

φ
m),

associated with the admissible scheduling rules, φ ∈ Φ, are said to satisfy
strong conservation laws if there is a constant, αS , associated with each sub-
set S ⊂M = {1, 2, . . . ,m} of activities such that∑

j∈M
xφj = αM for all φ ∈ Φ , (A.1)

and for all S ⊂M ,∑
j∈S

xφj ≥ αS for all φ ∈ Φ , (A.2)

343
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j∈S

x
φ(ψ)
j = αS for all ψ such that {ψ1, ψ2, . . . , ψ|S|} = S . (A.3)

In words, the performance vectors from admissible scheduling strategies are
said to satisfy strong conservation laws if the total performance over all classes
is invariant under all admissible scheduling strategies and the total perfor-
mance over the classes in any subset S ⊂M is minimized by any strict-priority
rule giving priority to those jobs over jobs of classes in Sc. (We call such a
rule an S-rule.)

The achievable region is denoted by R and is defined as follows:

R = {x = (x1, . . . , xm) :
∑
j∈M

xj = αM ;
∑
j∈S

xj ≥ αS , for all S ⊂M} .

(A.4)
Note that R is a convex polytope in m-dimensional Euclidean space, defined

by a finite number of linear inequalities.
Thus we see that when conservation laws apply, the performance vector

xφ from an admissible scheduling rule φ belongs to the achievable region R.
Moreover, it can be shown that the performance vectors of the strict-priority
rules φ(ψ), corresponding to the permutations ψ of {1, 2, . . . ,m}, constitute
the extreme points of R.

The following theorem applies when strong conservation laws are satisfied.
Theorem A.1 Given a set of performance vectors {xφ : φ ∈ Φ} that satisfies
strong conservation laws, the optimal solution to a problem of the form

min


N∑
j=1

cjx
φ
j , φ ∈ Φ

 (A.5)

is attained by the strict-priority rule that assigns priority to the job classes in
the order of decreasing cost coefficients. That is, the strict-priority rule φ(ψ),
where

cψ1 ≥ cψ2 ≥ · · · ≥ cψN
, (A.6)

is optimal over all φ ∈ Φ.
For a proof, see, e.g., [21].

A.2 Work-Conserving Scheduling Systems

Now we begin to apply this theory to queueing systems. We start with a
G/G/1 queue, that is, a single-server system with general (not necessarily
i.i.d.) interarrival and service times.

Definition A work-conserving scheduling system (WCSS) consists of
(i) a bivariate random sequence, Θ = {(A(n),S(n)), n = 1, 2, . . .}, with a

given probability measure P , where A(n) and S(n) are the arrival instant and
work requirement, respectively, of job n, n ≥ 1 (A(0) = 0);

(ii) a single server who works (at unit rate) on one customer at a time;
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Figure A.1 Graph of V (t): Work in System

(iii) a set of nonanticipative and nonidling scheduling rules, Φ = {φ}.

A scheduling rule is nonanticipative if the decision about which job to
process at time t depends only on {(A(n),S(n)), n = 1, 2, . . . ,A(t)}, where
A(t) = max{n : A(n) ≤ t}, and possibly on decisions taken before time t. It
is nonidling if the server is always busy when there is at least one job in the
system.

The scheduling rules in φ ∈ Φ may be preemptive or nonpreemptive, the
essential property being that the probability measure P governing Θ must be
the same for all scheduling rules φ ∈ Φ. That is, the arrival instants and the
work required by each job must be independent of the scheduling rule. (Note
that, if a particular scheduling rule, φ ∈ Φ, is preemptive, then it must be
preemptive resume in order for this requirement to be satisfied.)

The work in the system at time t ≥ 0, denoted by V (t), is defined as the
sum of the remaining work requirements (service times) of all the customers
in the system at time t. Figure A.1 illustrates the evolution of V (t) over time
for a particular realization of Θ = {(A(n),S(n)), n = 1, 2, . . .}. At each arrival
point, A(n), the graph of V (t) takes an upward jump of magnitude S(n).
Between these jumps, the graph of V (t) decreases at unit rate, as the server
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performs work at unit rate, as long as V (t) > 0. The probability measure
governing the evolution of V (t) is therefore completely determined by the
probability measure P governing Θ, which in turn does not depend on the
scheduling rule. Hence {V (t), t ≥ 0} is invariant with respect to scheduling
rules φ ∈ Φ, both in terms of its sample-path evolution and probabilistically.
It follows that the limiting average,

lim
t→∞

t−1

∫ t

0

V (s)ds ,

(when it exists) is also invariant. When {V (t), t ≥ 0} is ergodic, that is, when

lim
t→∞

t−1

∫ t

0

V (s)ds = E[V ] , w.p.1 ,

for a suitably chosen random variable V , then it follows that the expecta-
tion E[V ] is also invariant. For example, when the WCSS under study is a
GI/GI/1 queue (see the next section), the invariant expectation in question
is the steady-state expected work in the system.

A customer (along with its associated work) passes through various states
while in the system. When a customer enters the system, it enters the primary
queue and remains there until it enters service for the first time. If preemp-
tion is allowed, then the customer may also spend time in the secondary queue,
which consists of customers who are not currently in service but who have re-
ceived some service and have been preempted at least once. (When preemption
is not allowed, the secondary queue is always empty: Y (t) = 0, for all t ≥ 0.
In this case we shall refer to the primary queue simply as the queue.)

The work in the system can be classified similarly. We can write

V (t) = U(t) + Y (t) +Z(t) , t ≥ 0 ,

whereU(t) is the work in the primary queue (the sum of the work requirements
of all waiting customers who have not yet received any service), Y (t) is the
work in the secondary queue (the sum of the remaining work requirements
of all waiting customers who have received some service), and Z(t) is the
work in service (the remaining work of the customer in service) at time t ≥ 0.
Furthermore, when {U(t), t ≥ 0}, {Y (t), t ≥ 0}, and {Z(t), t ≥ 0} are ergodic,
so that

lim
t→∞

t−1

∫ t

0

U(s)ds = E[U ] , w.p.1 ,

lim
t→∞

t−1

∫ t

0

Y (s)ds = E[Y ] , w.p.1 ,

lim
t→∞

t−1

∫ t

0

Z(s)ds = E[Z] , w.p.1 ,

then we have
E[V ] = E[U ] + E[Y ] + E[Z] . (A.7)
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A.2.1 Example: GI/GI/1 Queue

Consider a WCSS in which the interarrival times {A(n) − A(n−1), n ≥ 1}
and work requirements {S(n), n ≥ 1} are mutually independent sequences of
i.i.d. random variables (a GI/GI/1 queue). Let A and S have the common
distributions of A(n) − A(n−1), n ≥ 1, and S(n), n ≥ 1, respectively. Let
λ := (E[A])−1 (the arrival rate), µ := (E[S])−1, and ρ := λ/µ.

It follows from a standard sample-path argument and the strong law of large
numbers (cf., e.g., Chapter 6 of El-Taha and Stidham [60]) that {Z(t), t ≥ 0}
is ergodic, and (w.p.1)

lim
t→∞

t−1

∫ t

0

Z(s)ds = E[Z] = λE[S2]/2 , w.p.1 , (A.8)

which is invariant with respect to the scheduling rule φ ∈ Φ.

Definition A scheduling rule φ is regenerative if the decision about which job
to process next does not use any information from previous busy cycles and
coincides with the decision that would be made in the first busy cycle, given
the same information about previous arrival instants, work requirements, and
decisions during the current busy cycle.

Examples of regenerative scheduling rules are the strict priority queue disci-
plines, and the first-in, first-out (FIFO), last-in, first-out (LIFO), and service-
in-random-order (SIRO) queue disciplines.

Suppose that ρ = λE[S] < 1. Consider an arbitrary regenerative scheduling
rule, φ ∈ Φ. The stochastic processes {U(t)}, {Y (t)}, and {V (t)} are regener-
ative with respect to the beginnings of successive busy periods and the length
of a busy cycle and the number of customers served in a busy cycle both have
finite mean. Let U , Y , and V have the steady-state distributions of U(t),
Y (t), and V (t), respectively. We have the following theorem.

Theorem A.2 Consider a GI/GI/1 WCSS in which the scheduling rules, φ ∈
Φ, are regenerative. Suppose ρ = λE[S] < 1. Then {U(t), t ≥ 0}, {Y (t), t ≥
0}, and {V (t), t ≥ 0} are all ergodic, with

E[V ] = E[U + Y ] + λE[S2]/2 . (A.9)

Both E[V ] and E[U + Y ] are invariant with respect to the scheduling rule
φ ∈ Φ.

Proof Invariance of E[V ] follows from the fact that we have a WCSS.
Equation (A.9) and the invariance of E[U + Y ] then follow from (A.7) and
(A.8).

Since the FIFO queue discipline is an example of a regenerative scheduling
rule, we can assume a FIFO discipline for the purpose of evaluating the invari-
ant expectations in the formula (A.9). Suppose then that scheduling rule is
FIFO and let D(n) denote the delay (waiting time in the queue) of customer
n, n ≥ 1. Suppose ρ < 1. Then the stochastic process, {D(n)}, is regenerative.
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Let D denote the steady-state version of D(n). Since the scheduling rule is
FIFO, D(n) and S(n) are independent. It follows by a sample-path argument
(cf., e.g., Chapter 6 of El-Taha and Stidham [60]) that

E[V ] = λ
(
E[S]E[D] + E[S2]/2

)
= ρE[D] + λE[S2]/2 . (A.10)

Note that, in formula (A.10), E[D] is the expected delay associated specifically
with the FIFO discipline. Although E[V ], E[S], and E[S2] are invariant among
all regenerative rules φ ∈ Φ, in general E[D] is not invariant.

To use this formula to calculate the invariant quantity, E[V ], we must be
able first to calculate the expected steady-state delay E[D] under a FIFO
queue discipline. We can do this when the arrival process is Poisson, as shown
below.

A.2.1.1 M/GI/1 Queue

Recall that in the FIFO case, the work in the system, V (t), is also the virtual
delay (waiting time in the queue) at time t. Under the additional assumption
that the arrivals are from a Poisson process with parameter λ, it follows from
PASTA (cf. Chapter 6 of [60]) that the virtual and actual delays have the
same distribution and hence E[V ] = E[D], which implies (using (A.10)) that

E[D] = ρE[D] + λE[S2]/2 .

Therefore, for the FIFO queue discipline,

E[V ] = E[D] =
λE[S2]
2(1− ρ)

. (A.11)

(This is the Pollaczek-Khintchine formula.) Thus we have the following corol-
lary of Theorem A.2.

Corollary A.3 Consider an M/GI/1 WCSS in which the scheduling rules
φ ∈ Φ are regenerative. Suppose ρ = λE[S] < 1. Then

E[V ] =
(

1
1− ρ

)
λE[S2]

2
, (A.12)

E[U + Y ] =
(

ρ

1− ρ

)
λE[S2]

2
, (A.13)

for all φ ∈ Φ.

Note that, although the FIFO discipline is nonpreemptive, this result ap-
plies to all scheduling rules φ ∈ Φ, including rules that are nonpreemptive,
preemptive-resume, or some combination of the two.

Returning to the general case of a GI/GI/1 WCSS, we now introduce the
concept of a service-time-independent scheduling rule.

Definition A scheduling rule φ is service-time independent (STI) if the deci-
sion about which job to process next does not use any information about the
work requirements of the jobs in the system.
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Examples of service-time-independent scheduling rules are the first-in, first-
out (FIFO), last-in, first-out (LIFO), and service-in-random-order (SIRO)
queue disciplines.

Consider an arbitrary regenerative and STI rule, φ ∈ Φ. LetD(n) denote the
delay (waiting time in the primary queue), n ≥ 1. Suppose that ρ = λE[S] <
1. Then the stochastic processes {D(n)}, {U(t)}, {Y (t)}, and {V (t)} are
regenerative with respect to the beginnings of successive busy periods and the
length of a busy cycle and the number of customers served in a busy cycle both
have finite mean. Let D, U , Y , and V have the steady-state distributions of
D(n), U(t), Y (t), and V (t), respectively. The following theorem generalizes
the results previously given for the FIFO queue discipline (cf. proof of equation
(A.10)).

Theorem A.4 Consider a GI/GI/1 WCSS in which the scheduling rules φ ∈
Φ are regenerative and STI. Suppose ρ = λE[S] < 1. Then

E[U ] = λE[S]E[D] = ρE[D] , (A.14)

and therefore
E[V ] = ρE[D] + E[Y ] + λE[S2]/2 , (A.15)

for all φ ∈ Φ. The quantities E[V ] and ρE[D] + E[Y ] are invariant over all
φ ∈ Φ.

Proof Since the scheduling rules φ ∈ Φ are STI, D(n) and S(n) are inde-
pendent for all n ≥ 0, for all φ ∈ Φ, it follows by a sample-path argument
(cf., e.g., Chapter 6 of El-Taha and Stidham [60]) that (A.14) and (A.15) hold
for all φ ∈ Φ. The invariance of E[V ] has already been established in the
more general setting of a WCSS. The invariance of ρE[D]+E[Y ] follows from
(A.15) and the invariance of E[V ] and λE[S2]/2.

Note that E[D] and E[Y ] are not in general invariant over φ ∈ Φ, although
the quantity ρE[D] + E[Y ] is.

A.2.2 Example: Multi-Class GI/GI/1 Queue

Consider the example of a GI/GI/1 WCSS as described at Section A.2.1, in
which the admissible scheduling rules, φ ∈ Φ, are regenerative. Now suppose
there are m classes of customers, numbered i = 1, . . . ,m. Independent of
the state and history of the system at the n-th arrival point A(n), the n-
th arriving customer belongs to class i with probability λi/λ, where λi > 0,
i ∈M = {1, . . . ,m}, and

∑
i∈M λi = λ. Let {S(n)

i , n ≥ 1} denote the sequence
of work requirements for customers of class i, i ∈M . We assume that, for each
i ∈ M , {S(n)

i , n ≥ 1} is a sequence of i.i.d. random variables and that these
sequences are independent among different classes. Let Si have the common
distribution function, Fi(t), of S(n)

i , n ≥ 1. Let µi := (E[Si])−1, and ρi :=
λi/µi, i ∈M .

The following exercises show that these assumptions are compatible with
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our general assumptions for a GI/GI/1 WCSS, stated at the beginning of
Section A.2.1.

Exercise 1 Show that the work requirements, S(n), n ≥ 1, of the customers
arriving at the time points, A(n), n ≥ 1, are i.i.d., and distributed as a generic
random variable S with distribution function F (t) given by

F (t) =
∑
i∈M

(
λi
λ

)
Fi(t) ,

and expectation

E[S] =
∑
i∈M

(
λi
λ

)
E[Si] =

1
λ

∑
i∈M

ρi . (A.16)

Exercise 2 Let A(n)
i denote the time point at which the n-th customer of

class i arrives, n ≥ 1, i ∈ M (A(0)
i = 0). Show that the class-i interarrival

times, {A(n)
i −A

(n−1)
i , n ≥ 1}, are i.i.d., and distributed as a generic random

variable Ai with distribution function, Gi(t), given by

Gi(t) =
∞∑
n=1

(1− λi/λ)n−1(λi/λ)P{A(n) ≤ t} ,

and expectation

E[Ai] =
∞∑
n=1

(1− λi/λ)n−1(λi/λ)E[A(n)]

=
∞∑
n=1

(1− λi/λ)n−1(λi/λ)(n/λ)

= 1/λi .

Note that it follows from (A.16) that ρ = λE[S] =
∑
i∈M ρi.

Let V i(t), U i(t), and Y i(t) denote, respectively, the class-i work in the
system at time t, the class-i work in the primary queue, and the class-i work
in the secondary queue at time t, t ≥ 0. Let D(n)

i denote the delay (waiting
time in the primary queue) of the n-th class-i customer, n ≥ 1. The same ex-
pressions, without the arguments t or n, will denote the corresponding steady-
state versions, which are well defined for each scheduling rule φ ∈ Φ, provided
ρ =

∑
i∈M ρi < 1. (These properties follow from the theory of regenerative

processes.) The following theorem is a class-by-class analogue of Theorem A.4.
The proof is similar.

Theorem A.5 Consider a multiclass GI/GI/1 WCSS in which the scheduling
rules φ ∈ Φm are regenerative and service-time independent within each class
i ∈M . Suppose ρ =

∑
i∈M ρi < 1. Then

E[U i] = ρiE[Di] , (A.17)
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E[V i] = ρiE[Di] + E[Y i] + λiE[S2
i ]/2 , (A.18)

i ∈M , for all φ ∈ Φm.
Note that λiE[S2

i ]/2 (the expected steady-state class-i work in service) is
invariant, whereas E[V i], E[U i], E[Y i], and E[Di] typically depend on the
scheduling rule, for each i ∈M . Note also that∑

i∈M
λiE[S2

i ]/2 = λ
∑
i∈M

(
λi
λ

)
E[S2

i ]/2 = λE[S2]/2 .

Since V (t) =
∑
i∈M V i(t), U(t) =

∑
i∈M U i(t), and Y (t) =

∑
i∈M Y i(t), by

summing (A.18) over i ∈M one recovers equation (A.15).

A.3 GI/GI/1 WCSS with Nonpreemptive Scheduling Rules

Consider again a GI/GI/1 WCSS as defined in Section A.2.1. In this section we
focus on nonpreemptive regenerative scheduling rules. As we noted, when the
scheduling rule is nonpreemptive, Y (t) = 0 for all t ≥ 0. As a result, many of
the expressions derived in Section A.2 simplify and stronger invariance results
apply.

We begin with the special case of service-time-independent rules.

A.3.1 Service-Time-Independent Scheduling Rules

The following corollary of Theorem A.4 is immediate.
Corollary A.6 Consider a GI/GI/1 WCSS in which the scheduling rules φ ∈
Φ are nonpreemptive, regenerative, and STI. Suppose ρ = λE[S] < 1. Then

E[U ] = λE[S]E[D] = ρE[D] , (A.19)

and
E[V ] = ρE[D] + λE[S2]/2 , (A.20)

for all φ ∈ Φ. The expectations E[U ], E[V ] and E[D] are invariant over all
φ ∈ Φ.

Let W (n) = D(n) +S(n) denote the waiting time in the system of customer
n, n ≥ 1. Let W have the steady-state distribution of W (n). Then it follows
from Corollary A.6 that W = D + S is also invariant over all φ ∈ Φ.

A.3.1.1 M/GI/1 Queue

Now suppose the arrival process is Poisson. Since the FIFO queue discipline
is an example of a regenerative STI scheduling rule, we can assume a FIFO
discipline for the purpose of evaluating all the invariant expectations in the for-
mula (A.20). For an M/GI/1 WCSS, we have already seen (cf. Corollary A.3)
that E[V ] is invariant among all regenerative φ ∈ Φ and given by (A.12).
(Recall that, without the restriction to nonpreemptive STI rules, E[U ] and
E[D] are not in general invariant.) Now, with the additional restriction to
nonpreemptive STI scheduling rules, we have the following additional result.
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Corollary A.7 Consider an M/GI/1 WCSS in which the scheduling rules
φ ∈ Φ are nonpreemptive, regenerative, and STI. Suppose ρ = λE[S] < 1.
Then

E[V ] = E[D] =
(

1
1− ρ

)
λE[S2]

2
, (A.21)

E[U ] =
(

ρ

1− ρ

)
λE[S2]

2
, (A.22)

for all φ ∈ Φ.

A.3.2 Multi-Class GI/GI/1 WCSS

Consider the multi-class GI/GI/1 WCSS introduced in Section A.2.2. Within
the admissible set Φ, we now restrict attention to nonpreemptive regenerative
scheduling rules which are service-time independent (e.g., FIFO) within each
class i. The class of all such scheduling rules will be denoted Φm.

The following corollary of Theorem A.5 is immediate.

Corollary A.8 Consider a multiclass GI/GI/1 WCSS in which the schedul-
ing rules φ ∈ Φm are regenerative and nonpreemptive, and service-time inde-
pendent within each class i ∈M . Suppose ρ =

∑
i∈M ρi < 1. Then

E[U i] = ρiE[Di] , (A.23)
E[V i] = ρiE[Di] + λiE[S2

i ]/2 , (A.24)

i ∈M , for all φ ∈ Φm.

A.3.2.1 Conservation Laws for Multi-Class Queues under Nonpreemptive
Rules

Consider an arbitrary scheduling rule φ ∈ Φm. We can write equation (A.24)
in equivalent form as

E[V i] = ρiE[Di] + ρiγi , (A.25)

where γi := E[S2
i ]/2E[Si]. Summing both sides of this equation and equation

(A.23) over i ∈ M and combining the results, we conclude that the vector,
(E[D1], . . . ,E[Dm]), of expected steady-state delays satisfies the conservation
law, ∑

i∈M
ρiE[Di] = E[U ] = E[V ]−

∑
i∈M

ρiγi , (A.26)

in which the right-hand-side is invariant over φ ∈ Φm.
Since E[W i] = E[Di] + E[Si], this leads to the following conservation law

satisfied by the vector, (E[W 1], . . . ,E[Wm]), of expected steady-state waiting
times in the system:∑

i∈M
ρiE[W i] = E[U ] +

∑
i∈M

ρiE[Si] = E[V ] +
∑
i∈M

ρi

(
1
µi
− γi

)
. (A.27)
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As we have seen, in the M/GI/1 case we can derive an explicit expression
for E[V ], using the fact that it is invariant and therefore equal to the expected
work in the system under the FIFO queue discipline, which in turn is given
by the Pollaczek-Khintchine formula. Thus, for an M/GI/1 queue we have

E[V ] =
λE[S2]
2(1− ρ)

=
∑
i∈M ρiγi

1− ρ
,

and hence the conservation equation (A.27) becomes∑
i∈M

ρiE[W i] = αM :=
(

ρ

1− ρ

)∑
i∈M

ρiγi +
∑
i∈M

ρi
µi

. (A.28)

Finally in the case where the work requirements in each class are exponentially
distributed, we have γi = (µi)−1, so that∑

i∈M
ρiE[W i] =

(
1

1− ρ

)∑
i∈M

ρi
µi

. (A.29)

Using similar arguments we can also derive a set of inequalities, one for each
subset S ⊂ M , which must be satisfied by the vector, (E[W 1], . . . ,E[Wm]),
for any φ ∈ Φm. The reasoning is as follows.

Consider a subset S of job classes (S ⊂M). Define (t ≥ 0)

V S(t) :=
∑
i∈S

V i(t) , and

US(t) :=
∑
i∈S

U i(t) .

That is, V S(t) is the total S-work in the system and US(t) is the total S-
work in the queue at time t, t ≥ 0. Now consider a scheduling rule φ ∈ Φm
which gives (nonpreemptive) priority to S-jobs over non-S-jobs, and call such
a scheduling rule an S-rule. Within the set of all S-rules, V S(t) is invariant,
and therefore so is its steady-state expectation,

E[V S ] =
∑
i∈S

E[V i] . (A.30)

In addition, among all scheduling rules φ ∈ Φm, E[V S ] is minimized by any
S-rule. Thus under any scheduling rule φ ∈ Φm, we have (using (A.30) and
(A.25))

E[V S ] =
∑
i∈S

ρiE[Di] +
∑
i∈S

ρiγi ≥ ES [V S ] (A.31)

where ES [V S ] is the invariant expected steady-state S-work in the system
under any S-rule. On the other hand, from (A.17) we have

E[V S ] = E[US ] +
∑
i∈S

ρiγi ,

where E[US ] =
∑
i∈S E[U i]. Since ρi and γi, i ∈M , are invariant with respect
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to the scheduling rule, it follows that the expected steady-state S-work in the
queue, E[US ], is also minimized among all scheduling rules φ ∈ Φm by S-rules,
under which it is invariant. Thus we also have

E[US ] =
∑
i∈S

ρiE[Di] ≥ ES [US ] = ES [V S ]−
∑
i∈S

ρiγi , (A.32)

where ES [US ] is the invariant expected steady-state S-work in the queue
under any S-rule.

Since ES [US ] is the invariant expected steady-state S-work in the queue
under any S-rule, in particular it is the S-work in the queue under an S-rule
that serves S-jobs in FIFO order. Thus we have

ES [US ] = ρSdS , (A.33)

where ρS =
∑
i∈S ρi and dS is the expected steady-state delay of an S-job

under this particular S-rule. It remains to derive an explicit expression for dS .
Under an S-rule that serves S-jobs in FIFO order, the expected virtual delay

for an S-job is the sum of the expected S-work in the queue (namely, ρSdS)
and the expected total work in service, which equals λE[S2]/2. Therefore, the
expected virtual delay for a S-job under this S-rule equals

ρSdS + λE[S2]/2 .

We now specialize to an M/GI/1 system, so that PASTA holds. Then the
virtual and actual delays coincide and we have

dS = ρSdS + λE[S2]/2 ,

which, when solved for dS , yields

dS =
λE[S2]

2(1− ρS)
=
∑
i∈M ρiγi

1− ρS
. (A.34)

Combining (A.32), (A.33) and (A.34) we have the following inequality, satis-
fied by the vector of expected steady-state delays, (E[D1], . . . ,E[Dm]), under
any scheduling rule, φ ∈ Φm:∑

i∈S
ρiE[Di] ≥

(
ρS

1− ρS

)∑
i∈M

ρiγi . (A.35)

Moreover, (A.35) holds with equality for S-rules.
Using the relation E[W i] = E[Di] + 1/µi leads to the following inequality

satisfied by the vector of expected steady-state waiting times in the system,
(E[W 1], . . . ,E[Wm]), in an M/GI/1 system, for all S ⊂ M and scheduling
rules φ ∈ Φm :∑

i∈S
ρiE[W i] ≥ αS :=

( ∑
i∈S ρi

1−
∑
i∈S ρi

)∑
i∈M

ρiγi +
∑
i∈S

ρi
µi

. (A.36)

The inequality holds with equality for all S-rules. Finally in the M/M/1 case,
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we have γi = (µi)−1, so that the inequality corresponding to the subset S
becomes∑

i∈S
ρiE[W i] ≥ αS :=

( ∑
i∈S ρi

1−
∑
i∈S ρi

)∑
i∈M

ρi
µi

+
∑
i∈S

ρi
µi

. (A.37)

The following theorem summarizes these results.

Theorem A.9 Consider an M/GI/1 WCSS with m classes. Let Φm denote
the set of all scheduling rules, φ ∈ Φ, which are regenerative and nonpreemp-
tive, and STI within each class i ∈ M . Then, under any φ ∈ Φm, the vector
of expected steady-state waiting times in the system, (E[W 1], . . . ,E[Wm]),
satisfies the linear system,∑

i∈M
ρiE[W i] = αM∑

i∈S
ρiE[W i] ≥ αS , S ⊂M ,

where

αS :=
( ∑

i∈S ρi

1−
∑
i∈S ρi

)∑
i∈M

ρiγi +
∑
i∈S

ρi
µi

, S ⊆M .

Moreover, the constraint corresponding to the subset S is satisfied with equality
for any S-rule, that is, for any rule φ ∈ Φm that gives priority to jobs in classes
i ∈ S over jobs in classes i /∈ S.

In other words, strong conservation laws hold for φ ∈ Φm (cf. Section A.1).

A.4 GI/GI/1 Queue: Preemptive-Resume Scheduling Rules

Consider again a GI/GI/1 WCSS as defined in Section A.2.1. In this section we
focus on preemptive-resume regenerative scheduling rules. The results derived
in Section A.2 apply in this case, but without further assumptions they do not
lead to explicit expressions or conservation laws for the quantities of interest.
The difficulty arises in evaluating E[Y ], the expected steady-state work in the
secondary queue.

When the work requirements in each class are exponentially distributed,
however, we can circumvent this difficulty by exploiting the memoryless prop-
erty of the exponential distribution.

A.4.0.2 Conservation Laws for Multi-Class Queues

Consider the multi-class GI/GI/1 WCSS introduced in Section A.2.2. Within
the admissible set Φ, we now restrict attention to preemptive-resume regener-
ative scheduling rules which are service-time independent (e.g., FIFO) within
each class i. The class of all such scheduling rules will be denoted Φm.

Suppose that the class-i work requirements are exponentially distributed.
Now, the expected remaining work of a class-i is 1/µi regardless of how much
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service that job has received. Therefore, the steady-state expected class-i work
in the system is given by

E[V i] =
E[Li]
µi

=
λiE[W i]

µi
= ρiE[W i] , (A.38)

where Li = λW i is expected steady-state number of class-i jobs in the system.
Summing (A.38) over i ∈M , we obtain the following conservation law,∑

i∈M
ρiE[W i] = E[V ] , (A.39)

in which the right-hand-side is invariant over φ ∈ Φm.
When the arrival streams are Poisson, we have an explicit expression for

E[V ], given by (A.11), which reduces to

E[V ] =
∑
i∈M ρi/µi

1− ρ
,

when the work requirements are exponentially distributed in each class. In this
case, under any φ ∈ Φm, the vector of expected steady-state waiting times in
the system, (E[W 1], . . . ,E[Wm]), satisfies the conservation law,∑

i∈M
ρiE[W i] =

∑
i∈M ρi/µi

1− ρ
. (A.40)

Using similar arguments we can also derive a set of inequalities, one for each
subset S ⊂ M , which must be satisfied by the vector, (E[W 1], . . . ,E[Wm]),
of expected steady-state waiting times in the system, for any φ ∈ Φm. The
reasoning is as follows.

Consider a subset S of job classes (S ⊂ M). As in the analysis of nonpre-
emptive rules, define (t ≥ 0)

V S(t) :=
∑
i∈S

V i(t) , t ≥ 0 .

That is, V S(t) is the total S-work in the system at time t, t ≥ 0. Now consider
a preemptive-resume scheduling rule φ ∈ Φm which gives priority to S-jobs
over non-S-jobs, and call such a scheduling rule an S-rule. Within the set of
all S-rules, V S(t) is invariant, and therefore so is its steady-state expectation,

E[V S ] =
∑
i∈S

E[V i] . (A.41)

In addition, among all scheduling rules φ ∈ Φm, E[V S ] is minimized by any
S-rule. Thus under any scheduling rule φ ∈ Φm, we have (using (A.41) and
(A.38))

E[V S ] =
∑
i∈S

ρiE[W i] ≥ ES [V S ] (A.42)

where ES [V S ] is the invariant expected steady-state S-work in the system
under any S-rule.
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For any S-rule, the total S-work, V S(t), is independent of all non-S jobs.
Therefore, ES [V S ] is also the (invariant) expected steady-state work in a
system where the demand consists only of S jobs. Then, by considering such
a system under a FIFO discipline, when the arrivals are Poisson we obtain

ES [V S ] =
∑
i∈S ρiγi

1−
∑
i∈S ρi

. (A.43)

In the present case, in which work requirements in each class are exponen-
tially distributed, we therefore have (from (A.42) and (A.43)) the following
conservation law for each class S ⊂M and scheduling rule φ ∈ Φm:∑

i∈S
ρiE[W i] ≥

∑
i∈S ρi/µi

1−
∑
i∈S ρi

. (A.44)

Moreover, for each S ⊂ M this inequality is satisfied with equality by any
S-rule.

The following theorem summarizes these results.

Theorem A.10 Consider an M/GI/1 WCSS with m classes. Suppose the
work requirements in each class are exponentially distributed. Let Φm denote
the set of all scheduling rules φ ∈ Φ which are preemptive-resume and regener-
ative, and STI within each class i ∈M . Then, under any φ ∈ Φm, the vector
of expected steady-state waiting times in the system, (E[W 1], . . . ,E[Wm]),
satisfies the linear system,∑

i∈M
ρiE[W i] = αM∑

i∈S
ρiE[W i] ≥ αS , S ⊂M ,

where

αS :=
(

1
1−

∑
i∈S ρi

)∑
i∈S

ρi
µi

, S ⊆M .

Moreover, the constraint corresponding to the subset S is satisfied with equality
for any S-rule, that is, for any rule φ ∈ Φm that gives priority to jobs in classes
i ∈ S over jobs in classes i /∈ S.

In other words, strong conservation laws hold for φ ∈ Φm (cf. Section A.1).

A.5 Endnotes

For a comprehensive survey of conservation laws and the achievable-region
approach to scheduling queues, see Bertsimas [21]. Some of the material in
this appendix is based on Green and Stidham [78].
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